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I 

Abstract 

The increasing availability of reliable three-dimensional (3D) sensors and sensing 

algorithms has boosted research in 3D face recognition, which is expected to 

overcome the difficulties encountered in 2D recognition. The key issue is efficient 

surface matching where shape representation plays a prominent role. 

 

Shape representation is used to structure the sensing data so that surfaces can be 

compared efficiently. Shape can be represented in many different ways. However, 

finding an appropriate representation for a shape that is amenable to surface 

matching is still an open research issue in computer vision. This is further 

complicated by the demands of face recognition, which require shape representations 

to be: 1) precise enough to distinguish intra-class differences, and 2) computationally 

feasible for one-to-many matching against large face databases. 

 

This thesis presents a parametric representation of 3D surfaces which is specifically 

suited for 3D face recognition. A novel 3D modelling technique is proposed to 

reconstruct single-patch B-Spline surfaces from point clouds in order to describe 

complex surface shapes. One of the principal contributions of this approach is 

automatically establishing dense correspondences between objects via a common 

parameter space. 

 

In addition, this thesis develops a non-iterative registration method which can cope 

with pose variations. The applicability of the registration and shape representation in 

3D face recognition is demonstrated by positive experimental results. 

 

To demonstrate the generalization ability of our methods, we extend the application 

to other fields, including 3D metamorphosis, direct manipulation of free-form 

deformation, level-of-detail control (multi-resolution rendering), complex object 

modelling and synthesis of 3D faces. 
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Chapter 1 

Introduction  

 

Figure 1.1 3D face recognition scheme based on our geometric representations 

 

1.1 Motivation 

 

This work is motivated by face recognition which has many potential applications of 

significance to our society. So far the vast majority of face recognition research and 

commercial face recognition systems use intensity images of the face, i.e. 2D images. 

It has been well known that such face-recognition systems are highly sensitive to the 

environmental circumstances under which the images are captured. Another problem 

is associated with facial orientation. When standard 2D intensity images are used, in 

order to achieve low error rates, it is necessary to maintain a consistent facial 



Chapter 1 Introduction 

2 

orientation (preferably a frontal parallel perspective) for both the query image and 

gallery image*. Even small changes in facial orientation can reduce the effectiveness 

of the recognition system.  

 

Thus we are particularly interested in 3D face recognition which is believed to have 

greater potential than 2D recognition for increasing the recognition accuracy. The 

belief comes from two facts that 1) 3D face recognition is a shape- or intrinsic 

feature- based method which is insensitive to lighting conditions, 2) facial 

orientation can be compensated for, as the facial surface can be rotated in 

three-dimensional space, such that the orientation of the query model matches that of 

the gallery model. In a nutshell, limitations due to viewpoint and lighting variations 

could be overcome in a 3D context. Moreover, recent growth in the availability of 

reliable three-dimensional (3D) sensors and sensing algorithms make digitized 3D 

surface data much more common in computer vision research, which allows for the 

development of true 3D face recognition. 

 
 

1.2 Difficulties in 3D Face Recognition and Problem Statement 

1.2.1 Difficulties in 3D Face Recognition 
 

Generally, the task of face recognition includes two parts. First, face data of known 

persons are initially entered into the system as the gallery. Later the face data of 

these or other persons are used as probes to match against every individual in the 

gallery. In the other words, the matching is one-to-many which is very technically 

challenging. 

 

Other difficulties are raised in data collection and two data types are commonly used 

in 3D face recognition. One is structured data or more precisely, range image or 2.5D 
                                                        
* Face images of known persons are initially entered into the system. This set of persons is referred to 

as the “gallery image”. Later, images of these or other persons are used to match against images in the 

gallery and are referred to as “probe” or “query” images. 
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data in which pixel values encode depth information. The other is unstructured data, 

which is often referred as “real” 3D data. This thesis examines a general approach 

dealing with real 3D data. An example raw 3D dataset is shown in Figure 1.2. 

 

 

Figure 1.2 Examples of 3D data collection 

 

• Connectivity 

There is no other information attached to the 3D data except their spatial position. 

The lack of connectivity information hints that no “neighbors” can be inferred 

directly from the raw data. However, by applying a triangulation algorithm, a surface 

mesh could be established, thus providing adjacency information. However, for 

arbitrary triangular meshes, the connectivities among the vertices are arbitrary. Even 

if two surfaces have the same number of vertices, they may still have different 

connectivities among vertices. This is in contrast to range image which has a regular 

m×n matrix structure. The connectivities are the same for all the pixels, including 

pixels on the boundary. When conducting template matching, the correspondences 

between two images can be naturally established. Obviously, this is not the case for 

3D unstructured data. 

 

• Resolution 

Generally speaking, the resolutions of different objects are different. This makes it 

difficult to establish correspondences between two given objects and consequently, it 

is difficult to compare them. Even if the resolutions of two sampled surfaces are the 

same, in general, sampling vertices on one object are not exactly the same as those 

on the other. 
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• Pose 

The examples in Figure 1.2 clearly show that there is no prior knowledge about 

object orientation in 3D space. Although an exhaustive search strategy could be used 

to find the transformation in the six-dimensional pose space, it is computationally 

prohibitive without a good initial estimate of the transformation. 

 

• Data redundancy 

The examples in Figure 1.2 also show that the raw data captured varies significantly 

across subjects and often includes neck or shoulders. For face recognition, it is 

critical to be able to separate a consistent frontal part of frontal face from the rest of 

the raw dataset. Another issue to be considered is the large data size which can vary 

from 10,000 to 30,000 vertices. Not only does this pose a problem of storage, but 

also it is computationally infeasible at run-time for matching. 

 

1.2.2 Problem Statement 
 

From the discussion so far it can be concluded that for an ideal recognition system, a 

proper data representation should have the following properties:  

·  No additional constraints or conditions are required with every addition of a new 

gallery face; 

·  The representation is discriminable enough to distinguish the differences 

between intra-class objects (faces), in the contrast to inter-class object 

recognition; 

·  The representation is computationally feasible for one-to-many matching 

purposes. Basically, a representation is computationally feasible if it is 1) 

unambiguous (no two objects have the same representation), 2) unique (there is a 

single description for each object using the representation scheme), 3) insensitive 

(with respect to missing data points and different resolutions), and 4) convenient 

to use, in the matching stage, and to store. 
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Special requirements for a 3D face recognition system are: 

·  The computation of transformation in the six-dimensional pose space should not 

be sensitive to the object size (e.g. child face and adult face), scale, and the initial 

position;  

·  The frontal part of the face can be consistently segmented from the rest. 

 

Note that the 3D data used in this thesis is surface data (point clouds) and 3D face 

recognition actually falls into the category of surface matching problems. It requires 

that a surface representation be created for each given point cloud so that the 

problem of matching point clouds can be reduced to matching their representations. 

One of the advantages of using the surface representation is reducing the impact of 

the resolution, connectivity or missing data on the matching result. 

 

In the field of computer graphics, the process of inferring 3D representation of an 

existing physical object is often referred as reverse-engineering. There are various 

properties of a 3D object that one may be interested in recovering, including its 

shape, color, and material properties. This thesis addresses the problem of recovering 

3D shape, also called 3D object modelling, or 3D surface reconstruction.  

 

Devices such as contact probes, laser range finders, stereo vision systems, 

Computerised Tomography systems and Magnetic Resonance Imaging systems can 

all provide digitized 3D surface data in different application domains. The wide 

range of applications is another motivation for our research on surface matching 

using 3D surface data. 

 

1.3 Methodology 

 

Generally speaking, surface matching is the process of determining whether two 

surfaces are equivalent in terms of shape. The research topic of this thesis focuses on 

how to effectively represent free-form surfaces in three-dimensional space and how 
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to use that representation to perform surface matching. The main contribution of the 

work described in this thesis is the development of a novel geometric representation 

for 3D free-form surfaces by applying a single-patch B-Spline surface-fitting 

technique. One of its applications is 3D face recognition. 

 

1.3.1 Problem of Previous Surface Representations  
 

There has been a major increase in the research efforts made in 3D face recognition 

in recent years. The approaches can be classified into three categories according to 

their representation schemes: 

·  Creating some form of representation for the input surface data and then 

transforming the problem of comparing the input surface data into the simplified 

problem of comparing their representations. The approach in this thesis falls into 

this category. 

·  Working on the input surface data directly without creating any kind of 

representation. One dataset is aligned to the other by looking for the best rigid 

transformation, using optimization techniques to search the six-dimensional pose 

space. An iterative closest points method (ICP) is a typical approach and is 

mainly used for surface registration.  

·  Learning the valid shape and intensity variations from their training set. An 

individual object is encoded as a point in one or more multidimensional spaces, 

which is constituted by the basis vectors obtained from a statistical analysis of 

the ensemble of training images. Therefore, the representation is statistical 

model-based, in contrast to the physical model in the first category. Principal 

component analysis (PCA) is the one of the most popular approaches. 

 

The object representation is critical to a face recognition system since it dictates the 

matching strategy, its robustness, and the system efficiency. It is the key to whether 

the one-to-many matching scheme can be performed in real-time (i.e. is 

computationally feasible).  
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For the approach of using raw data directly for comparison, an exhaustive search 

strategy must be applied to find correspondences between the probe face and every 

gallery entry (face) to and the transformation in the six-dimensional pose space. That 

is, for a gallery of n entries, the exhaustive search strategy needs to be performed n 

times, which could jeopardize the feasibility of real-time applications. Also such a 

representation is not capable of coping with missing data, varying scale, etc. 

 

For the statistical model-based approaches, since the representations are learnt from 

their training set, every addition to the training set will cause all gallery entries to be 

recomputed. 

 

1.3.2 Our Surface Representation 
 

In our representation, the face surface is described using a single B-Spline patch 

reconstructed from dense collections of 3D points. By parameterizing all objects in a 

common parameter space, dense correspondences between surfaces can be naturally 

established for surface matching. Altogether, registration and segmentation, followed 

by surface modelling, and matching, makes up our 3D face recognition scheme, 

which is shown in Figure 1.1. 

 

Using this representation, the problem of finding 3D correspondences is simplified 

as sampling a 2D common parameter space. Figure 1.3 illustrates this idea. Given 

two surfaces S1 and S2, previous approaches, e.g. ICP, establish direct 

object-to-object correspondences as shown in Figure 1.3(a). As a result, any change 

in the pair requires re-establishment of correspondences. In contrast, the approach 

proposed in this thesis has correspondences established via the common parameter 

space, Figure 1.3(b). Correspondences between any two objects can be established 

immediately without any extra cost once the objects are modelled. Also each surface 

representation is built independently. In other words, adding new entries to the 

gallery has no influence on the existing objects. 
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Figure 1.3 Theory of establishing correspondences. (a) object-to-object. (b) object to 

common parameter space. 

 

1.4 Contributions 

 

The contributions of this thesis are: 

·  A non-iterative registration and segmentation technique is presented in chapter 3, 

which can deal with pose variations. Instead of aligning one object to a template, 

it registers every object to a canonical position by conducting orientation 

estimation simultaneously with facial features detection. In contrast to the ICP 

algorithm, which is scale and shape sensitive, this approach is free from these 

influences.  

 

·  A novel shape representation is proposed in chapter 4 by developing a single 

B-Spline patch surface fitting technique. First, this approach can deal with 

unstructured point clouds directly without prior knowledge of their topology and 

geometry. No pre-processing such as filling holes, smoothing of noise or finding 
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the connectivity is required. The ability to cope with such issues comes from the 

fact that this approach does not require the traversal of the surface (walking from 

a polygon to a neighboring polygon) at any stage. Second, the parameterization 

of complex shapes over a common parameter space solves the most challenging 

problem in 3D, i.e. the establishment of automatic dense correspondences, which 

is the principal contribution in this thesis. Thirdly, the reconstructed shape 

representation is convenient to use in the matching stage and for storage as well. 

 

·  The 3D modelling technique presented in chapter 4 is applied to 3D face 

recognition in chapter 5. Experimental results demonstrate that this parametric 

representation is computationally feasible for one-to-many matching purposes. 

So far, little work has been pursued in the field of parametric model-based 3D 

face recognition. 

 

·  In chapter 6, the 3D modelling technique is extended to other applications. 

Unlike previous methods, which have usually been crafted to exploit 

characteristics of specific problem instances, our approach is a more generalized 

solution. 

 

1.5 Thesis Overview 

 

This thesis presents a new parametric representation for 3D free-form surfaces which 

is computationally feasible for 3D face recognition. The emphasis of this thesis is on 

the single-patch B-Spline surface reconstruction from unstructured point clouds. Its 

application in 3D face recognition is examined, which is one of the most difficult 

problems in computer vision. This thesis is organized in the same order as the face 

recognition scheme itself. The extended applications of the techniques are also 

exploited. 

 

Chapter 2: a survey of existing 3D surface representations is one of the emphases in 
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this chapter. Then recent work done on 3D face recognition is investigated. Since 

only 3D shape information is used to identify people in our face recognition system, 

this review puts special emphasis on those efforts. 

 

Chapter 3: an efficient non-iterative registration approach is developed to explicitly 

cope with pose variations. A two-step approach is proposed to recover the 

transformation parameters (head pose) and to detect facial features simultaneously. 

After a face scan with an arbitrary view is taken to the frontal view, the frontal part 

of the face is segmented. The performance is evaluated and compared with the 

popular ICP method. 

 

Chapter 4: a novel approach is presented of reconstructing a single-patch B-Spline 

surface in order to describe a complex object shape. This is the core work of this 

thesis. After the necessary introduction to the basic concepts and properties of 

B-Spline curves and surfaces, the 3D modelling theory is thoroughly explained. 

Since the operations on knot vectors are critical to the approach (especially a new 

knot vector standardization algorithm), they are discussed next. Then the 

implementation and the properties of the representation are discussed. Finally the 

performance is evaluated and factors impacting the modelling results are examined. 

 

Chapter 5: The surface representation proposed in chapter 4 is applied to 3D face 

recognition. Several experiments are designed to study the factors which may affect 

the final recognition rate. 

 

Chapter 6: The application of the 3D modelling technique is extended to other fields, 

including 3D metamorphosis, direct manipulation of free-form deformation, level of 

detail control (multi-resolution rendering), complex object modelling and synthesis 

of 3D faces. 

 

Chapter 7: Conclusion and future work are discussed. 
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Chapter 2 

Literature Review 

 

 

The goal of 3D face recognition systems is to analyze data collected from 3D 

acquisition devices and to match it against a database. The task of designing a 3D 

face recognition system can be divided into data acquisition, data representation and 

matching subtasks.  

 

This chapter reviews previous publications in the field of each subtask. It lays 

emphasis on the data representation and recent work done on 3D face recognition. 

Although recognition can be performed either by combining results from 3D and 2D 

information or by using a morphable 3D face model, this review focuses on those 

based on 3D geometry information. 
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2.1 Introduction 

 

In chapter 1, the issues involved in the design of an efficient 3D face recognition 

system have been outlined. To summarize, the first issue is data acquisition, i.e. the 

type of input data to the system. The second issue addressed is the means of 

describing the collected 3D data. Once the appropriate descriptions are derived from 

the data, a suitable matching algorithm is selected. These last two issues must be 

solved with consideration of the following: 1) the matching is one-to-many, i.e. a 

probe is matched against all of the entities in the gallery at run-time; 2) the 

descriptions are used in the calculations of various properties of the objects. It is 

concluded that the representations of a 3D shape dictate the matching strategy, its 

robustness, and the system’s efficiency. 

 

This chapter reviews previous work following the steps of designing a 3D face 

recognition system. Although data collection is not considered by this thesis, since 

the type of 3D data is directly related to data interpretation, a brief review is given of 

recent 3D acquisition techniques and the type of output data they generate. 

 

As discussed before, 3D shape representation is the key issue in recognition systems, 

which must be feasible representations for matching. In an early survey on object 

representation [AA93], the properties of object representation for recognition 

purpose are listed as: 1) unambiguous (no two objects have the same representation), 

2) unique (there is a single description for each object using the representation 

scheme), 3) not sensitive (with respect to missing data points), and 4) convenient to 

use in the matching stage, and also to store. The approach of deriving such a 

representation from the acquired 3D data is normally referred to as 3D modelling, 

which is given more attention later in this chapter. Generally, there are two classes: 

surface-based and volumetric-based representation. As the work in this thesis is 

based on the surface model, we focus on analyzing the surface-based representations. 
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Previous researches on 3D face recognition basically fall into one of three categories: 

recognition based solely on 3D shape, recognition based on combining results from 

3D shape information and 2D appearance information, recognition using a 

morphable 3D face model. Since the morphable 3D face model is used only as an 

intermediate step in matching two 2D images for face recognition, this type of 

approach does not involve the matching of 3D shape descriptions but rather 

matching a synthetic 2D image to a 2D probe image. The review in this chapter 

specially focuses on the recognition based on 3D shape information, which is also 

the main concern of our work. 

 

To summarize, this chapter reviews representations widely used to describe 3D 

shapes and recent work done on 3D face recognition. It starts from an explanation of 

recent 3D acquisition techniques, followed by the definitions of various types of 

collected data (section 2.2). In section 2.3, the methods used to represent the 

geometry of the collected 3D data are investigated. Then the surveys of previous 

publications on face recognition based on 3D shapes, are presented in section 2.4. 

Finally, a summary and discussion are given in section 2.5. 

 

2.2 Three-Dimensional Data Acquisition 

 

This section includes two parts. Recent 3D acquisition techniques are introduced in 

section 2.2.1. Two types of commonly used 3D raw data acquired from 3D scanners 

are presented in section 2.2.2. 

 

2.2.1 3D Data Acquisition Techniques 

 

Currently, there are three techniques available for 3-D surface capture, i.e. laser, 

structured light and stereo photogrammetry. They are briefly described as follows. 
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1. Laser 

This technique utilizes a laser beam that either moves a spot or paints a stripe across 

the 3-D object. This type of technology is suitable for static objects when its long 

acquisition time is not a drawback. Note that laser scanning creates an overall 

distortion of the model, even though the model is accurate on a band-by-band basis. 

 

2. Structured Light 

This technique projects a calibrated, structured, light pattern, such as a grid, onto the 

subject, while an offset camera analyzes the incident light. By measuring the 

distortion of the known pattern, the shape of the object can be derived. Since this 

technique relies on projecting a structured pattern from each given viewpoint, 

simultaneous image acquisition from multiple viewpoints is not possible, which 

could cause the structured light patterns to overlap. Therefore, single viewpoint 

images must be captured at different times and then stitched together.  

 

3. Stereo Photogrammetry 

This technique involves projecting a random light pattern onto the subject and 

capturing him or her with precisely synchronized digital cameras set at various 

angles in an optimum configuration. Since the 3-D surface geometry and surface 

texture are acquired within 2-milliseconds, it has an advantage over laser-based 

technologies in real time application. Moreover, by capturing multiple viewpoints 

simultaneously, more surface areas can be acquired than via structured light 

technology. 

 

2.2.2 Three-Dimensional Data 

 

1. Range Image 

This is a special case of real 3D data. In fact, it can be more precisely regarded as 

2.5D data. A range image is an image in which the pixel value reflects the distance 
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from the sensor to the imaged surface. Thus it is also called a “depth image”. Range 

images are structured data where the connectivity of the points is already known. 

Figure 2.1 shows an example of a range image. 

 

    (a)       (b)        (c) 

Figure 2.1 Examples of range images. (a) 2D intensity image. (b) Range image. (c) 

3D shape rendered as wireframe. 

 

2. Unstructured Points Cloud 

This is “real” three-dimensional data, in contrast to the depth image. There is no 

other information attached to the data points except their spatial position. No 

assumption on the object geometry is made. This is a more general case and 

commonly it is further triangulated as a polygonal mesh which can be rendered in 

various computer graphics environments. Figure 2.2a demonstrates an example of 

unstructured data which is collected from a 3D scanner using stereo photogrammetry 

techniques. Figure 2.2b shows its triangulation result rendered as a wireframe. 

 

A polygon mesh is stored in a form of a shared vertex list. That is, an object is 

defined by a pair ordered lists: 

EVS ,=               (2.1) 

where V={v1,v2,…,vn} is a list of 3D vertices vi=(xi,yi,zi), and E ={e1,e2,…,em} is a 

list of polygons, each specified as a list of vertex indices. 
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      (a)         (b) 

Figure 2.2 Example of a 3D unstructured points cloud and its polygon model 

rendered as wireframe. 

 

2.3 Three-Dimensional Shape Representations  

 

This section focuses on the surface-based scheme. Generally, 3D shape 

representations can be classified in three categories. Firstly, the 3D object is 

described in a mathematical form. Second, the surface properties are used to describe 

the 3D object, e.g. the surface normal and Gaussian curvature etc. Most of them are 

based on statistical results. Some of them are known as feature vectors. The third 

class is the appearance-based representation. The typical approach here is principal 

component analysis (PCA). More detailed discussions are given below. 

 

2.3.1 Surface Representation in a Mathematical Form 

 

2.3.1.1 Algebraic implicit surface  

 

An implicit surface is a surface defined by a polynomial of three variables: 

0),,( =zyxf              (2.2) 
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Figure 2.3 depicts a degree-3 algebraic surface whose implicit equation 2.3 is.  

088 22222 =-+++- zyxzxyx           (2.3) 

 

Algebraic surfaces are useful for point classification. Point classifications determine 

if a given point lies inside, on or outside a surface. Suppose the given point is (a,b,c) 

and the implicit surface is given by f(x,y,z)=0. Then, if f(a,b,c) is greater than, equal 

to or less than zero, (a,b,c) lies outside, on or inside the surface. Moreover, one can 

easily compute the normal vector of an algebraic surface, which is simply the 

gradient of the surface. Once one has the normal vector at a point, the tangent plane 

can be easily computed. However, displaying an algebraic surface is relatively 

difficult. The commonly adopted method, but the most time consuming one, is ray 

tracing. An alternative way is polygonization, which is still the subject of research. 

 

 

Figure 2.3 Example of an algebraic implicit surface 

 

The method for estimating the polynomial coefficients was presented in [Tau91]. 

These coefficients are not generally invariant to pose transformations, although 

mathematical invariants can be obtained from some forms [SCK96]. Surface fitting 

techniques have been used to segment image scenes [Tau91] and have also been 

used as a preprocessing step in the recognition of objects [SCK96]. 
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The class of objects that can be described by a single algebraic surface is limited by 

the stability of the fitting process. In practice, fitting a surface to an order greater 

than 4 can produce surfaces whose shape matches poorly to the object from which 

the data were obtained. In order to model more complex objects, patches of implicit 

surfaces must often be used [BCX95] [SSP94]. 

 

2.3.1.2 Generalised Cylinders 

 

A generalized cylinder is defined by the shape generated when a 2D contour C(s,q) 

is moved or swept along a space curve A(s). C(s,q) defines the cross section of the 

object while A(s) represents the axis of the primitive [Kaj83] [Wij84] [BF85]. 

Figure2.4 shows an example of a free-form object represented by a generalized 

cylinder. To construct more complex objects, multiple generalized cylinders are used. 

Generalized cylinders are suitable for representing elongated shapes where an axis is 

easy to define. 

 

Figure 2.4 Example of an object described in the form of generalised cylinder. 

 

2.3.1.3 Parametric Surface 

 

A parametric surface is defined by a set of three functions, one for each coordinate, 

as follows: 
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where the parameters u and v are in certain domain. Without loss of generality the 

domain of (u,v) can be restricted to be the unit square [0,1]´ [0,1]. Parametric 

surfaces are widely used in computer-aided design and manufacturing (CADM) and 

other object modelling systems. 

 

The most common parametric form is the spline family, which is defined by the 

specialized parametric form 
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where )(uBk
i and )(vBr

j are polynomial basis functions of degree k and r, and jic , are 

the homogeneous coordinates of the control points, respectively [KC02]. Figure 2.5 

shows a parametric patch as a shaded surface, including the positions of vertices in 

its control point mesh. Since the B-Spline surface reconstruction is the main topic in 

this thesis, the reviews in this section focus on B-Spline approaches.  

 

 

Figure 2.5 A parametric patch rendered as a shaded surface. 

The difficulty of making a surface defined on a parametric rectangle fit an arbitrary 

region on the surface of an object has been clarified by Besl [Bes90]. According to 
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the solutions, previous work can be generally classified into two categories: 

reconstructing a surface either as a single B-Spline patch or many patches stitched 

together. 

 

�  Previous Single-patch B-Spline Approach 

The early work mainly deals with grid data representing an object of simple shape, 

e.g. a deformed quadrilateral region [HSW89] [RF89] [SM91] or a deformed 

cylinder [SBD86]. In other words, the fitting B-Spline patch has a similar shape to 

the parametric rectangle. Forsey and Bartels [FB95] [FB88] augmented the approach 

with the technique of hierarchical representation which successively improves the 

approximation at a coarse level with a correction term from the next finer level, i.e. 

adaptively reducing the fitting process into sub-problems involving only a portion of 

the data. Moreover, they decompose the surface-fitting problem into a sequence of 

curve-fitting processes, thereby adding further computational efficiency. 

 

�  Previous Multiple B-Spline Approach 

Recent advances in three-dimensional acquisition techniques offer the ability to 

acquire a dense point cloud from objects having a complex shape. This has inspired 

researches into reconstructing complex surfaces from an unstructured point cloud. 

Most are focused on constructing and interconnecting multiple surface patches to 

represent the underlying surface. The work described in [KL96] and [EH96] is a 

typical example of 3D modelling using many patches where a single-patch B-Spline 

surface-fitting algorithm is employed for each patch separately, assuming that each 

patch can be rectangular parameterized (gridding algorithm). 

 

However, two nontrivial problems need to be addressed. First, one needs to partition 

the original data into patches. Each patch should have the shape of a deformed 

quadrilateral and can be re-sampled as grid data by applying the gridding algorithm. 
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Second, the G1 continuity* between adjacent patches must be guaranteed to obtain 

the smooth surface. 

 

Many approaches deal with the region partition problem by manually delineating 

patch boundaries [KL96] [MBV*95], which proves to be a tedious and hard task. 

Eck and Hoppe [EH96] introduced an automatic solution where neither interactively 

labelling boundary points nor drawing boundary curves on a surface is required. 

Although their approach produces high quality surfaces, it includes a number of 

expensive optimization steps [EDD*95]. Krishnamurthy and Levoy [KL96] have 

developed a hierarchical relaxation approach to reducing the need for user 

intervention on the parameterization process. 

 

In addition to the high labour requirement, by humans or computers, another 

drawback is the unpredictable partition result, i.e. the uncertainty of patch numbers 

or the uncertainty of the patch distribution. The examples examined in Figure 2.6 

and 2.7 show the partition results when fitting multiple B-Spline patches into two 

scans of the same person. Figure 2.6 illustrates the uncertainty of the patch numbers. 

While the 1st scan is composed of 140 patches, the 2nd scan is of 214 patches. Figure 

2.7 shows the uncertainty of the patch distribution, although the same number of 

patches is applied on two scans. Obviously given these uncertainties, it is difficult to 

establish correspondences between objects. 

 

Figure 2.6 Uncertainty of region partition – number of patches. 

                                                        
* G1 continuity is also called tangential continuity, which requires the end vectors of the curves or 

surfaces to be parallel, ruling out sharp edges. 
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Figure 2.7 Uncertainty on region partition – distribution of patches 

 

Enforcing G1 continuity between adjacent patches is another key issue to be 

considered. Without constraints, the independent patch reconstruction could leave a 

crack between two adjacent patches. Basically, maintaining G0 continuity requires 

the number of control points to be the same for patches sharing a boundary. G1 

continuity is more difficult to achieve since it involves non-linear constraints on the 

control points of adjacent patches. Patch corners pose an even harder problem. This 

problem is usually addressed by iterative schemes that incrementally reduce the 

difference between the surface and the sample points while maintaining the desired 

continuity conditions. It is a very time consuming process that must be repeated for 

every patch. There are a few papers [WW921] [KL96] [EH96] which give a detailed 

account of this problem. 

 

�  New Single-patch B-Spline Approach 

Inspired by the shortcomings of previous work, Song and Bai [SB061,2] propose a 

novel approach which uses a single-patch B-Spline to represent objects of complex 

shape. Unlike the previous single-patch B-Spline approach, they can deal with 

unstructured data directly. With this single-patch modelling technique, the two 

nontrivial problems met in the multiple-patch approach can be avoided. Neither the 

region partition nor the consideration of G1 continuity between adjacent patches is 

needed. Moreover, by parameterizing objects to a common parameter space, they 
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demonstrate that automatically establishing dense correspondences across objects 

becomes an easy task. In their extended work [SBW06], although they also use 

multiple patches to model a 3D object with very complex shape or topology, they 

claim that their approach is different, in the goal of region partition, from previous 

multiple-patch approaches. Instead of aiming to re-sample data in the grid form, it 

tries to keep the sharp edges or to simplify the topology. Therefore, their approach 

can significantly reduce the number of patches needed. 

 

2.3.2 Features Based Descriptions of 3D Surface 

 

The commonly used surface features in previous work include surface curvatures 

and normals. Accordingly, this section is divided into: 1) curvature-based 

representation in section 2.3.3.1, 2) normal-based representation in section 2.3.3.2, 

and 3) spherical representations. Although spherical representations use the 

orientation of the surface normal to describe an object, this matter is discussed 

separately in section 2.3.3, since a rich literature exists. 

 

2.3.2.1 Curvature Based Features 

 

Typically the principal curvatures K1 and K2 are used to characterize and encode 

discriminatory information about an object. K1 and K2 are defined as the maximum 

and minimum of the normal curvature at a given point on a surface. In other word, 

they encode the rate of change of surface orientation in the two directions, as 

illustrated in Figure 2.8. 
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    (a)        (b)       (c) 

Figure 2.8 Principal curvatures. (a) Saddle surface defined by 22),( yxyxfz -== . 

(b) Maximum normal curvature K1 in red curve. (c) Minimum normal curvature K2 

in blue curve. 

 

Thirion [Thi96] used the principal curvatures to find critical points and contours, 

which then constituted a graph of a surface. In the work [BJ85] [DJ97], Gaussian 

curvature K and mean curvature H have been used to classify local surface shapes 

into eight basic categories, which are computed as: 

21 KKK ´=               (2.6) 
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Dorai and Jain [DJ97] extended this earlier work by defining two new curvature 

measures, i.e. the shape index S and curvedness R: 
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where the shape index S classifies the local shape into nine shape types and the 

curvedness measures the magnitude of the curvature change. By applying these new 

measures along with a spectral extension of the shape measure, a view-dependent 
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representation of free-form objects is built. Their system uses a histogram of shape 

index values to characterize the surface curvature of a view. The histogram bins store 

the amount of area on a view that lies within a range of shape index values.  

 

2.3.2.2 Surface Normal Based Features 

 

Stein and Medioni [SM92] proposed a novel method for measuring the difference 

between objects by using surface normal distributions. For a given point P on a 

surface, the normals (Nr (q)) of points in a distance r  away from P contain structural 

information about the surface around P (Figure 2.9). The distribution of Nr (q) is 

called a “splash”. The orientation of the normal Nr (q) is defined by spherical 

coordinates f (q) and y (q), with respect to P’s normal N and the X(q) axis (Figure 

2.10). As q is varied from 0 to 2p, the values of f (q) and y (q) form a 3D curve 

(equation 2.10). Then the polygonal curve is encoded into a representation called the 

3D supersegment (Figure 2.10c). 
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Figure 2.9 The splash representation. The angular differences between the normals 

Nr (q) near the central point and the normal N at the central point are encoded 

(Campbell, R. and Flynn, P., 2001). 
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   (a)         (b)        (c) 

Figure 2.10 Orientation coordinates for splash features (Campbell, R. and Flynn, P., 

2001). 

 

Chua and Jarvis [CJ97] explored a new surface representation, i.e. the point 

signature, which follows along the same lines as Stein and Medioni’s work [SM92]. 

The point signature is different in that it does not encode information about the 

normals around the points of interest (Figure 2.9, 2.10). Instead, it encodes the 

minimum distances of points on a 3D contour from a reference plane (Figure 2.11a). 

The contour is constructed by intersecting the surface with a sphere centred on P and 

with a fixed radius r. A principal component analysis (PCA) of the 3D contour 

defines a plane where the distance from points on the contour to the plane is at a 

minimum. The normal of the plane can be thought of as approximating the surface 

normal around the point of interest. The plane is then translated until it contains P. 

the signed distance from the 3D contour forms a 1D parametric curve d(q) as shown 

in Figure 2.11b. This provides a compact way of storing information about the 

structure of the surface around a point that is pose-invariant. 
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     (a)          (b) 

Figure 2.11 Point signature (Campbell, R. and Flynn, P., 2001). 

 

Johnson and Hebert [JH972,3, JH981,2] also employed point features for object 

recognition. Their “spin images” are 2D histograms of the surface locations around a 

point. The spin image is generated using the normal to the point and rotating a 

cutting plane around the point using the normal as the axis of rotation (see Figure 

2.12). As the plane spins around the point the intersections between the plane and the 

surface are used to index a 2D histogram. The bins in the histogram represent the 

amount of surface (or the number of times) a particular patch of the cutting plane 

intersects the object. Spin images are generated from models using a polygonal 

approximation to the surface. 

 

Figure 2.12 Spin image (Johnson, A. 1997) 
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2.3.2.3 Spherical Representations (Gaussian Sphere) 

 

In this representation, the orientation of the surface normal at each point of the 

surface is mapped onto the corresponding point on the unit sphere. A rich literature 

is available [HID95] [DHI93] [Del94] [LW94]. Ikeuchi and Hebert [IH95] provide 

an overview of previous approaches, from the early 1980s to the present. In a 

nutshell, the mapping is not local in planar regions, partially local in parabolic 

regions, and strictly local at elliptic and hyperbolic regions, allowing for 

unambiguous representation of convex objects only. This representation is rotation 

invariant. However, translation and the information on the dimensions of the objects 

are not preserved. Several modifications of the Gaussian sphere have been developed 

to overcome its limitations. 

 

In the extended Gaussian sphere, each point on the sphere is assigned a weight 

equivalent to the corresponding surface patch area of the object [Hor84]. Nalwa 

[Nal88] defines a support function for a surface to be the signed distance from the 

origin of the sphere to the tangent plane at the surface. Similarly, Kang and Ikeuchi 

[KI91] associate with each surface normal a complex number where the magnitude 

of the number is the corresponding surface area and where the phase is the distance 

of the surface from a predefined origin of the coordinate system. This is essential in 

determining the translation component of any geometric transformation (pose 

determination). 

 

To expand the ability to handle non-convex objects and the ability to handle 

occlusion, Delingette et al. developed the spherical attribute image (SAI) [DHI93] 

[HID95]. The SAI representation maps points on an object surface to vertices on a 

quasi-regular tessellated sphere. By “regular” it is implied that the triangle faces are 

similar in surface area and are equilateral. Local surface characteristics are stored at 

the vertices of the tessellated sphere that correspond with the surface point. The 

surface point to vertex mapping is determined by deforming an ellipsoidal version of 
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the same tessellated sphere to the object’s surface. The deformation is guided by 

forces of preserving the regularity, while shrinking the mesh to the surface. 

 

In the work summarized above, objects must have the same topology as a sphere. 

Delingette [Del94] uses a representation similar to the SAI to represent more 

complex topologies. Instead of maintaining the relationship with a sphere, parts of an 

object can be fitted using a deformable surface mesh and can be connected to another 

mesh. The use of this representation for object recognition and localization of pose 

has not yet been explored.  

 

2.3.3 Statistical Model 

 

In contrast to the shape descriptions using the intrinsic characteristics of an object, 

the statistical model learns the valid shape and intensity variations from their training 

set. Principal component analysis (PCA) is the one of the most popular approaches 

and there is a rich literature available. This section reviews previous work employing 

the PCA method.  

 

Early work based on PCA was developed in order to interpret intensity images 

[TP911,2] [CT01] [CET98] [CTC*95]. The appearance-based statistic model has 

been successfully applied to performing segmentation and recognition tasks in 

two-dimensions. The key idea of the PCA approaches is to encode the individual 

object views as points in one or more multidimensional spaces, which is constituted 

by the basis vectors obtained from a statistical analysis of the ensemble of training 

images. These basis vectors were termed eigenpictures. In [MN95] [TP912], they are 

sometimes given the equivalent terms, eigenfaces or eigenimages, depending on the 

application. The term eigenfaces is used when the training set is limited to face data 

because certain basis vectors, when viewed, have a face-like appearance. 
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Recent advances in 2.5D acquisition techniques (range sensor) have led to great 

interest in applying PCA to encoding 3D shape [CF99] [PHW*05] [HSE03]. Since a 

range image is a special image, in which the pixel value reflects the distance from 

the sensor to the imaged surface, it actually captures the shape appearance of a view. 

Thus principal component analysis of this data results in a set of characteristic 

shapes, referred as eigenshapes. These eigenshapes are used in much the same way 

as eigenpictures or eigenfaces to form a low-dimensional subspace.  

 

To build the statistical models, corresponding ‘landmark’ points must be obtained on 

every training image in advance. Determining point correspondences could either be 

done manually [CT01] or automatically, e.g. by elastic registration [FRS*01] [FL98] 

[FL99] [BT001,2]. Denote a set of training images X: 

{ }MxxX
�

�
�

,,1=              (2.11) 

Each training image ix
�

 can be considered as a column vector consisting of a set of 

labeled landmark points. That is: 

[ ]TiNii xxx ,,1 �
�

=              (2.12) 

where N is the number of landmarks in a training image. Each image is typically 

normalized to unit energy* 1=ix
�

.  

 

Principal component analysis is used to determine a set of orthogonal basis vectors 

for the space spanned by the training data X. To do this the average  

�
=

=
M

i
ix

M
c

1

1 ��
              (2.13) 

is subtracted from every image ix
�

 in X, i.e. )( cxi

��
- , yielding a centered set Xc. Xc 

                                                        

* The norm or magnitude of a vectorx
�

is denoted byx
�

.whenx
�

=1, it is called the vectorx
�

is in unit 

energy. 
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is then used to form an N´ N covariance matrix: 

T
cc XXQ =               (2.14) 

Then the eigenvectors and corresponding eigenvalues { }Nie ii �
�

1),,( =l for Q are 

determined. The set of N eigenvectors is an orthogonal basis for the space spanned 

by X. This principal component representation can be used to approximate the 

training data in a low-dimensional subspace that captures the gross appearance of the 

objects. This enables appearance-based approaches to characterize the objects using 

the eigenvectors that correspond to the largest eigenvalues.  

 

Let { }kee
�

�
�

,,1  be the set of eigenvectors corresponding with the k largest 

eigenvalues. The centered vectors )( cxi

��
-  in the training data are projected along 

{ }kee
�

�
�

,,1  to form k-dimensional prototypes ig
�

. An approximation to jx
�

 can be 

constructed using the basis vectors ie
�

 and the projected point ig
�

 in the eigenspace. 

The reconstructed image is given by 

[ ] c

g

g

eex

k

kj

�

�
�

�

�
�

��
+

�
�
�

�

�

�
�
�

�

�
=

1

1 *           (2.15) 

 

2.4 Thee-Dimensional Face Recognition 

 

There is a family of approaches in which a generic, morphable 3D face model is used 

as an intermediate step in matching two 2D images for face recognition. This 

approach was popularized by Blanz and Vetter [BV03]. However, this type of 

approach does not involve the matching of 3D shape descriptions. Rather, a 2D 

image is mapped onto a deformable 3D model, and the 3D model with texture is 

used to produce a set of synthetic 2D images for the matching process. Similar work 

is also presented in [ZC02]. 
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This section specially focuses on recognition based on 3D shape information. 

Basically, the work done on 3D face recognition can be classified in three categories, 

according to their 3D shape descriptions. That is, recognition based on point sets, 

statistic models and surface features. More detailed investigations are given in the 

following. 

 

2.4.1 Recognition Using a Point Set 

 

Despite various 3D shape representations having been proposed so far, their 

applications have not widely been seen in the field of computer vision. The 

fundamental reason is that these descriptions do not naturally support the automatic 

establishment of correspondences between objects. Therefore, much previous work 

in the field of 3D face recognition is still based directly on the point set. By 

registering one point set to another, dense correspondences between them are 

obtained. In the following, the widely accepted Iterative Closest Point (ICP) method 

and its variations are firstly discussed. Then ICP-based 3D face recognition is 

reviewed. 

 

2.4.1.1 Registration 

 

Many efforts have been made in registering 3D point clouds. One of the most 

popular methods is the iterative closest point (ICP) algorithm developed by Besl and 

McKay [BM92]. The ICP is based on the search of pairs of nearest points in the two 

sets, and estimating the rigid transformation, which aligns them. Then, the rigid 

transformation is applied to the points of the one set, and the procedure is iterated 

until convergence. Several variations of the ICP method have been proposed. Chen 

and Medioni [CM92] evaluated the registration function using point-to-plane 

distance instead of previous point-to-point distance. In Zhang [Zha94], a robust 
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statistic threshold was introduced to determine the matching distance dynamically. 

Iterative methods such as this are obviously time consuming. When the assumption 

of one dataset being a subset of the other is not valid, false matches can be created 

[FCR*02]. Moreover, they rely on a good estimate of the initial transformation. 

Another shortcoming of the ICP method is that it is scale sensitive. There are other 

alternative approaches. For example, the iterative closest compatible point (ICCP) 

algorithm has been proposed in order to reduce the search space of the ICP algorithm 

[GRB94] [GB95] [GLB01]. In [SLW02], a conceptually similar method called 

iterative closest points using invariant features (ICPIF) was introduced. This method 

chooses nearest neighbour correspondences according to a distance metric, which is 

a scaled sum of the positional and feature distances. In [SL03], a feature-based 

registration is adopted, which searches the line and plane pairs in 3D point-cloud 

space instead of 2D intensity image space. Mny other feature-based ICP approaches 

can be found in [CJ96] [FA96] [HHI95] [SF97] [Thi962] [WVK99] [YA98]. Some 

work has focused on the issue of pre-alignment to address the need of a good initial 

approximate alignment for ICP methods [MRC*01] [LDC02] [WV02]. More 

detailed reviews on registration can be found in [GA05] [CF01] [FZ03]. 

 

2.4.1.2 ICP-Based 3D Face Recognition 

 

Lu et al. [LCJ04] report on results of an ICP-based approach to 3D face recognition. 

Their gallery entries are complete face models, whereas the probes are frontal views. 

In experiments with images from 18 persons, with multiple probe images per person 

(113 probe images in total), incorporating some variation in pose and expression, a 

recognition rate of 97% was achieved. They extend their work in [LJ051] to deal 

explicitly with variation in facial expression. The problem is approached as a rigid 

transformation of probe to gallery, done with ICP, along with a non-rigid 

deformation by applying thin-plate spline (TPS) techniques. The work is evaluated 

using a 100-person dataset, with neutral-expression and smiling probes, matched to 

neutral-expression gallery images. After the rigid transformation, most of the 
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wrongly recognized cases are from smiling probes. These errors are reduced 

substantially after the non-rigid deformation stage. They also propose an approach 

where multiple models are used for recognition, i.e. a combination of results from 

3D and 2D data [LJ052]. For the total of 196 probes (98 neutral and 98 smiling), 

performance reaches 89% for shape-based matching and 91% for multi-modal 3D + 

2D matching. 

 

Russ et al. [RKL05] applied an iterative registration procedure to align probe to 

gallery faces and then performed recognition by using Hausdorff distance matching. 

Various means of reducing space and time complexity of the matching process are 

explored. Experimental results are presented on a part of the FRGC version 1 dataset 

(200 gallery images and 398 probe images) and a 98.5% recognition rate is achieved. 

In the related work of Koudelka et al. [KKR05], a similar approach is used to 

pre-screening a large dataset to select the most likely matches, from which the 

recognition is then conducted based on more careful considerations. 

 

Instead of registering the whole face, Chang et al. [CBF05] divide it into several sub 

regions to which the ICP algorithm is applied independently. The results of the 

multiple 3D matches are fused. The experimental evaluation in this work uses 

essentially the FRGC version 2 dataset, representing over 4000 images from over 

400 persons. In an experiment in which one neutral-expression image is enrolled as 

the gallery for each person, and all subsequent images (of varied facial expressions) 

are used as probes, performance of 92% rank-one recognition is reported. 

 

Whereas most researchers have based their work on range images, Medioni and 

Waupotitsch [MW03] use unstructured point clouds to perform 3D face recognition. 

Experiments are conducted with 700 scans from 100 persons and a 98% recognition 

rate is reported. 
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2.4.2 Recognition Using a Parametric Model 

 

As discussed in the preceding section, previous parametric models do not support 

automatic establishment of correspondences between objects. So there has been little 

work done on recognition using the parametric model. 

 

Song and Bai [SB061,2] present a 3D face recognition system based on a parametric 

model. To deal with pose variations, a non-iterative process is developed to register 

and segment the frontal part of the face from the rest of the body. By parameterizing 

frontal faces to a common parameter space, dense correspondences across objects are 

established and the Euclidean distance is applied for matching. A total of 187 scans 

of 65 persons was used for test. In an experiment in which one neutral-expression 

face was enrolled as the gallery for each person, and all subsequences faces (of 

varied facial expressions) were used as probes, a performance of 91.8% recognition 

rate was reported. 

 

2.4.3 Recognition Using the Statistical Model 

 

Xu et al. [XWT*04] use principal component analysis (PCA) to reduce the 

dimension of the feature space, which is computed from the local regions, e.g. mouth, 

nose, left eye and right eye. Matching is based on minimum distance using both 

global and local shape components. The performance of face recognition is evaluated 

on the database from Beumier and Acheroy [BA01]. Five images each from a set of 

120 persons were enrolled in the gallery and 720 probe images were tested. A 96% 

recognition rate was reported. 

 

Hesher et al. [HSE03] apply PCA on range images and explore the approach by 
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using different numbers of eigenvectors and image sizes. The dataset has six 

different facial expressions for each of 37 subjects. In total 222 probe images have 

been tested in their experiments and a 97% recognition rate was achieved. 

 

It should be mentioned that the reported performance in the work [XWT*04] 

[HSE03] was obtained by using multiple images per subject in the gallery. This 

effectively gives the probe image more chances to make a correct match, and is 

known to raise the recognition rate relative to having a single sample per subject in 

the gallery [MBF03]. 

 

In [PWP03], Pan et al. compare 3D face recognition results from both a Hausdorff 

distance approach and a PCA-based approach. The M2VTS database [MMK*99] is 

used in the experiment, totalling 360 images for 30 persons. They report an 

equal-error rate (EER) in the range of 3-5% for the Hausdorff distance approach and 

an EER in the range of 5-7% for the PCA-based approach. In their later work 

[PHW*05], a novel mapping of the 3D face data to a circular range image is 

proposed. Then PCA is applied to the mapping. The facial region used in the 

mapping contains approximately 12,500 – 110,000 points. Experiments are 

conducted on the FRGC version 1 dataset, which includes 943 images from 276 

persons. Performance is reported as 95% recognition or 2.8% EER in a verification 

scenario. 

 

2.4.4 Recognition Using Surface Feature Based Representation 

 

Generally, the surface features, e.g. the principal curvatures and Gaussian curvatures 

etc. are often used to segment the facial regions in a range image [LM90] [TIC98] 

[Gor92] [MSV*03]. For example, Lee and Milios [LM90] segment convex regions 

in a range image based on the sign of the mean and Gaussian curvatures, and create 

an extended Gaussian image (EGI) for each convex region. They claim that the 
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convex regions change shape less than other regions in response to changes in facial 

expression. This gives some ability to cope with changes in facial expression. A 

similar approach is presented in [TIC98], where EGI is employed to represent the 

face instead of the convex regions. Basically, recognition is performed using a 

spherical correlation of the EGIs. For the case of multiple-region matching [LM90], 

a graph incorporating relational constraints is used to establish an overall match of a 

probe image to gallery image. The shortcoming of the EGI approach is its 

insensitivity to change in object size, and so two similar shapes but of different sizes 

will not be distinguishable in this representation. 

 

A small dataset is tested in [LM90], including a total of 6 images from 6 persons. No 

recognition result is reported. Experiments in [TIC98] were conducted on a National 

Research Council of Canada range image dataset [RC88]. For a set of 37 images 

from 37 persons, 100% recognition was reported. 

 

Several variations have been proposed [Gor92] [MSV*03] [LS04] [LSY*05], where 

the curvature-based segmentation of the face was also employed. However, instead 

of using EGI to describe the face, they extract a set of facial features for the purpose 

of 3D face recognition. Thus each face becomes a point in feature space. A 

nearest-neighbour matching algorithm is used in [Gor92] [MSV*03]. Gordon [Gor92] 

reported a recognition rate as high as 100%, based on a small test set of three views 

each of eight faces. Moreno and co-workers [MSV*03] report results on a dataset of 

420 face meshes representing 60 different persons, with some sampling of different 

expressions and poses for each person. Rank-one recognition of 78% is achieved on 

the subset of frontal views. An alternative, using depth-weighted Hausdorff distance 

combined with surface curvature information for matching, is considered in [LS04]. 

In experiments with a dataset representing 42 persons, and two images for each 

person, a 98% recognition rate is reported. Lee et al. [LSY*05] propose an approach 

based on the curvature values at eight feature points on the face. Using a support 

vector machine for classification, they report a rank-one recognition rate of 96% for 



Chapter 2 Literature Review 

38 

a dataset of 100 persons, each with two images. Note the feature points are manually 

located in their experiment. 

 

Different from the work discussed above, Chua et al. [CHH00] use point signatures 

in 3D face recognition. To deal with facial expression change, only the 

approximately rigid portion of the face, from just below the nose up through the 

forehead, is used in matching. Point signatures are used to locate reference points 

that are used to standardize the pose. Experiments are done with four images each 

for 6 persons, with facial expressions presented in the dataset, and 100% recognition 

is reported. 

 

2.5 Summary and Discussion 

 

Having divided the task of designing a 3D face recognition system into data 

acquisition, data representation and matching subtasks, the reviews of previous 

research efforts were addressed, according to each subtask, with emphasis being 

given to the 3D shape representation.  

 

Although recognition can be performed either based on combining results from 3D + 

2D information or by using a morphable 3D face model, the efforts made solely 

based on 3D shape attract the most attention in this chapter. Recent work done on 3D 

face recognition was investigated according to the means of 3D representation. 

 

It is clear from this review that 3D face recognition still faces a number of challenges. 

Despite the fact that research on 3D face recognition is blooming, inspired by the 

recent advances in 3D acquisition techniques, the lack of simple geometric 

representations that are amenable to surface matching still poses the biggest problem. 

 

The recognition performances examined in this review have shown some 
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deficiencies that exist in current work. For example, recognition based on the PCA 

approach requires the labour-intensive process of marking corresponding ‘landmark’ 

points on every training image in advance. And all the work is basically limited to 

the range images. For the research efforts made using surface features, the 

recognition performance is only tested on a relatively small gallery. Although 

Moreno and co-workers [MSV*03] conduct their experiments on a bigger dataset of 

420 face meshes representing 60 different persons, the recognition result is not very 

optimistic. On the other hand, although the ICP based approaches are tested on much 

bigger datasets and very promising results have been reported, their feasibility of 

dealing with real-time application is still questionable. 

 

Inspired by those shortcomings of existing approaches, we are trying to develop a 

novel recognition system based on a parametric model, which has the properties of 

being unambiguous, unique, non-sensitive to noise and feasible for matching and 

storing. The approach and its applications are presented in the following chapters. 
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Chapter 3 

Registration and Segmentation 

 

Figure 3.1 Registering raw data to a canonical position and segmenting the frontal 

part of the face 

 

Registration is the first step for constructing our face recognition system. In contrast 

to most face recognition schemes based on structured data (e.g. range images), we 

deal with unstructured data that explicitly incorporates pose variations. The example 

scans in Figure 1.2 show that raw data: 1) are in varied orientations and sizes, 2) vary 

significantly across subjects and often include neck or shoulders. For face 

recognition, it is critical to have the frontal face separated from the raw dataset. 

However, varied head orientation is the main obstacle to automatic face 

segmentation. Thus the goals of our non-iterative registration approach are 1) to 

recover the transformation matrix between the pose of acquired dataset and the 

frontal view, 2) to segment the frontal part of face from the unwanted data 

automatically. The procedures are demonstrated in Figure 3.1, with a dataset of 

25,903 points in an arbitrary position. This procedure first takes the face to the 

canonical position and then separates the frontal part containing 9,532 points from 

the original data.  



Chapter 3 Registration and Segmentation 

41 

3.1 Introduction 

 

Problem statement: 

Input raw data: 

·  No pre- processing step required, e.g. filling holes, filtering noises; 

·  No topological information is provided for any point, in contrast to a range 

image which has a regular matrix structure; 

·  Only 3D coordinates (x,y,z) of data points are required. 

 

Assumptions: 

·  Nose peak point (NPP) has been located. 

 

Goals: 

·  Registering face scan in varied orientation to a canonical position (defined in 

section 3.2), i.e. frontal view; 

·  Detecting facial features; 

·  Segmenting frontal part of face from the original raw data. 

 

Contributions: 

A non-iterative registration and segmentation technique is proposed, which can deal 

with pose variations. Instead of directly aligning one object to another, it registers 

every object to a canonical position by conducting orientation estimation 

simultaneously with facial feature detection. In contrast to the ICP algorithm which 

is scale and shape sensitive, this approach is free from these influences. 

 

This chapter is organised as follows. In section 3.2, the definitions used in this 

chapter are first clarified. Then a two-step approach to recovering the transformation 

parameters (head pose) and simultaneously detecting facial features is represented in 

section 3.3. The initial head pose estimation is based on symmetric analyses. After 

the residual errors are compensated in the pose refinement process, a face scan with 
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an arbitrary pose is taken to the frontal view. Next, the face scan is translated to the 

origin of the world coordinate system and the frontal part is segmented from the 

redundant dataset (section 3.4). The performance is evaluated in section 3.5, by 

comparing the registration results obtained from our approach and from the ICP 

method. Conclusions for this chapter are given in section 3.6.  

  

3.2 Definitions 

 

3.2.1 Facial Features 
 

Four facial features are to be precisely detected. They are the inner eye corners (EL, 

ER), nose top (NT) and nose bottom (NB), indicated by red dots in Figure 3.2. As the 

human face is roughly a symmetric object, a facial symmetry plane exists, denoted 

by P, which includes the nose peak point (NPP). The facial symmetry curve C is 

obtained by dividing the face with the plane P. The nose top is then the intersection 

of the curve C and the XZ plane including the two inner eye corners. The nose 

bottom is defined as a point located both in the plane P and on the lower border of 

the nose septum.  

  

Figure 3.2 Face in the canonical position after the registration. 

 

Nose saddle point (NS) detection is needed for the initial pose-estimation, but face 

orientation affects NS detection. Figure 3.3 demonstrates the relationship between 

face orientation and NS detection. Therefore, we define NS from the practical view 

instead of the anatomic. First, we vertically divide the face by using the YZ plane 
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including the nose peak point, NPP, to obtain a face-dividing curve. Then NS is seen 

to be the point located on the face-dividing curve with the maximum curvature value. 

 

 
     (a1)            (b1)     (c1) 

 
     (a2)          (b2)     (c2) 

Figure 3.3 The relationship between head orientation and NS detection. (a1) and (a2) 

Raw point clouds in world coordinate system. (b1) and (b2) Side view. (c1) and (c2) 

Frontal view where the nose saddle is marked as a dot. 

 

3.2.2 Canonical Position 
 

·  The line linking EL and ER is perpendicular to the YZ plane, Figure 3.2 (left). 

·  NPP, NB and NT are on the facial symmetry plane P which is parallel to the YZ 

plane, Figure 3.2 (left). 

·  The line linking NT and NB is perpendicular to the XZ plane, Figure 3.2(right).  

 

Denoting the coordinates of feature points at canonical position as NPP(x,y,z), 

EL(xL,yL,zL), ER(xR,yR,zR), NT(xT,yT,zT), NB(xB,yB,zB), which satisfy the following 

relational constraints: 
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2
RL xx

x
+

=               (3.1) 

RLT yyy ==              (3.2) 

RL zz =                (3.3) 

BT zz =                (3.4) 

BT xxx ==               (3.5) 

 

3.3 Registration 

 

This section presents a two-step non-iterative 3D pose estimation. The first step is to 

estimate an initial rotation matrix (roughly representing the head pose) using the 

symmetry property of a face. Since the human face is not a perfectly symmetric 

object, there are errors which remained to be compensated in the second step, i.e. 

head pose refinement. This step unifies the two tasks of estimating the 

transformation parameters and identifying facial features. The refined transformation 

parameters are decided by the set of candidate facial features having the maximum 

probability, which is computed by using the relational constraints (section 3.2). This 

interleaved procedure could significantly minimise the impact of noise on facial 

feature detection. In a nutshell, we are looking for a transformation matrix R, which 

takes a face scan of an arbitrary pose to a canonical position (in the world 

coordinates system). The transformation can be written as: 

DRRDRD ***' 12==            (3.6) 

 

where D and D¢ are the point clouds before and after the transformation, respectively. 

D¢ is in the canonical position. R is a 3́ 3 rotation matrix which is the composite of a 

rotation matrix R1 obtained from initial pose estimation and a rotation matrix R2 from 
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the refining procedure. R1 and R2 consist of rotation matrices for the x, y, z axes 

respectively (equations 3.7 and 3.8): 

1111 ** XYZ RRRR =             (3.7) 

2222 ** ZYX RRRR =             (3.8) 

 

3.3.1 Initial Pose Estimation 
 

3.3.1.1 Estimation of the rotation about the x axis qqqqX1 

 

The rotation about the x axis is estimated by using the nose saddle point (NS) and the 

nose bottom point (NB). To locate NS and NB, we vertically divide the face with the 

YZ plane, which includes the nose peak point (NPP) and the y axis, and obtain the 

face dividing curve fX, indicated by the red colour in Figure 3.4. NS and NB are the 

points having the maximum curvature value on the curve fX at each side of NPP. 

Assume their coordinates are NS(xS,yS,zS) and NB(xB,yB,zB). Their new positions after 

rotating qX1 about the x axis centred at NS, denoted as NS(xS,yS,zS) and NB¢(xB¢,yB¢,zB¢ ), 

are computed by equations 3.9 and 3.10:  

[ ] [ ]TT ---=--- BSBSBSXBSBSBS zzyyxxRzzyyxx *''' 1  (3.9) 

 

where the rotation matrix RX1 is 
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Since NS and NB¢ should be roughly in alignment with the y axis, referring to the 

relational constrains in section 3.2, the post-conditions can be described by equations 

3.11 and 3.12: 
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'BS zz =               (3.11) 

'BBS xxx ==              (3.12) 

 

Thus qX1 is calculated as: 

)arctan(1
BS

BS
X yy

zz
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-=q            (3.13) 

 

Figure 3.4 shows the result of applying the rotation matrix RX1 to the raw dataset D. 

DRD X *11 =              (3.14) 

  

 

Figure 3.4 Initial pose estimation about the x axis 

 

3.3.1.2 Estimation of the rotation about the y axis qqqqY1 

 

The rotation about the y axis by is estimated by using the face dividing-curve fY, 

shown in Figure 3.5. The curve fY is obtained by horizontally dividing the face (D1) 

with the XZ plane, which includes NPP. Because the face is approximately symmetric, 

there exists a symmetric line (LS) of curve fY. LS is described by the nose peak point 

NPP (x,y,z) and the point p (x1,y1,z1) on LS. Thus the LS¢ rotation about the y axis 

centred at NPP can be represented by equation 3.15 and 3.16, where the new positions 

of NPP and p are denoted as Npp (x,y,z) and p¢ (x1¢,y1¢,z1¢ ).  

[ ] [ ]TT ---=--- zzyyxxRzzyyxx Y 1111111 *'''     (3.15) 
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As LS is expected to be parallel to the z axis after it rotates qY1 (Figure 3.5), its 

post-conditions can be expressed by: 

'11 yyy ==               (3.17) 

'1xx =                (3.18) 

 

 Therefore qY1 is computed as: 
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Figure 3.5 shows the result of applying the rotation matrix RY1 on the dataset D1. 

DRRDRD XYY *** 11112 ==           (3.20) 

 

  

Figure 3.5 Initial pose estimation about the y axis 

 

3.3.1.3 Estimation of the rotation about the z axis qqqqZ1 

 

Similarly, the face-symmetric property is also employed to estimate the rotation qZ1 

about the z axis. The face-dividing curve fZ, indicated by the red colour in Figure 3.6, 

is obtained by intersecting the face with the XY plane, which includes the nose 

saddle point (NS). The symmetric line (LS) of curve fZ is described by the nose peak 
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point NPP(x,y,z) and the point p(x1,y1,z1) on LS. The LS¢ rotation about the y axis 

centred at NPP can be represented by equations 3.21 and 3.22, where the new 

positions of LS are denoted as Npp (x,y,z) and p¢(x1¢,y1¢,z1¢ ). 

[ ] [ ]TT ---=--- zzyyxxRzzyyxx Z 1111111 *'''     (3.21) 
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The post-conditions of LS should satisfy equations 3.23 and 3.24:  

'11 zzz ==               (3.23) 

'1xx =                (3.24) 

 

Then qZ1 is computed as: 
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Figure 3.6 shows the result of applying the rotation matrix RZ1 to the dataset D2. 

DRRRDRD XYZZ **** 111213 ==         (3.26) 

 

 

Figure 3.6 Initial pose estimation about the z axis 
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3.3.2 Refined Registration 
 

The human face is not a perfect symmetric object. Facial expressions also affect the 

symmetry. Thus there are errors remaining after the initial pose estimations. This 

section aims at compensating these residual errors. To minimise the influence of 

noise and pose variations on the coordinate values, we propose an approach which 

refines pose estimations and detects facial features simultaneously. The detailed 

implementation is discussed below. 

 

3.3.2.1 Theory 

 

So far the transformation matrix representation (R1) has been recovered, which 

brings the raw points cloud (D) to a nearly frontal view (D3). A refinement procedure 

is then proposed to get a transformation matrix (R2) which minimises the differences 

between D3 and the canonical position. Most approaches use facial features to 

compute the transformation parameters. However, the coordinates of the data points 

are very sensitive to noise and to pose variations, so reasonable bounds on the pose 

are necessary before precise facial features can be detected. Nevertheless, this pose is 

the ultimate goal of computation. When put this way, we see a classic 

chicken-and-egg problem. Our solution is to alternate between estimating 

transformation parameters and refining the facial features detection. 

 

Now given that the dataset D3 is nearly a frontal view and that two facial features 

points, i.e. the nose peak point NPP(x,y,z), NS(xS,yS,zS) are detected, let us consider the 

following: 1) the coordinates of the nose top NT are affected by rotation about the x 

axis and the location of the inner eye corners, 2) a rotation about the x axis has the 

least influence on the detection of inner eye corners, and 3) the rotation about the z 

axis is critical to the precise detection of inner eye corners. Therefore, we start with 

estimating the rotation about the z axis accompanied with by the detection of the 

inner eye corners.  
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Two vectors of candidate inner eye corners, i.e. [ ]LnLLL eeeE �
�

,1,0= and 

[ ]RnRRR eeeE �
�

,1,0= , are firstly constructed. These are paired up and constitute a new 

vector ),( RjLik eePE , i,j Î [0,n], kÎ [0,n2]. From each pair of candidates, one can 

estimate a possible transformation parameter (kq ). Assume the coordinates of the 

feature points, after the rotation about the z axis with angle kq , are ),( )()( k
Rj

k
Lik eeEP ¢ , 

),,( )()()( kkkk
PP zyxN . The probability of the transformation parameters computed 

from the kth pair of inner eye corners is: 

2

)()(
1

)()(
)(

)(

xexe
x

p k
Rj

k
Lik

k

+
-

=           (3.27) 

 

The pair giving the maximum probability is taken as the “real” inner eye corners, 

denoted by EL(xL,yL,zL) and ER(xR,yR,zR). Next the error compensations in the z axis 

and y axis directions are computed using EL and ER. The remaining error in the x axis 

is the last to be corrected by using nose top (NT) and nose bottom (NB).  

 

Since the detection of NT is closely related to the rotation about the x axis, as shown 

in Figure 3.7, we now facilitate feedback between the two procedures of estimating 

the transformation parameter (qX2) and detecting NT and NB. The key idea is 

detecting NT and NB in the current pose, which then are used to estimate a 

corresponding transformation parameter. The feature detection is then updated based 

on the latest pose configuration. This interleaved procedure is stopped when the error 

of the transformation parameter is below a predefined threshold. This procedure is 

summarised in a mathematical way as follows. More detailed implementation is 

presented in the next section.  

 

NT is defined as the intersection of the facial symmetric curve f and the XZ plane 

which includes EL and ER. So far the orientation errors in the z and y axes have been 
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compensated and the error in the x axis has little influence on the symmetry 

properties. Thus the YZ plane, which includes NPP, is the virtual symmetry plane P. 

Dividing the face by the plane P (YZ), we obtain the facial symmetric curve f. The 

nose bottom NB(xB,yB,zB) is decided by measuring curvature values along the curve f. 

NT(xT,yT,zT) is calculated by equations 3.28 and 3.29. 

 

The transformation parameter R(n) is estimated from )(n
BN and )(n

TN , where the 

superscript n indicates that the parameter is taken from the nth iteration of our 

algorithm, see equation 3.28. The new positions of the feature points after applying 

the transformation parameter R(n), are denoted as )1( +n
TN and )1( +n

BN and are given in 

equation 3.29. We keep measuring R(n) until its value is smaller than a predefined 

threshold. 

),( )()()( n
B

n
T

n NNR y=             (3.28) 

),(),( )()()()1()1( n
B

n
T

nn
B

n
T NNRNN =++          (3.29) 

 

 

Figure 3.7 The relationship between the pose and the detection of nose top (NT). 
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3.3.2.2 Implementation 

 

1. Estimation of the rotation about the z axis (qqqqZ2) and the detection of the inner 

eye corners 

A nearly frontal view (D3) has been transferred from an arbitrary view (D) after the 

initial pose estimation, as demonstrated in Figure 3.6. Additionally, with the nose 

saddle (NS) detected in the preceding procedure, searching for the inner eye corner is 

constrained to a small area, as indicated by the squares in Figure 3.8. The anatomical 

definition of the inner eye corners suggests that they are the points having the 

smallest z coordinate value in our searching area. However, either noise or tiny head 

pose variations could lead to incorrect feature detections, as clarified in Figure 3.8 

and Figure 3.9.  

 
      (a)           (b)      (c) 

Figure 3.8 Searching the area of the inner eye corners. The close-up views of the 

searching areas indicated in (b) are shown in (a) and (c). 

 

 

Figure 3.9 Incorrectly detected inner eye corners. Left: point cloud view. Right: 

textured view (although no appearance information is required). 
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Therefore, instead of using a single standard, e.g. the z coordinate value (or the depth 

value for a range image), the correctness of the detected features is measured by the 

relational constraints (section 3.2.2). For each searching area shown in Figure 3.8, 

the n points having the biggest z axis values are taken as candidates for the inner eye 

corner. Generally, n=8 is sufficient to exclude the influences of noise and pose 

variation. [ ]LnLLL eeeE �
�

,1,0=  denotes a candidates vector for the left-inner eye 

corner and [ ]RnRRR eeeE �
�

,1,0=  is a candidates vector for the right-inner eye corner. 

They are paired up and constitute the vector PEk, kÎ [0,n2]. For a pair of candidates 

),( RjLik eePE , i,j Î [0,n], its new position of applying the transformation parameter 

(qZ2) induced from PEk, denoted as ),,( )()()( k
L

k
L

k
LLi zyxe¢ and ),,( )()()( k

R
k

R
k

RRj zyxe¢ , should 

satisfy the constraint (equation 3.30): 

2

)()(
)(

k
R

k
Lk xx

x
+

=             (3.30) 

Where ),,( )()()( kkk zyx  is the post-position of applying the transformation on NPP. 

The superscript k indicates that the parameters are taken from the kth pair of feature 

candidates. Figure 3.10 illustrates the idea with the kth pair of feature candidates. CLR 

is the centre point of eLk and eRj. By measuring the difference in the x direction 

between NPP and CLR, one can calculate the probability of the kth pair candidate of 

the inner eye being the real feature corners by equation 3.27. The implementation is 

shown in Figure 3.11. 

 

Figure 3.10 A figurative example demonstrated with the kth pair candidate of the 

inner eye corners 
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Input: LE
�

(eL1,eL2, …,eLn), RE
�

(eR1,eR2, …,eRn), NPP 

Output:  

1) The transformation parameter qZ2 compensating the orientation error;  

2) The pair of the inner eye corners with the maximum probability. 

Algorithm: 

RefineRotationAboutZaxis ( LE
�

, RE
�

,NPP) { 

Loop i := 0 to n { 

       Loop j := 0 to n { 

//Calculate a possible transformation parameter from a pair of candidates; and 

//measure the post- positions of the features points against the relational 

//constraints. 

q := ComputeRotationAngle (eLi, eRj) 

k := i*n+j 

featureset [k] := { eLi, eRj,NPP } 

     

(eLi’, eRj’,Npp’) := Rotate(q, featureset [k]) 

)(
)()(

2
][ k

k
R

k
L x

xx
kD -

+
=  

   } 

      } 

//Find a pair of inner eye corners with the maximum probability. 

   ID := FindMinimum(D,n2) 

i := Mod (ID,n) 

j := IntDiv(ID,n) 

q := ComputeRotationAngle(eLi, eRj) 

   return (q, eLi, eRj) 

} 

ComputeRotationAngle ( p1, p2) { 

)
)()(
)()(

arctan(
21

21

xpxp
ypyp

-
-

=q  

return q 

} 
Rotate ( q, v) { 

�
�
�

�

�

�
�
�

�

� -

=

100

0cossin

0sincos

qq
qq

ZR  

vRv Z *='  

return v¢ 
} 
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 FindMinimum ( D, size) { 

min = D [0] 

ID = 0 

Loop i := 1 to size{ 

If D [i]<min then { 

min = D [i] 

ID = i 

}endif 

      } 

   return ID 

} 

 

Figure 3.11 Implementation of the detection of the inner eye corners and estimating 

the rotation of the z axis 

 

The pair with the maximum probability is taken as the real pair of inner eye corners, 

denoted as EL(xL,yL,zL) and ER(xR,yR,zR), from which the compensation angle qZ2 

about the z axis, centred at EL (equation 3.31) is computed as. 

)arctan(2
RL

LR
Z yy

xx
-
-

=q            (3.31) 

 

Then we have the rotation matrix RZ2 below: 

�
�
�

�

�

�
�
�

�

� -

=

100

0cossin

0sincos

22

22

2 ZZ

ZZ

ZR qq
qq

         (3.32) 

 

Figure 3.12(c) shows the result of applying the rotation matrix RZ2 on the dataset D3 

(equation 3.33). We denote the feature points after the transformation as 

EL
(I)(xL

(I),yL
(I),zL

(I)) and ER
(I)(xR

(I),yR
(I),zR

(I)), NPP
(I)(x(I),y(I),z(I)) for left and right inner 

eye corner, and the nose peak point respectively. 

DRRRRDRD XYZZZ ***** 1112324 ==        (3.33) 
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        (a)         (b)           (c) 

Figure 3.12 Example result*  of detecting inner eye corners and estimating the 

rotation about the z axis. (a) Area of interest. (b) Candidates of inner eye corners. (c) 

Real inner eye corners marked as square dots. 

 

2. Estimation on the rotation about the y axis (qqqqY2) 

After the residue error in the z axis direction has been compensated and facial 

features, i.e. nose peak point NPP
(I), EL

(I), ER
(I), has been detected, the remaining error 

in the y axis direction (qY2) is easily computed. The post-position of the feature 

points, denoted as EL
(II )(xL

(II ),yL
(II ),zL

(II )) and ER
(II )(xR

(II ),yR
(II ),zR

(II )), NPP
(II )(x(II ),y(II ),z(II )), 

are calculated by equation 3.34: 

[ ] [ ]TT
---=--- )()()()()()(

2
)()()()()()( * I

L
I

R
I

L
I

R
I

L
I

RY
II

L
II

R
II

L
II

R
II

L
II

R zzyyxxRzzyyxx   (3.34) 

 

here the rotation matrix is: 

�
�
�

�

�

�
�
�

�

�

-

=

22

22

2

cos0sin

010

sin0cos

YY

YY

YR

qq

qq
          (3.35) 

 

The relational constraint to be satisfied is: 

)()( II
L

II
R zz =                (3.36) 

                                                        
*  For reasons of legibility, results are illustrated using texture mapping, although appearance 

information makes no contribution to feature detection in our algorithm. 
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Then qY2 is computed as: 

)arctan( )()(

)()(

2 I
L

I
R

I
L

I
R

Y xx
zz

-
-

=q            (3.37) 

 

Applying the transformation matrix RY2 to the dataset D4, we have: 

DRRRRRDRD XYZZYY ****** 11122425 ==       (3.38) 

 

3. Estimation of the rotation about the x axis (qqqqX2) and the detection of the nose 

top (NT) 

Now only the remaining error about the x axis is left to be compensated. According 

to the definition of canonical position, the rotation about the x axis is decided by the 

geometric information of NT and NB. As discussed in the theory part, the recovery of 

the transformation parameter and the detection of the NT are interleaved. In other 

words, the processes alternate between estimating the transformation parameters and 

refining the detection of NT. 

 

Facial features EL
(II )(xL

(II),yL
(II ),zL

(II )) and ER
(II )(xR

(II ),yR
(II ),zR

(II )), NPP
(II )(x(II ),y(II ),z(II )) 

have been obtained from the preceding process. Their updated positions at the nth 

iteration are denoted as EL
(n)(xL

(n),yL
(n),zL

(n)) and ER
(n)(xR

(n),yR
(n),zR

(n)), 

NPP
(n)(x(n),y(n),z(n)) respectively. NT is determined by the facial symmetric curve and 

the XZ plane which includes EL
(n) and ER

(n). So far, the orientation errors in the z and 

y axes have been compensated; thus the YZ plane which includes NPP
(n) is the virtual 

symmetry plane P. Dividing the face by the plane P, one obtains the facial symmetry 

curve f (n) at the nth iteration (Figure 3.7) and its inverse function 
)(
1)(

n
n f -=y . By 

applying relational constraints (equations 3.1 and 3.2), the coordinates of the nose 

top NT
(n)(xT

(n),yT
(n),zT

(n)) at the nth iteration can be computed as:  

2

)()(
)(

n
R

n
Ln

T

xx
x

+
=              (3.39) 
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)()()( n
R

n
L

n
T yyy ==              (3.40) 

))(( )()()()( n
T

nnn
T yfz y=            (3.41) 

 

The nose bottom NB
(n)(xB

(n),yB
(n),zB

(n)) is decided by measuring curvature values along 

curve f (n) and RX2
(n) is the transformation matrix recovered from NT

(n) and NB
(n). 

Their new positions after applying the transformation parameter RX2
(n), denoted as 

NT
(n+1)(xT

(n+1),yT
(n+1),zT

(n+1)) and NB
(n+1)(xB

(n+1),yB
(n+1),zB

(n+1)), are calculated by 

equation 3.42.   

[ ] [ ]TT++++++ ---=--- )()()()()()()(
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n
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Moreover, equation 3.42 is subject to the relational constraint: 

)1()1( ++ = n
T

n
B zz               (3.44) 

Then the transformation parameter q (n) of the nth iteration is computed as: 

)arctan( )()(

)()(
)(

n
B

n
T

n
T

n
Bn

yy
zz

-
-

=q            (3.45) 

The implementation of this is given in Figure 3.13. 

 

Input: EL, ER, NPP 

Output: NB, NT and the transformation parameter qX2 compensating the orientation error in the 

x- axis. 

Algorithm: 

RefineRotationAboutZaxis ( EL,ER,NPP) { 

Let Threshold = 0.2 

f := FindFacialSymmetricCurve (NPP) 

repeat { 

//detect NT and NB at the current orientation; 

//estimate a transformation parameter; 
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//update the features correspondingly. 

(NB, NT) := LocateNosePoints(f, EL, ER) 

)arctan(
BT

BT

yy
zz

-
-

-=q  

(EL, ER,NPP,f) =Update (q,EL, ER,NPP,f) 

angle := angle + q 

} until q < Threshold 

return (angle, NB, NT) 

} 

LocateNosePoints ( *f, EL, ER) { 

2
)( RL xx

xp
+

=  

RL yyyp ==)(  

))(()( 1
Lyffzp -=  

q := SearchNoseBottom(f)  

return (p,q) 

} 

SearchNoseBottom( *f) { 

(vec, size) := CalculateCurvatureAlongCurve(f) 

q := FindMaximum(vec, size) 

return q 

} 

Update ( q, EL, ER,NPP,f) { 

�
�
�

�

�

�
�
�

�

�
-=

qq
qq

cossin0

sincos0

001

XR  

LXL ERE *'=  

RXR ERE *'=  

PPXPP NRN *'=  

fRf X *'=  

return (EL¢, ER¢,NPP¢,f¢) 

} 

 

Figure 3.13 Implementation of detecting NT, NB and compensating the orientation 

error in the x axis 
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After the remaining error in the x axis is compensated, the dataset D¢ is then in the 

canonical position. Correspondingly, the detected facial features are EL
(III ) 

(xL
(III ),yL

(III ),zL
(III )) and ER

(III )(xR
(III ),yR

(III ),zR
(III )), NPP

(III )(x(III ),y(III ),z(III )), NT(xT,yT,zT) and 

NB(xB,yB,zB). 

DRRRRRRDRDD XYZZYZX *******' 111222526 ===    (3.46) 

 

3.3.2.3. Example Results 

 

 

Figure 3.14 Example results of pose estimation. First row: raw datasets acquired 

from scanner in arbitrary poses. Second row: face scans in canonical position with 

detected facial features marked by blue dots. Third row: textured face scans of the 

second row. 
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Figure 3.15 Example results of pose estimation. 1st row: raw datasets acquired from 

scanner in arbitrary poses. 2nd row: face scans in canonical position with detected 

facial features marked by blue dots. 3rd row: textured face scans of the 2nd row. 

 

The typical examples are shown in Figure 3.14 and 3.15, including both genders of 

various ethic backgrounds, ages and facial expressions. The textured face scans 

illustrate that the appearance variations (e.g. lighting conditions, skin colour, etc.) 

have little effect on the registration results, since our registration method is based 

solely on geometric information. The examples in Figure 3.14 and 3.15 also show 

that the face scans acquired from the scanner vary significantly across subjects and 

often include the neck or shoulders. Consequently, the size of raw data varies from 

20,000 to 33,000 vertices. The second row shows the results of applying the 

transformation matrices R on the raw datasets (first row). Facial features are detected 

and marked as blue dots. 

 

3.4 Translation and Intersection of redundant data 

 

In this section, the dataset is translated to the origin of the world coordinate system 

and the frontal part of the face is segmented automatically. So far the face scan of an 
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arbitrary pose has been taken to the frontal view (canonical position), where the 

facial symmetry plane P must pass through the nose top NT, nose peak point NPP and 

nose bottom NB. The face scan is then translated to the origin of the world coordinate 

system by following the method below: 

a) The position of NPP is moved from (x(III ),y(III ),z(III )) to (0,0,z). 

b) The z value is determined as the distance between NPP and NT (DNN), i.e. 

z=1.5*DNN (Figure 3.17). 

 

(a) can be expressed as a matrix operation (equation 3.47):  

[ ] [ ] Tzyxz IIIIIIIII +=
TT )()()(00        (3.47) 

 

Then the translation T is computed as: 

[ ]T---= )()()( IIIIIIIII zzyxT          (3.48) 

2)(2)(2)( )()()(*5.1 III
T

III
T

III
T zzyyxxz -+-+-=     (3.49) 

 

Figure 3.16 displays the face scan at the origin of the world coordinate system. 

 

 

Figure 3.16 Translating face scan to the origin of world coordinate system 

 

Next, the frontal part of face is determined using the detected facial features and it is 

then segmented from the original dataset. This approach is scale invariant. The 
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distance between NPP and NT is denoted as DNN. As shown in Figure 3.17, the upper 

boundary, i.e. the M plane, of the frontal face is located at: 

2)(2)(2)( )()()(*5.1*5.1 III
T

III
T

III
TNNupper zzyyxxDy -+-+-==   (3.50) 

 

The depth constraint is bounded by the system XY plane, having z=0. 

 

 

Figure 3.17 Definition of the frontal part of face. 

 

Figure 3.18 depicts frontal face segmentation. Points outside the boundaries, i.e. 

y>yupper or z<0, are taken as redundant data. Same face examples used in Figure 3.14 

and 3.15 are examined in Figure 3.19.  

 

 

Figure 3.18 Frontal face segmentation. 
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Figure 3.19 Examples of frontal face segmentation. 

 

3.5 Performance Evaluation 

 

This section evaluates the performance of the registration and segmentation. 

Comparisons between our approach and the commonly accepted ICP algorithm are 

made based on timing and subjective appearance results. More objective evaluations 

are conducted in chapter 5, where the registration process is embedded into the face 

recognition system. 

 

The ICP method requires a well initialised raw dataset. In addition, the experimental 

results in chapter 5.5.2 indicate that the selection of the template face model is also 

critical to the ICP method. If the shape of the template face is too far from the probe 

face, more time is needed to achieve convergence of the iteration. In the worst case, 

it can lead to failure of the registration. The examples in Figure 3.20 clarify the 

shape influence on the registration results. Our approach needs neither pre-alignment 

nor a template face. In my thesis, I manually mark the nose peak point.  
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Figure 3.20 Comparison between the ICP method and our method. (a1) First pair of 

point clouds to be registered. (b1) A positive result from the ICP method. (c1) The 

registration result using our approach. (a2) Second pair of input point clouds. (b2) 

Negative result from ICP method. (c2) Our registration result using the same input 

datasets in (a2). 

 

The evaluations are carried on a personal computer (Pentium 4/512M RAM). The 

performance of our approach is measured on an average dataset of 20,288 points. 

The performance of the ICP method is given by averaging 10 datasets and each 

dataset has the similar shape to the template* and in an average dataset size. Results 

are given in Table 3.1and Figure 3.21. 

Table 3.1 Comparison of the speed of the registration process 

 Locate nose peak point Initialisation Registration 

ICP No 94 sec. 23 sec. 

Our approach Yes ---- 0.88 sec. 

                                                        
* As it will be discussed in Chapter 5 (section 5.5.2), the ICP method is sensitive to the shape 

difference between the registered object and the template. If the registered object has a very different 

shape from the template, more time is needed to achieve convergence of the iteration. This can also 

lead to the failure of the registration. 



Chapter 3 Registration and Segmentation 

66 

 

Figure 3.21 Comparison of registration results 

 

More experimental results from the ICP method are shown in Figure 3.22. For 

comparison, the same datasets demonstrated in Figure 3.19 are examined. To 

minimise the shape influence on the ICP method, several template models in various 

shapes are used. 

 

 

Figure 3.22 Example results of ICP method. 
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3.6 Conclusion 

 

Pose estimation plays an important role in 3D face recognition. However, a robust 

pose estimation algorithm is still an open research issue. Previous approaches 

generally can be classified in three categories: facial-feature based pose estimation, 

iterative closest points method (ICP), morphable model based pose estimation. For 

the facial-feature based approaches, most of them use range image (2.5D data) where 

pose variations are limited in the projection plane. Thus the detection of the facial 

features is relatively simple and reliable. Also the appearance information can 

facilitate feature detection. Morphable model-based approaches project a generic 3D 

face model onto the image plane, with a guess of the pose, and estimate the residue 

errors between the query image and the synthetic image. This procedure is iterated 

until the residue errors fall below a predefined threshold. Strictly speaking, this is not 

a true 3D pose estimation algorithm since the 3D model is only used as an 

intermediate. The ICP algorithm is a more general approach, without feature 

detection, which registers a query object to a template object by an iterative process 

of difference measurement and poses estimation. The shortcomings include the 

sensitivity to the template shape and scale. A good estimation of the initial 

transformation is also necessary. Instead of using a template face, our approach 

registers the object to a canonical position. Consequently, it is free from the 

influences of scale and object shape. The non-iterative character makes it 

computationally efficient and thus feasible for real-time applications such as face 

recognition. On the other hand, unlike previous approaches using range images, we 

explicitly deal with pose variations in a six-dimensional pose space*. 

 

 

                                                        
* Rotations in 3 axes and translations in 3 axes. 
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Chapter 4 

3D Surface Modelling 

 

Figure 4.1 3D surface fitting onto an unstructured points cloud 

 

In chapter 3, we automatically registered the raw point clouds to the canonical 

position and removed unwanted data. This chapter presents an efficient single-patch 

B-Spline surface-fitting technique. Three goals have been achieved. First, in contrast 

to previous work, our approach reconstructs the 3D surface directly from the 

unstructured point clouds representing complex shapes. Second, dense 

correspondences between objects can be automatically established. Third, an 

efficient 3D object representation is obtained. In a nutshell, the key aim is to fit a 3D 

surface using a single B-Spline patch over a common parameter space. Each object is 

then described by a set of shape descriptors. With automatically-established dense 

correspondences between reconstructed objects, our approach allows efficient 3D 

object comparison and metamorphosis.  

 

An example result of fitting a single B-Spline patch surface onto an unstructured 

point cloud is demonstrated in Figure 4.1. From a set of 9,532 unstructured points, 

the reconstructed surface is represented using only 616 shape descriptors. Like other 

examples used later on in this chapter, the surface is the frontal part of a face 

obtained using the registration and segmentation techniques discussed in chapter 3. 
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4.1 Introduction 

 

Problem statement: 

Input data: 

·  No pre- processing step is required, e.g. filling holes, filtering noise; 

·  No topological information is provided for any point; 

·  Only 3D coordinates (x, y, z) of data points are required; 

 

Assumptions: 

None. 

 

Goals: 

·  Fitting a single B-Spline patch onto the unstructured points cloud directly; 

·  Establishing dense correspondences between objects efficiently; 

·  Obtaining an accurate and efficient 3D object representation. 

 

Contributions: 

Unlike previous approaches, focusing on the grid data, the single-patch B-Spline 

surface-fitting technique presented in this chapter is a general approach aimed at 

unstructured data. By proposing a novel knot-vector standardization algorithm, we 

decompose the B-Spline surface-fitting problem into a sequence of B-Spline 

curve-fitting problems. The global parameterisation of the common parameter space 

can also be achieved, which is critical to establishing dense correspondences. 

Furthermore, an accurate and efficient 3D shape representation is obtained. The 

whole process presented in this chapter is fully automatic. 

 

The structure of this chapter: 

The problem of reconstructing smooth surfaces from discrete scattered data arises in 

many fields of science and engineering and has been much studied during the past 

decades. A brief review of previous methods is given in section 4.2. Since the basic 
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concepts and properties of B-Spline curves and surfaces are repeatedly used in our 

approach, they are introduced in section 4.3. In theory, a B-Spline surface is an 

extension of the B-Spline curve from 2-dimensions to 3-dimensions. Thus, for 

reasons of simplicity, in the following sections, the discussions start from the 

B-Spline curve and then extend to B-Spline surface. The theory of the single-patch 

B-Spline surface-fitting approach is presented in section 4.4. Although it is a general 

approach, for both grid data and unstructured data, we aim to deal with the 

unstructured data efficiently. A new technique of knot vector standardization is 

specially developed for this purpose. Since the data parameterisation and knot vector 

generation are closely related and have critical impact on the shape of reconstructed 

curve and surface, detailed discussions of both are necessary. Therefore, in section 

4.5, various methods of data parameterisation and their impact are examined. Two 

general methods of generating knot vector for B-Spline curve-fitting are discussed 

firstly in section 4.6. However, a simple extension of data parameterisation and knot 

vector generation from one-dimension to two-dimensions only works well in the 

case of grid data (section 4.6.3.1). An alternative approach is proposed to deal with 

unstructured data, i.e. our knot vector standardization algorithm, in section 4.6.3.2. 

The operations involved in the implementation of the knot-vector standardization 

algorithm are presented in section 4.7. Once the theory of the single-patch B-Spline 

surface fitting technique has been thoroughly discussed, its implementation and 

important properties are then examined in section 4.8. Section 4.9 evaluates its 

performance. A final conclusion is given in section 4.10. 

 

4.2 Previous Work 

 

The problem of reconstructing smooth surfaces from discrete scattered data attracts 

great interests in many fields of science and engineering. The data sources include 

measured values (meteorology, oceanography, optics, geology, laser range scanning, 

etc.) as well as experimental results (from physical, chemical or engineering 

experiments) and computational values (evaluation of mathematical functions, finite 
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element solutions, or results of other numerical simulations). Due to the vast variety 

of data sources many different methods have been developed, each of them being 

more or less suited to a specific problem. 

 

In the fields of geology, meteorology and cartography, for example, the problem can 

typically be stated as follows: given the data points (xi, yi, zi) Î  R3 (R3 stands for a 

three-dimensional space), find a scalar function F: W �  R, W Î  R2 (R2 stands for a 

two-dimensional space) that approximates or interpolates the value zi at (xi, yi), F(xi, 

yi) » zi. This problem is generally known as Scattered Data Interpolation (see Figure 

4.2) and there exist many solutions to that problem which include Shepard’s method 

[She68], radial basis functions [Har71] and finite element methods. Good surveys of 

these methods and further references can be found in [Sch76] [FN91] [Nie93]. 

 

Figure 4.2 Scalar interpolation 

 

Shepard’s method defines a C0 continuous interpolation function as the weighted 

average of the data, with the weights being inversely proportional to distance. It is a 

global method requiring all the weights to be recomputed if any data point is added, 

removed, or modified. Radial basis functions constitute another well-known 

approach for scattered data interpolation. Here the interpolation function is defined 

as a linear combination of radial symmetric basis functions. Popular choices for the 

basis functions include Gaussian, multiquadratic, and shift log [Dyn89] [CFB97]. 

Thin plate splines are usually cast as a separate solution in the field of image 

warping and morphing where they are widely used due to their visually pleasing 
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results and relative stability for large datasets. Theoretically, a thin plate spline is just 

a variant of radial basis functions [Duc75] which minimizes the integral of the 

curvatures over the domain. Similarly to Shepard’s method, radial basis functions are 

also a global method. Centred at a data point, each radial basis function is calculated 

under the influence of all other points in the dataset. The unknown coefficients for 

the basis functions are determined by solving a linear system of equations. For large 

datasets, the computation time increases significantly. Although the numerical 

solution of thin-plate splines can be accelerated by the multi-grid relaxation 

technique [Bra97] [Bri87] [Ter83] and an alternative of using gradient descent 

[GC95] [Sze90], nevertheless it still remains computationally expensive when the 

interpolation function is computed on a large grid. Another class of solutions to 

scalar problems is finite element methods. This approach involves creating some 

type of optimal triangulation on the set of the data points to delimit local 

neighborhoods over which surface patches are defined. These patches are 

constrained in order to interpolate the original data. However, triangulation is 

sensitive to data distribution, i.e., long thin triangles cannot always be avoided. 

 

Scalar interpolation can be used to reconstruct a simple, special surface, which is a 

function over a known plane. Several shortcomings limit this technique as a general 

solution for the surface reconstruction problem. First, the plane over which the 

surface is reconstructed does not exist explicitly except in the case where the dataset 

is given as a depth map (range image). On the other hand, not every surface 

homeomorphic to a plane is a function over the plane. Second, many solutions are 

restricted to interpolating grid data. Although a lot of methods have been proposed to 

deal with scattered data, the basic ideas are to convert scattered data into a regular 

grid. For example, Carr [CFB97] solved the scattered data interpolation by scaling 

and shifting the data uniformly in the x and y directions so that the new data lie in the 

unit square, while some algorithms project sparse and irregular samples onto the 

hierarchical, or multilevel, increased control lattices [LWS97]. Obviously, these 

approaches are not affine invariant. Since data points are projected to underlying 
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lattices of varying resolution, the relative position between the data points and 

lattices affects the approximation function. Thus scalar interpolation cannot satisfy 

the general purpose of free-form surface reconstruction. By contrast, parametric 

presentation is a more general approach. 

 

In contrast to this scalar problem there is the parametric problem, where the task is 

to find a parameterized surface F: W �  R3 that approximates or interpolates the data 

points. This is usually done by specifying additional parameter values (ui, vi) Î  W 

and determining F with F(ui, vi) » (xi, yi, zi) (see Figure 4.3). 

 

 

Figure 4.3 An example of a parameterized surface (Shene, 1997) 

 

The parameterized surfaces commonly supported by current modelling systems 

include Bezier patches, tensor product B-splines, b-splines, and their rational 

counterparts NURBS etc. In comparison with the spline family, Bezier 

representations have several shortcomings. For example, to overcome the 

high-degree problem, we need to join several low-degree Bezier patches to represent 

the surface, which can be described by a single B-spline surface to same degree. The 

join operations require that a significant number of constraints be imposed on the 

control points in order to piece patches together in a continuous composite surface. 

Moreover, a B-spline has the advantage of compact presentation and offers great 
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economies in manipulation and storage. Without losing generality, we will use 

B-spline surface fitting as our solution. There has been considerable work on fitting 

B-spline surfaces to 3D points, which has been reviewed in Chapter 2. More detailed 

information about the theoretical and practical aspects of B-Splines and NURBS can 

be found in [Boo87] [SS89] [Far93] [Die95]. 

 

 

4.3 Basic Concepts 

4.3.1 B-Spline Basis Function 

 

This section briefly reviews the definition and properties of tensor product B-Spline 

surfaces. Let U be a set of m+1 non-decreasing numbers, u0£ u1£ u2£…£ um. The ui’s 

are called knots, the set U the knot vector, and the half-open interval [ui,ui+1) the ith 

knot span. If the knots are equally spaced, i.e. ui+1-ui is a constant for 0£ i£ m-1, the 

knot vector or the knot sequence is said to be uniform; otherwise, it is non-uniform. 

 

The knots can be considered as division points that subdivide the interval [u0,um] into 

knot spans. All B-Spline basis functions have their domain on [u0,um]. In this thesis, 

u0=0 and um=1. So the domain is the closed interval [0,1]. Another parameter is the 

degree of the B-Spline basis functions, k. The ith B-Spline basis function of degree k, 

is written as Bi
k(t) and is defined recursively as follows: 
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The functions Bi
0 are the starting point for a recursive definition of all the higher 

degree B-Splines. By introducing some special linear functions 
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the recurrence relation can be expressed in a more elegant form: 
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This set of basis functions has the following properties: 

1. Continuity: Bi
k(t) is Ck-1 continuous. 

2. Positivity: Bi
k(t) is non-negative for all i, k, t. 

3. Local support: Bi
k(t) = 0 when tÏ  [ui,ui+k+1). 

4. Partition of unity: the sum of all non-zero degree-k basis functions on the span 

[ui,ui+1) is 1. 

 

4.3.2 B-Spline Curve 

 

The B-Spline curve of degree k is defined as the set of points that can be obtained by 

evaluating the following equation for the parameter value t: 
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where ci is a set of control points, i.e. C={c0, c1, …, cn}, 0 £ i £ n. Bi
k(t) is a 

polynomial B-Spline basis function of degree k, defined over a knot vector U={u0, 

u1, …, un}. The evaluation of the basis function is given in section 4.3.1. 

 

Two examples of a B-Spline curve in Figure 4.4 illustrate the relationship between 

the parameter space and the object space. 
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The most important features of B-spline curves are: 

1. Local control: changing the position of the control point ci only affects the curve 

f(t) on interval [ui,ui+k+1). 

2. Continuity: f(t) is Ck-1 continuous at a knot of multiplicity of 1. 

3. Affine invariance: if the control polygon of a B-spline curve is transformed, the 

curve itself is transformed by the same affine transformation. 

4. Local convex hull property: for tÎ  [ui,ui+1) the curve f(t) is contained in the 

convex hull of the control points ci-k, . . ., ci. 

Proof: if t is in knot span [ui, ui+1), there are only k+1 basis functions, i.e. Bi
k(u), …, 

Bi-k+1
k(u), Bi-k

k(u), non-zero on this knot span. Since Bj
k(u) is the coefficient of control 

point cj, only k+1 control points ci, ci-1, ci-2, …, ci-k have non-zero coefficients. As on 

this knot span the basis functions are non-zero and sum to 1, f(t) must lie in the 

convex hull defined by control points ci, ci-1, ci-2, …, ci-k. 

�

Other properties can be derived directly from the properties of the basis functions. 

The proofs of these propositions and many more details about the theory of B-splines 

can be found in [Sch81] [BBB87] [Boo87] [Far93] [HL93] [Die95]. 

 

 
(a)         (b) 

Figure 4.4 Two examples of a B-Spline curve 
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4.3.3 B-Spline Surface 
 

With the following information: 

1) the degree k in the u-direction; and 

2) the degree r in the v-direction; 

3) a set of m+1 rows and n+1 control points ci,j, where 0£ i£ m and 0£ j£ n; 

4) a knot vector of m+k+2 knots in the u-direction, U={u0, u1,…, um+k+1}. 

5) a knot vector of n+r+2 knots in the v-direction, V={ v0, v1,…, vn+r+1}. 

 

The B-Spline surface G: W �  R3, W = [uk, um+1]×[vr, vn+1] defined by this 

information is described by equation 4.5: 
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where the control points cij Î  R3. Similar properties as for curves can be stated for 

B-spline surfaces: 

1. Local control: changing the control point cij does not change the surface G(s, t) for 

(s, t) Ï  [ui,ui+k+1)×[vj,vj+r +1) ; 

2. Local convex hull property: for (s, t) Î  [ui,ui+1)×[vj,vj+1) the surface G(s, t) lies in 

the convex hull of the control points cpq with i-k £ p £ i and j-r  £ q £ j; 

3. Affine invariance: if the control polygon of a B-spline surface is transformed, the 

curve itself is transformed by the same affine transformation. 

 

The products of two one-dimensional B-Spline basis functions, one in the u-direction, 

Bi
k(s), and the other in the v-direction, Bj

r(t), are two-dimensional B-Spline functions. 

Figure 4.5 demonstrates the product that results from two one-dimensional B-Spline 

basis functions, where Bi
k(s) is a degree-2 (i.e. k=2) and Bj

r(t) is a degree-3 (i.e. r=3) 

basis function. Displayed as wireframe surfaces, the products are calculated at i = 2 

and j = 0, 1, …, 5 respectively from (a) to (f). In other words, the basis function in 

the u-direction is fixed while the basis functions in the v-direction change. 
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Figure 4.5 The products of two one-dimensional a B-Spline basis functions 
(courtesy Shene [She97]).  

 

Figure 4.6 gives an example of B-Spline surface shows the relationship between 

three-dimensional object space and the two-dimensional parameter space. 

 

 

Figure 4.6 An example of B-Spline surface 
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4.4 Theory of A Single-patch B-Spline Surface Fitting Approach 

 

The problem of fitting a B-Spline surface G to a given set of data points D is 

discussed in this section. The B-Spline surface can be reconstructed by means of 

either interpolation or approximation (Figure 4.7). Generally, the interpolation 

approach offers an accurate solution if data points carry little noise, while an 

approximating surface is adequate under circumstances where considerable data 

acquisition errors are involved. In this thesis, we use the interpolation approach. 

 

 

Figure 4.7 Interpolation and approximation. The configuration to the left is suitable 

for interpolation, while approximation should be used for the noisy data points to the 

right. 

 

For reason of simplicity, the principle is first explained with a B-Spline curve fitting 

algorithm. This can then be extended to the case of B-Spline surface fitting.  

 

4.4.1 B-Spline Curve Fitting 

 

The B-Spline curve fitting problem can be stated as follows: given n+1 data points 

D={Di | i=0,1,…,n}, we seek a B-spline curve f : W �  R2 of degree k (k £ n) and 

W=[0,1], for which 
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Equation 4.6 can be rewritten as a matrix operation: 

CBD ×=               (4.7) 
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With the technique discussed in section 4.5 (data parameterisation), a set of 

parameters tu Î  W is firstly associated with data points Du (0 £ u £ n). Then a knot 

vector U is generated, based on the parameter values and the given degree of the 

curve. Subsequently each element of matrix B, i.e. Bi
k(tu), is computed from equation 

4.1. Then, what remains to do is to find the desired control points, which are 

calculated by solving systems of linear equations (equation 4.7 and 4.8). Note that 

the linear system has a unique solution, i.e. an interpolating B-spline curve can be 

found, if and only if the Schoenberg-Whitney conditions (Appendix A) are fulfilled 

[Boo87] [Far93] [Die95]. That is, the matrix B in equation 4.8 must be nonsingular. 

Our parameterisation approach can satisfy this requirement. More detailed discussion 

is given in section 4.5 and 4.6. 

 

To summarize, the goal of B-Spline curve fitting is to find a set of control points 

{ }n
ic 0 with the required degree k, a set of parameter values and a knot vector U to 

interpolate a set of data points. The influences of degree and parameterisation on the 

shape of the fitting curve are discussed in section 4.9. 

 

4.4.2 B-Spline Surface Fitting 

 

The task is to find a parameterized surface G: W �  R3 (W=[0,1]́ [0,1]) that 

interpolates the given data points. This is usually done by specifying additional 

parameter values (su, tv) Î  W and determining G with G(su, tv) » (xi, yi, zi), where (xi, 

yi, zi) are the coordinate values of the data points. 
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From a definitional point of view, a B-Spline surface is simply an extension of a 

B-Spline curve. In fact, B-Spline surface reconstruction is a much more complicated 

problem than curve fitting. Generally, the approaches can be put into either of two 

categories: grid data fitting or unstructured data fitting. Despite the fact that the 

former is only a special case of the latter, the grid data structure makes a much 

simpler approach possible. So we consider grid data fitting as a separate case in 

section 4.4.2.1. Then our approach is presented in section 4.4.2.2, which is a general 

approach but specially targeted to deal efficiently with unstructured data. 

 

4.4.2.1 Grid Data 

 

The theory of B-Spline curve fitting can be extended directly to B-Spline surface 

fitting, if the data points for interpolation are distributed as a grid. With the 

techniques presented in section 4.5 and 4.6.3.1, grid data is firstly parameterized and 

a pair of knot vectors in the u- and v-directions is generated correspondingly. Two 

sets of one-dimensional basis functions are then computed using equation 4.1. By 

multiplying the basis functions of the first curve with the basis functions of the 

second and using the results of the two-dimensional basis functions as the coefficient 

of a set of control points, the tensor product B-Spline surface can be reconstructed, 

i.e. one finds the control points by solving linear systems (equation 4.12). 

 

For example, suppose one has m+1 rows and n+1 columns of data points dij (0£ i£ m 

and 0£ j£ n) and wishes to find a B-spline surface of degree (k,r) that contains the 

data points dij. Similarly to the curve case, one has data points and degrees k and r as 

input. First a pair of parameters (su,tv) is associated with the data point duv. Second, 

two knot vectors U and V, one for each direction, are created. Then the products of 

two one-dimensional B-Spline functions Bi
k(su)Nj

k(tv) can be calculated. Finally the 

set of control points n
j

m
iijc 00}}{{ ==  is found by solving the following equation: 
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The explanations above can also be looked at from the view point of tensor products. 

The control points and the data points can be arranged into matrices of m+1 rows and 

n+1 columns: 
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Similarly, the basis functions can be expressed as: 
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Then the equation 4.9 can be rewritten as a matrix product: 
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Briefly,  

DC T =NB                (4.13) 

Then control points can be computed by: 
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TDC -- NB= 1              (4.14) 

 

4.4.2.2 Unstructured Data 

 

Motivated by two facts: 1) grid data can only be used to represent object with simple 

topology, e.g. a deformed quadrilateral or a deformed cylinder, as shown in Figure 

4.8, 2) unstructured dense point clouds are a common data format acquired from real 

3D data capture techniques (e.g. laser, stereo photogrammetry), we aim to 

reconstruct a 3D surface from unstructured data automatically and efficiently. 

 

Figure 4.8 Surface fitting on grid data (courtesy Forsey and Bartels [FB95]). 

 

Many efforts have been made on 3D surface reconstruction from unstructured dense 

point clouds. A common approach is to partition the original data into patches. With 

the shape of a deformed quadrilateral, each patch is re-sampled as grid data (gridding 

algorithm) and then reconstructed independently with the technique presented in 

section 4.4.2.1. By stitching the reconstructed patches together, the whole surface is 

obtained. Basically, the key idea behind these approaches is still the fitting of 3D 

surfaces (or patches) on grid data by converting unstructured data to grid data, e.g. 

[KL96] [MBV*95]. However, besides the nontrivial problems of the surface 

partition and the continuity between adjacent patches, as discussed in chapter 2, the 

biggest disadvantage of such approaches is they are only a collection of local 

solutions, i.e. an atlas of parameterisations is obtained instead of a required global 

parameterisation, which is essential for establishing correspondences across objects 

automatically.  
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This thesis proposes to reconstruct a 3D surface directly by a single B-Spline patch 

from unstructured data. This approach decomposes the surface-fitting problem into a 

sequence of curve-fitting problems. Although a similar idea has been developed in 

the work of Forsey and Bartels [FB95], their algorithms are still limited to dealing 

with grid data. 

 

We observe that in the definition of B-Spline surfaces (equation 4.5), the basis 

function Bi
k(s) only depends on the index i and can be taken out of the summation 

over j. Thus, the equation 4.5 has the following form: 
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The expression in the parenthesis involves the basis functions Bj
r(t) and control 

points cij. Note that the basis functions do not depend on i; but the control points do. 

Therefore, a new function qi(t) can be defined to reflect this fact: 

�
=

=
n

j
ij

r
ji ctBtq

0

)()(             (4.16) 

 

Consequently, the surface equation 4.15 becomes 
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So far, the definition of a B-Spline surface is decomposed into the form of a union of 

B-Spline curves. In equation 4.16, each qi(t) is a B-Spline curve defined by the 

control points ci0, ci1, …, cin, i.e. the i-th row of control points. As a result, there are 

m+1 new points q0(t), q1(t), …, qm(t). Since the value of points q0(t), q1(t), …, qm(t) 

will not change as s changes, equation 4.17 can be considered as a univariable 

function which is actually the definition of the B-Spline curve. In other words, 

equation 4.17 is a B-Spline curve defined by control points q0(t), q1(t), …, qm(t). 
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Now we are ready to discuss the problem of finding a parameterized surface G that 

interpolates the given unstructured data points D, i.e. G(su, tv) » Di(xi, yi, zi), where 

(su, tv) are parameter values specified for the data points. Our approach consists of 

the following steps: 
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Decompose the data points D into h+1 subsets, having � (0): {D0
(0), D1

(0), D2
(0), …, 

Dx1
(0)}, …, � (d): {D0

(d), D1
(d), D2

(d), …, Dxd
(d)}, …, � (h): {D0

(h), D1
(h), D2

(h), …, Dxh
(h)}, 

as shown in Figure 4.9. Then data point Dc
(d) is the point, evaluated at sc, of a 

B-Spline curve of degree k, defined by control points on the dth subset of q’s, i.e. q0
(d), 

q1
(d), …, qxd

(d). Repeating this for every c (0 £ c £ xd), the dth subset of q’s is obtained 

from the dth subset of data points (i.e. D0
(d), D1

(d), D2
(d), …, Dxd

(d)) by solving the 

linear equations (equation 4.18). 

 

Obviously, this is a sequence of curve interpolation problems. The B-Spline curve 

fitting technique presented in section 4.4.1 is applied on each subset. Thus, for the 

subset � (d): {D0
(d), D1

(d), D2
(d), …, Dxd

(d)}, we have: 
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Where s0, s1, …, sxd are parameters associated with data D0
(d), D1

(d), D2
(d), …, Dxd

(d) 

and basis functions (d)B0
k(sc) are defined on the knot vector U(d): {u0

(d), u1
(d), u2

(d), …, 

uxd+k+1
(d)}. As a result, xd+1 control points q0

(d), q1
(d), …, qxd

(d) are calculated by 

solving the linear equations (a set of equations as in 4.18 or integrated into a matrix 

form, i.e. as in equation 4.19). 
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   (a)       (b)       (c) 

Figure 4.9 Decomposing data points into h+1 subsets. (a) Original unstructured data 

D. (b) Group data points into h+1 subsets (� (0) , …, � (h)). (c) Example result of 

re-gridded data D¢ after applying the gridding algorithm on the original data D (using 

previous approaches). 

 

2) Knot vectors are determined by the parameterisation results of the corresponding 

subsets �  (d), 0 £ d £ h, as will be discussed in section 4.6. As each subset has 

arbitrary data size and distribution, there is a need to standardize its knot vector of 

arbitrary size and distribution to the knot vector U, which defines the u-direction in 

the parameter space. For example, suppose the first subset has data size of x1+1. 

Following the discussions in step 1, x1+1 control points q0
(1), q1

(1), …, qx1
(1) are 

calculated, which define the first interpolating B-Spline curve with its knot vector 

U(1): {u0
(1), u1

(1), u2
(1), …, ux1+k+1

(1)}. After applying the knot vector standardization 

algorithm presented in section 4.6.3.2, U(1)=U:{u0, u1, u2, …, um+k+1}, and the control 

points q0
(1), q1

(1), …, qx1
(1), are updated as Q0

(1), Q1
(1), …, Qm

(1). Repeating this 

process on each subset, we have U(0)=U(1)=, …, =U(d), …, =U(h)=U:{u0, u1, u2, …, 

um+k+1}. 

 

Now the control points of all the subsets can be arranged as a (m+1)×(h+1) matrix: 
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Analogous to the first step, for each subset, i is fixed at the same value. Then Qi
(j) is 

the point, evaluated at tj, on the B-Spline curve of degree r defined by control points 

on the ith row of the c’s, i.e. ci0, ci1, …, cih. Repeating this for every j (0 £ j £ h), the 

i th subset of c’s is obtained from the ith subset of data points (i.e. Qi
(0), Qi

(1), …, Qi
(h)) 

by solving the linear equations (a set of equation 4.21). 

 

When i varies from 0 to m, it is a sequence of curve interpolation problems. 

Similarly, the B-Spline curve-fitting technique presented in section 4.4.1 is applied 

on each subset i. Thus, for the subset Qi
(0), Qi

(1), Qi
(2), …, Qi

(h), we have: 
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Where t0, t1, …, th are parameters associated with data Qi
(0), Qi

(1), Qi
(2), …, Qi

(h) and 

basis functions )(0
)(

d
ri tB are defined on the knot vector V(i): {v0

(i), v1
(i), v2

(i), …, 

vh+r+1
(i)}. As a result, h+1 control points ci0

(i), ci1
(i), …, cih

(i) are calculated by solving 

the linear equations (equation 4.22). 

 

4) Similar to the process in step 2, knot vectors V(0), …V(m) are standardized to the 

knot vector V, which defines the v-direction in the parameter space. For example, 

control points ci0
(i), ci1

(i), …, cih
(i) are firstly calculated, which defines the ith 

interpolating B-Spline curve with its knot vector V(1): {v0
(i), v1

(i), v2
(i), …, vh+r+1

(i)}. 

After applying the knot vector standardization algorithm presented in section 4.6, 

V(i)=V:{ v0, v1, v2, …, vn+r+1} and the control points ci0
(i), ci1

(i), …, cih
(i), are updated as 

ci0, ci1, …, cin. This process is repeated on all m+1 subsets, having V(0)=, …, =V(i), …, 

=V(m)=V:{ v0, v1, v2, …, vn+r+1} 
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Now the control points of all subsets i can be arranged as a (m+1)×(n+1) matrix: 
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4.5 Data Parameterisation 

 

This section aims to associate a data point Dk to a parameter tk in the parameter 

domain W= [0,1]. More precisely, if the data points to be interpolated are D0, …, Dn, 

then n+1 parameters t0, …, tn in the parameter domain W must be found so that the 

data point Dk corresponds to the parameter tk for k between 0 and n. This means that 

if f(u) is a curve that passes through all data points in the given order, then there is 

Dk=f(tk) for all 0 £ k £ n. Figure 4.10 shows a figurative example of the relationship 

between the data point and its parameters. The four data points are marked in red 

colour (i.e. n=3) and their corresponding parameters are indicated by yellow dots. 

 

 

Figure 4.10 A figurative example of data parameterisation. 

 

The sequence of the parameters affects the interpolation result. Figure 4.11 illustrates 

three reconstructed B-Spline curves interpolating the same set of data, each of which 

is parameterized in a different sequence. 

 



Chapter 4 3D Surface Modelling 

89 

 

    (a)      (b)      (c)     (d)   

Figure 4.11 Three different interpolation results for the same dataset (a) but 

parameterized in different sequences. 

 

There are infinite possibilities for selecting these parameters. For example, they can 

be obtained by evenly dividing the domain, or randomly picking n+1 values from the 

domain. However, poorly chosen parameters cause unpredictable results. The 

following Figure illustrates three reconstructed B-Spline curves interpolating the 

same set of points (the crosses in Figure 4.12), each of which is obtained using a 

different set of parameters (the dots in Figure 4.12). Curve (a) bends outwards too 

much and creates an unnecessary bulge. Curve (c) has a peak and a small bulge. 

Only curve (b) follows the trend of data points closely. Thus, the choice of 

parameters affects the shape of the curve, and, consequently, affects the construction 

of the knot vector as they are closely related. Knot vector construction is to be 

discussed in section 4.6. This section will now discuss the commonly used parameter 

selection methods, including the uniformly spaced method, the chord length method 

and the centripetal method. 
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(a)      (b)      (c) 

Figure 4.12 The influences of selecting parameters on the shape of the interpolating 

curve. 

 

4.5.1. Uniform Parameterisation 

 

Uniform parameterisation is the simplest way to assign parameters to data points. 

Suppose the n+1 uniformly spaced parameters are required in the domain W=[0,1], 

corresponding to the n+1 data points. In the case of the interpolating curve passing 

through the first and last data points, the first and last parameters are 0 and 1 

respectively, i.e. t0=0 and tn=1. In other words, because n+1 points evenly divide the 

interval [0,1] into n subintervals, the length of each interval is 1/n. That is: 

nifor
n
i

ti ££= 0            (4.24) 

 

This method is sometimes unsatisfactory because the distribution of the data points 

is not taken into account. When data points are not uniformly spaced, using 

uniformly spaced parameters could generate erratic shapes such as big bulges, peaks 

and even loops. In Figure 4.12 (c), the curve forms a peak between data points 1 and 

2 since evenly spaced parameters are applied in this case. 
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4.5.2. The Chord Length Method 

 

When the measured points are unevenly spaced, the chord length method is a better 

choice than the uniform method, since it takes into account of the geometry of the 

data points. In Figure 4.13, each curve segment of an interpolating polynomial is 

very close to the length of its supporting chord, and the length of the curve is close to 

the length of the data polygon. Therefore, if the domain is subdivided according to 

the distribution of the chord lengths, the parameters will be an approximation of the 

arc-length parameterisation. 

 

Figure 4.13 An example of an interpolating B-Spline curve closely following the 

data polygon, by applying the chord length method. 

 

Suppose the data points are D0, D1, …, Dn. The length between Di-1 and Di is |Di-Di-1|, 

and the length of the data polygon is the sum of the lengths of these chords: 
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The ratio of the chord length from data point D0 to data point Dk, denoted as Lk, over 

the length of the data polygon is: 
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When data points are parameterized by the chord length method, the domain is 

divided according to the ratio Lk. More precisely, if the domain is [0,1], then the 

parameter tk should be located at the value of Lk. 
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By regarding the parameter t as being analogous to time and imagining a car 

travelling along a curve, Farin [Far93] gives a very intuitive explanation on the 

differences between the chord length method and uniform method. For a uniform 

parameterisation the car spends the same amount of time travelling between any two 

data points regardless of their distance apart. If the distance of a segment is large, the 

car will move at a high speed, compared to the speed at which it moves over a small 

segment. Since the car cannot abruptly change speed, it will tend to overshoot. A car 

that adjusts the time spent between data points according to their distribution will 

offer a smoother ride and one way of achieving this is to have the time spacing be 

proportional to the distances between the data points. The comparison result is 

shown in Figure 4.14, illustrating that the differences between the interpolating 

curves are more pronounced when the distance between data points varies more 

widely. 

 

 

Figure 4.14 Interpolation using chord length parameterisation (bold white) 

compared with a uniform parameterisation (dashed blue). 
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4.5.3. The Centripetal Method 

 

The centripetal method proposed by Lee [Lee89] observes the changing nature of 

point distribution. To interpolate the data points D0, D1, …, Dn, we first select a 

positive “power” value a. Usually, it is a=1/2 corresponding to taking the square root. 

Then the distance between two adjacent data points is measured by |Dk-Dk-1|
a rather 

than the conventional |Dk-Dk-1|. The length of the data polygon under this new 

measure is 
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The ratio of the distance from D0 to Dk on the data polygon over the total length is: 
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Therefore, the parameter tk divides [0,1], according to the length of data polygon 

under the new distance measure. 
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If a=1, the centripetal method reduces to the chord length method, and, hence, the 

former can be considered as an extension to the latter. If a<1, e.g. a=1/2, |Dk-Dk-1|
a is 

less than |Dk-Dk-1|. Consequently, the impact of a longer chord on the length of the 

data polygon is reduced, and the impact of a shorter chord on the length of the data 

polygon is increased. When a=0.0, equation 4.28 reduces to the uniform 

parameterisation. Figure 4.15 shows three B-Spline curves interpolating the same set 

of data points, i.e. four red dots in Figure 4.15, by using the uniformly spaced 

method, chord length method and centripetal method separately. While the uniformly 

spaced method has a peak, the curve using the centripetal method follows the data 



Chapter 4 3D Surface Modelling 

94 

polygon more closely than the one using the chord length method, although both 

interpolate the data points nicely. However, since real data points are generally not as 

unevenly distributed as in the example does, and also considering the efficiency of 

computing, it is sufficient for most applications to adopt the chord length method to 

parameterize the data points. 

 

Figure 4.15 Three interpolating B-Spline curves using the chord length 

parameterisation, the centripetal method and the uniform parameterisation. 

 

4.6 Knot Vector Construction 

 

Once a set of parameters corresponding to n+1 data points, i.e. t0, t1, …, tn, is 

obtained, we are ready to compute a knot vector. From the definition of the B-Spline 

basis function (equation 4.1), it is known that for a B-Spline curve of degree k, 

n+k+1 knots are needed. In the case of an interpolating curve passing through the 

first and last data points, these knots are u0=u1=…=uk=0, uk+1, …, un, 

un+1=un+2=…un+k+1=1. While the first k+1 and last k+1 knots are 0’s and 1’s, the 

internal n-k knots can be either uniformly spaced or chosen properly to achieve some 

desired conditions. More detailed discussion follows. 

 

4.6.1. Uniformly Spaced Knot Vector 

 

Suppose n-k internal knots are uniformly spaced. Then uk=0, uk+1, …, un, un+1=1 

divide [0,1] into n-k+1 subintervals. Therefore, the knots are 
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A uniformly spaced knot vector does not require the knowledge of the parameters, 

and is very simple to generate. However, an interpolating B-Spline curve can be 

found if and only if the Schoenberg-Whitney conditions (Appendix A) are fulfilled. 

In this thesis, this means that matrix B in equation 4.7 must not be singular. This is 

satisfied if and only if the data parameters satisfy ui£ ti£ ui+k+1, where 0£ i£ n. If the 

uniform knot vector pairs up with data parameterisation using the chord length 

method, the system of linear equations (equation 4.7) could be singular. An example 

is shown in Figure 4.16.  

 
      (a)         (b) 

Figure 4.16 The relationship between the knot vector and the data parameterisation. 

(a) Data parameterisation using the chord length method pairs with the 

non-uniformly spaced knot vector. (b) Data parameterisation using the chord length 

method pairs with the uniformly spaced knot vector. The matrix B in equation 4.7 is 

singular. 

 

As discussed in section 4.5, the chord length method has an advantage over the 

uniformed spaced method on unevenly distributed data parameterisation. Applying 

the chord length method is a general approach for unstructured data points, as this 

thesis shows. Thus, to fulfil the Schoenberg-Whitney conditions, an alternative 
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method to generate the interior knots, i.e. an average method, is introduced. It is a 

non-uniformly spaced knot vector. 

 

4.6.2. Non-uniformly Spaced Knot Vector 

 

The alternative method for generating a knot vector is to average the parameters t0, 

t1, …, tn as follows: 

1

,,2,1
1

0

121

1

10

====

-==

====

++++

-+

=
+ �

knnn

kj

ji
ikj

k

uuu

knjfort
k

u

uuu

�

�

�

       (4.32) 

 

This method can have the Schoenberg-Whitney conditions fulfilled, i.e. the 

parameters satisfy ui£ ti£ ui+k+1, where 0£ i£ n. In other words, maxtrix B in equation 

4.7 is nonsingular. The proof is given below. 

 

Corollary: for 0£ i£ n, tiÎ [u i,ui+k+1]. 

Proof: from equation 4.32, it can be deduced that tj<uj+k<t j+k-1. That is, for k+1£ i£ 

n, we have ti-k<ui<t i-1 and ti+1<ui+k+1<t i+k. Subsequently, [ti-1, ti+1] Î  [ui,ui+k+1]. 

Since the parameter ti is non-decreasing, ti Î  [t i-1, ti+1] exists. So there is no doubt 

that ti Î  [ui,ui+k+1]. For 0£ i£ k, as ui=0, 0=t0£ ti£ ti+1 and ti+1<ui+k+1 , ti Î  [ui, ui+k+1] 

must be true. Similarly, for n+1£ i£ n+k+1, the conclusion of ti Î  [ui, ui+k+1] can be 

drawn as well. That is, the Schoenberg-Whitney conditions are fulfilled. 

 

Figure 4.17 illustrates the influence of the knot vector on the shape of the 

interpolating curve. Two B-Spline curves interpolate same set of data points (red 

dots in Figure 4.17), where the dashed-blue curve is the result of applying a 

uniformly spaced knot vector, and the white-bold curve is applied a non-uniformly 

spaced knot vector.  



Chapter 4 3D Surface Modelling 

97 

 

Figure 4.17 Interpolation using non-uniformly spaced knot vector (bold white) 

compared with a uniformly spaced knot vector (dashed blue). 

 

Figure 4.18 illustrates the positions of the parameters and the generated knot vector. 

 

Figure 4.18 The relationship between the positions of the knots and the parameters. 

The blue dots indicate the position of the knots. The red dots indicate the position of 

the parameters (courtesy Shene [She97]). 

 

4.6.3 Parameters and Knot Vectors for B-Spline Surface 
 

The main concern of B-Spline surface reconstruction is how to calculate parameters 

and how to generate a pair of knot vectors. Basically, the approaches fall into two 

categories according to the given data structure, i.e. grid data and unstructured data. 

In fact, the former is only a special case of the latter. However, since a simple 

solution specialized to grid data exists, it is considered separately in section 4.6.3.1. 

Then our approach is presented in section 4.6.3.2. This is a general approach but 

specially targeted at unstructured data. 



Chapter 4 3D Surface Modelling 

98 

4.6.3.1. Grid Data Interpolation 

 

Figure 4.19 shows a simplified figurative example of grid data. Suppose one has a 

dataset D:{ Dij | 0£ i£ m, 0£ j£ n} consisting of m+1 rows and n+1 columns and we 

wish to find the underlying B-Spline surface of degree (k,r). In other words, having 

data points Dij and degrees k and r as input, one computes a pair of knot vectors (U, 

V) and a set of control points. As in the curve case, two sets of parameters are first 

computed. Then knot vectors U and V for the u- and v-direction respectively are 

generated. Next, control points are computed, using the method discussed in section 

4.4.2.1. 

 

Figure 4.19 A simplified figurative example of grid data 

 

The explanation starts from data parameterisation in two dimensions. More precisely, 

how to compute two sets of parameters from m+1 rows and n+1 columns of data 

points Dij, i.e. m+1 parameters s0, …, sm in the u-direction (one for each row of data 

points), and n+1 parameters t0, …, tn in the v-direction (one for each column of data 

points). Such that the point (su,tv) in the parameter space corresponds to the point 

G(su,tv) on the surface, which, in turn, corresponds to the data point Duv. Equation 

4.33 is the mathematical description. 
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The u-direction corresponds to the index i in Bi
k(su) and Cij. By using a parameter 

computation method discussed in section 4.5 and the data points on column j, m+1 
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initial parameters p0j, p1j, …, pmj can be computed. The desired parameters s0, s1, …, 

sm are simply the average of each row. More precisely, parameter si is the average 

values on row i, si=(pi0+pi1+ …+pin)/(n+1). Figure 4.20 illustrates this process with 

the example grid data of Figure 4.19. 

 

 

Figure 4.20 Data parameterisation in the u-direction. (a) Initial parameterisation. (b) 

Average approach (courtesy Shene [She97]). 

 

The computation of parameters for the v-direction is similar. The v-direction 

corresponds to the index j in Bj
r(tv) and Cij. Each row of data points has n+1 points 

and hence requires n+1 parameters. Thus, for data points on row i, n+1 initial 

parameter values qi0, qi1, …, qin are computed. Since there are m+1 rows, these 

values can be organized into a (m+1)́ (n+1) matrix, and the parameter tj is simply the 

average of the parameters of column j, tj=(q0j+q1j+…+qmj)/(m+1). In this way, n+1 

parameters for the v-direction are obtained, as shown in Figure 4.21. 
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Figure 4.21 Data parameterisation in the v-direction. (a) Initial parameterisation. (b) 

Average approach (courtesy Shene [She97]). 

 

Having two set of parameters (i.e. s0, s1, …, sm and t0, t1, …, tn), a pair of knot 

vectors is then obtained with the technique discussed in section 4.6.2. That is, 

parameter values s0, s1, …, sm and the degree k jointly define a knot vector U in the 

u-direction: 
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Similarly, parameters t0, t1, …, tn and degree r jointly define a knot vector V in the 

v-direction: 
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However, this algorithm only works for grid data, which is the premise needed to use 

the averaged parameters without introducing error. The initial parameters (i.e. pij) of 

the grid data in Figure 4.19 are shown in Figure 4.20(a), which have been computed 

by the chord length method: 
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For grid data, we have: 
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Thus the parameters pij satisfy: 

nijijii pppp ,1,,0, »»»»» + ��            (4.38) 

 

Consequently, the average value si of pi0, pi1, …, pin satisfies: 

njforps iji ££»<- 00d            (4.39) 

 

A similar conclusion can be drawn in the v-direction. Each parameter in column j, i.e. 

q0j, q1j,…,qmj, has a similar value, shown in Figure 4.21(a). So the average value tj of 

q0j, q1j,…,qmj satisfies:  

miforqt ijj ££»<- 00d            (4.40) 

 

Therefore, only a small error is introduced by associating the parameter (si,tj) with 

grid data Dij. 

 

For unstructured data, the initial parameters of the unstructured data distribute 

arbitrarily and cannot be arranged in a matrix form as grid data can (as shown in 

Figure 4.20 and 4.21). Simply averaging the values could introduce big errors. Thus, 

a new technique is developed to deal with unstructured data. 
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4.6.3.2. Unstructured Data 

 

Much effort has been expended on the parameterisation of unstructured data. A 

common approach is to partition the surface into a set of small rectangular areas and 

then fit to surface patches separately before stitching them into a whole surface. 

However, as we mentioned in section 4.4.2.2, only a collection of local solutions, i.e. 

an atlas of parameterisations can be obtained instead of the required global 

parameterisation. A similar result is seen in the work of Eck et al. in [EH96] 

[EDD*95], where harmonic maps are used to parameterize Voronoi tiles grown from 

previously chosen patches. There are some variants of parameterisation methods. For 

instance, Ma and Kruth [MK95] project the data points Pi onto a parametric base 

surface S: W ®  R3 and the parameter values of the projected points on the base 

surface are taken as the parameters of the data points for the surface fitting. However, 

the base surface must be created from points either digitized specifically for this 

purpose or picked up dynamically from the set of points for fitting the surface, which 

is not available in most cases. Moreover, this method works well only if the shape of 

the base surface is close to that of the object surface being modelled. 

 

To overcome the problems discussed above, this thesis proposes a knot vector 

standardization method for obtaining global parameterisations. It has been clarified 

in section 4.4.2.2 that the surface-fitting problem can be decomposed into a sequence 

of curve-fitting problems. For each subset, there is a knot vector generated using the 

technique discussed in section 4.6.2, and a set of control points is computed by 

applying the curve-fitting algorithm (in section 4.4.1). Then every knot vector is 

standardized to the U (V) knot vector defined in the u-direction (v-direction) in the 

parameter space. The detailed implementation of knot vector standardization is 

presented as follows. 

 

Two B-Spline curves of degree k, denoted as F and G, are used to explain the knot 
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vector standardisation algorithm. Suppose F is defined by a set of control points 

P:{p0,p1, …,pf} and its knot vector X:{x0,x1, …,xf+k+1}, see equation 4.41 and 4.42; G 

is defined by the control points Q:{q0,q1, …,qg} and its knot vector 

Y:{ y0,y1, …,yg+k+1}, see equation 4.43 and 4.44. The purpose is to standardize the 

knot vectors X, Y to a standard knot vector U:{u0,u1, …,un+k+1}, where the subscripts 

f¹ g¹ n, without changing the shape of curves F and G. 

 

The B-Spline curve F(t) is expressed as: 
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where its basis function Mi
k(t) is defined by: 
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The B-Spline curve G(t) is expressed as: 
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where its basis function Ni
k(t) is defined by: 

)()()(

0

1
)(

1
1

11

11

10

tN
yy
ty

tN
yy

yt
tN

otherwise

ytyif
tN

k
i

iki

kik
i

iki

ik
i

ii
i

-
+

+++

++-

+

+

-
-

+
-

-
=

££

�
�
�

=

      (4.44) 

 

To have the B-Spline curves F and G defined on the same knot vector U, the most 

instinctive method is to create the knot vector U by merging knot vectors X and Y 

[WW922], i.e. 
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YXU �=               (4.45) 

 

Denote F¢ as the updated B-Spline curve of F after standardizing the old knot vector 

X to U. By applying the knot insertion algorithm presented in section 4.7.1, one adds 

a knot ui of U into [xj,xj+1] if xj < ui < xj+1. Meanwhile, the old control points P are 

modified as P¢:{ p0¢,p1¢, …,pf+g¢ }. This idea is illustrated in Figure 4.22. 
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Similarly, denote G¢ as the updated B-Spline curve of G after standardizing the old 

knot vector Y to U. By applying the knot insertion algorithm presented in section 

4.7.1, one adds a knot ui of U into [yj,yj+1] if yj < ui < yj+1. Meanwhile, the old control 

points Q are modified as Q¢:{ q0¢,q1¢, …,qf+g¢ }. 
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   (a)       (b)        (c) 

Figure 4.22 Generating a common knot vector by knot vector merging. (a) Original 

knot vector X and Y. (b) Generating a common knot vector U. (c) Modify X and Y 

according to U. 

 

Because U is the union of the knot vectors X and Y, the size of U is f+g+k+1. If 

there are m sets of knot vectors, with size of n1, n2, …, nm respectively, to standardize, 

the size of the standard knot vector U, denoted as nu is: 
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where ni ³  3. Obviously, with the increasing number of knot vectors to be 

standardized, nu will become too big to be acceptable. 

 

Instead of simply merging all knot vectors together, our approach is to use a standard 

knot vector U with a fixed size and then have all knot vectors be standardized to U. 

Suppose u0, u1, …, un are non-decreasing knots of the knot vector U. Again, the 

B-Spline curves F and G are used for explanation. A simplified figurative example is 

given in Figure 4.23. Each ui in U is inserted into [xj,xj+1] if xj < ui < xj+1, using the 

technique in section 4.7.1; For each xi in X, after traversing all elements in U, if no 

uj=xi (0 £ j £ n), xi is deleted from X, with the technique proposed in section 4.7.2. 

Subsequently, the control points P are re-computed as P¢:{ p0¢,p1¢, …,pn+k+1¢ }, i.e. 
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Now, the curve F is expressed as: 
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Where the basis function Mi
k(t) is redefined by the updated knot vector U: 
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Figure 4.23 Knot vector standardization. (a) Original knot vector X and Y. (b) 

Common knot vector U with fixed size. (c) Modify X and Y according to U. 
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By analogy, the same process is applied to make the knot vector Y standardized to U. 

Similarly, the control points Q are modified as Q¢:{ q0¢,q1¢, …,qn+k+1¢ }, i.e. 
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The B-Spline curve G is expressed as: 
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where its basis function Ni
k(t) is redefined by the updated knot vector U: 
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Comparing equations 4.51 and 4.54, we see that the basis functions )(tM k
i and 

)(tN k
i , which are now defined on the same knot vector U, are identical. Thus, we 

denote the basis functions as Bi
k(t) after knot vector standardization, the equations 

4.51 and 4.54 can be rewritten as: 
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Then, equations 4.50 and 4.53 can be rewritten as: 
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which can be formulated in the form of matrix operations. 

')()(' PtBtF ×=              (4.58) 

')()(' QtBtG ×=              (4.59) 
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Equations 4.58 and 4.59 illustrate the fact that P¢ and Q¢ decide the shape differences 

between the two B-Spline curves F¢ and G¢. From this point of view, we name the 

modified control points after knot vector standardization as the shape descriptors. 

 

The set of shape descriptors has the following properties. 

1) Establish the one-to-one mapping from the object space to the parameter space.  

As shown in equation 4.58, for any t in the parameter space, only one curve point 

F¢(t) in the object space can be obtained. 

 

2) B-Spline curves can be defined on the same parameter space. 

Since the parameter space of a B-Spline curve is jointly defined by the domain [0,1] 

and its knot vector, then by standardizing the knot vector to a common knot vector U, 

we can have every B-Spline curve defined on the same parameter space which is 

defined by the domain [0,1] and the common knot vector U. 

 

3) B-Spline curves can have the same set of basis functions. 

This has been proved in equations 4.51 and 4.54. In summary, as the values of the 

B-Spline basis functions are determined by the distributions of the knots in the knot 
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vector, B-Spline curves have the same set of basis functions after they are re-defined 

on a common knot vector U. 

 

4) Establish a one-to-one mapping across objects. 

This property can be deduced from the previous properties. Since a one-to-one 

mapping from the object space to the parameter space exists, it has 

)(' tFt �               (4.61) 

)(' tGt �               (4.62) 

 

where t is the parameter from the same parameter space (property 2). Then we have: 

)(')(' tGtF �              (4.63) 

 

4.7 Knot Vector Modification 

 

From the definitions of the B-Spline curve and surface, it is known that either 

moving control points, changing the degree or editing the knot vector can change the 

shape of the B-Spline curve or surface, as shown in Figure 4.24. 

 

 
   (a)       (b)       (c) 

Figure 4.24 Modifying the B-Spline curve or surface shape by (a) Changing the 

knots location. (b) Moving the position of control point. (c) Using a different degree. 
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However, the desired effect here is to modify a knot vector without changing the 

shape of the curve or the surface. More precisely, the modifications include adding a 

new knot or deleting a knot from the existing knot vector. The detailed 

implementations are presented in section 4.7.1 and 4.7.2, separately, which constitute 

the basic operations for our knot vector standardization technique. 

 

4.7.1 Knot Insertion 
 

The goal of knot insertion is adding a new knot to the existing knot vector without 

changing the shape of the curve. Note that this new knot may be equal to an existing 

knot and, in this case, the multiplicity of that knot is increased by one. But this case 

is not considered in this thesis. Once each new knot inserted, the number of basic 

functions increases by one. Consequently, a new control point is added. 

 

Figure 4.25(a) shows a B-spline curve of degree-3 with uniform knots, while Figure 

4.25(b) shows the result after a new knot u = 0.5 is inserted. Figure 4.25(a) also 

shows the control polylines before and after the insertion. It can be seen that the 

shape of the curve does not change. However, the defining control polyline is 

changed. In fact, three new control points in blue replace the original red control 

points c3 and c4, and two line segments in blue cut the corners at c3 and c4.  

 

 

Figure 4.25 Knot insertion. (a) Before. (b) After. 

 

The problem statement: given a B-Spline curve of degree k which is defined by a set 



Chapter 4 3D Surface Modelling 

110 

of n+1 control points c0, c1, ..., cn and a knot vector of n+k+1 knots U = { u0, u1, ..., 

un+k+1 }, one wants to insert a new knot x into the knot vector without changing the 

shape of the B-spline curve f(t).  

 

Suppose the new knot x lies in the knot span [ui, ui+1). From the local convex hull 

property (section 4.3.2), f(x) lies in the convex hull defined by control points ci, 

ci-1, ..., ci-k and the basis functions of all other control points are zero. In other words, 

the knot insertion computation is restricted to control points ci, ci-1, ..., ci-k. Thus, the 

knot span [ui, ui+1) is split into [ui, x), [x, ui+1) after inserting knot x. Correspondingly, 

k new control points Xi, Xi-1, …, Xi-k+1 are computed to replace the old control points 

ci-1, ci-2, ..., ci-k+1, such that the old polyline between ci-k and ci (in black colour in 

Figure 4.26) is replaced with the new polyline defined by ci-k, Xi-k+1, ..., Xi and ci (in 

grey colour in Figure 4.26). All other control points are unchanged. 

 

 

Figure 4.26 Renewing control points 

 

The position of new control point Xj, i-k+1£j£ i, is computed as the following:  

jjjjj cacaX +-= - 1)1(            (4.64) 

 

where the ratio aj is computed as below: 

ijkifor
uu

ux
a

jkj

j
j ££+-

-

-
=

+

1         (4.65) 

 



Chapter 4 3D Surface Modelling 

111 

 

The geometric interpolation of aj is shown in Figure 4.27. From its definition, aj:1-aj 

is the ration of dividing interval [uj,uj+k]. 

 

 

Figure 4.27 The geometric meaning of ratio a. 

 

Let us revisit the example used at the start of this section. The original B-Spline 

curve is of degree-3 with the knot vector U:{0,0,0,0,0.2,0.4,0.6.0.8,1.0,1.0,1.0,1.0} 

and its basis functions are shown in Figure 4.28.  

 

 

Figure 4.28 The B-Spline curve and its basis functions before applying the knot 

vector standardization algorithm. 

 

After adding a new knot t=0.5 into the knot vector U, its new control polylines 

define the following B-Spline and its basis functions, shown in Figure 4.29. 
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Figure 4.29 The B-Spline curve and its basis functions after applying the knot vector 

standardization algorithm. 

 

4.7.2 Knot Deletion 
 

Knot deletion is the inverse operation to knot insertion. The goal of knot deletion is 

deleting a knot from the existing knot vector without changing the shape of the curve. 

If a knot is deleted, the number of basic functions decreases by one. Consequently, 

the number of control points is reduced. 

 

Figure 4.30(a) shows a B-spline curve of degree-4 with non-uniform knot vector U, 

while Figure 4.30(b) shows the result after knot u = 0.5 is deleted. The left figure 

also shows the control polylines before and after the deletion. It can be seen that the 

shape of the curve does not change. However, the defining control polyline is 

changed. In fact, three new control points (in blue colour) replace the original four 

control points c4, c5, c6 and c7. 

 

 

Figure 4.30 Knot deletion. (a) Before. (b) After. 
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The problem is stated as follows: given a B-Spline curve of degree k which is 

defined by a set of n+1 control points c0, c1, ..., cn and a knot vector of n+k+1 knots 

U = {u0, u1, ..., un+k+1}, one wants to delete knot ui from the knot vector without 

changing the shape of the B-spline curve f(t).  

 

Since the knot ui lies in the knot span [ui, ui+1), then, from the local convex hull 

property, f(x) lies in the convex hull defined by control points ci, ci-1, ..., ci-k and the 

basis functions of all other control points are zero. That is, the knot deletion 

computation is restricted to control points ci, ci-1, ..., ci-k. Thus, two knot spans [ui-1, ui) 

and [ui, ui+1) are combined into one knot span [ui-1, ui+1) after deleting knot ui. 

Correspondingly, k-2 new control points Xi-2, Xi-2, …, Xi-k+1 are computed to replace 

the old control points ci-1, ci-2, ..., ci-k+1, such that the old polyline between ci-k and ci 

(in blue colour in Figure 4.31) is replaced with the new polyline defined by ci-k, 

Xi-k+1, ..., Xi-2 and ci (in orange colour). All other control points are unchanged. 

 

 

Figure 4.31 Renewing control points 

 

The positions of the new control points Xi-2, …, Xi-k+1 are computed as follows:  
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where the ratio aj is computed as below: 
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4.8 Implementation and Important Properties 

 

So far, the theory of the 3D surface reconstruction by a single B-Spline patch has 

been thoroughly discussed. Section 4.8.1 describes its implementation. Besides the 

common properties of the B-Spline surface, this approach has some special 

properties which are important for applications, e.g. face recognition and 3D 

metamorphosis, etc. Detailed explanations and proofs are given in section 4.8.2. 

 

4.8.1 Implementation 

 

Recall the B-Spline surface reconstruction algorithm presented in section 4.4.2.2. 

The B-Spline surface-fitting problem is reduced to two sets of B-Spline 

curve-interpolation problems, in the u- and v-direction respectively, making the 

implementation very efficient. 

 

Firstly, the original data D is divided into h+1 subsets � (0): {D0
(0), D1

(0), D2
(0), …, 

Dx0
(0)}, …, � (h): {D0

(h), D1
(h), D2

(h), …, Dxh
(h)}. The B-Spline curve-fitting algorithm 

(section 4.4.1) is applied to each subset.  
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Next, the knot vector standardization algorithm (section 4.6.3.2) is employed on each 

of the h+1 B-Spline curves to have them all defined on the knot vector 

U:{ u0,u1,…,um}. Consequently, the h+1 curves then have the same set of basis 
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functions. The original h+1 curves (equation 4.68) can be redefined by the modified 

control points and common knot vector U as: 
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Similarly, m+1 B-Spline curves are interpolated separately in the v-direction and 

their knot vectors are standardized to the knot vector V:{v0,v1,…,vn} which defines 

the v- direction of the common parameter space. The original m+1 B-Spline curves, 

equation 4.70, are redefined by the modified control points C’s and the knot vector V, 

as equation 4.71. 
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So far, we have reconstructed the B-Spline surface defined by a pair of knot vectors 

U and V and control points C, i.e. 
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This can be rewritten in the form of matrix operations: 

TtCsts )()(),( N××B=G            (4.73) 

 

Suppose there are k objects reconstructed by applying the procedure discussed above. 

If the same pair of knot vectors U:{u0,u1,…,um} and V:{v0,v1,…,vn} is used in the step 

of knot vector standardization for all k objects, then the k reconstructed B-Spline 

surfaces are described as:  

T
kk
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Obviously the control points 
)(i

C  are the only factor in distinguishing the shape 

differences across the objects 
)(i

G. We thus name the control points computed from 

our surface reconstruction algorithm as shape descriptors. 

 

4.8.2 Important Properties 

 

The following properties can be derived from the discussions above: 

1) Establish a one-to-one mapping from the object space to the parameter space.  

As shown in equation 4.73, for any pair of parameters (s,t) in the parameter space, 

only one surface point G(s,t) in the object space can be obtained. 

 

2) B-Spline surfaces can be defined on the same parameter space. 

Similar to the case of the B-Spline curve, the parameter space of a B-Spline surface 

is jointly defined by the domain [0,1]´ [0,1] and its knot vectors. By using the same 

pair of knot vectors for standardization, e.g. U and V for the u- and v-directions 

respectively, one has every B-Spline surface defined on the same parameter space 

formed by the domain [0,1]´ [0,1] and the common knot vectors U and V. 

 

3) B-Spline surfaces can have the same set of basis functions. 

This is an extension of the property discussed in the section 4.6.3.2. In summary, 

since the values of the B-Spline basis functions are determined by the distributions 

of the knots in the knot vector, then by applying the knot vector standardization 

algorithm to re-define them on the common knot vector U and V, the B-Spline 

surfaces will have the same set of basis functions. 

 

4) Establish a one-to-one mapping across objects. 

This property can be easily derived from the previous property, i.e. the one-to-one 

mapping from the object space to a common parameter space, where there are 
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Through the common parameter space as an intermediate, a one-to-one mapping 

across objects is obtained (Figure 4.32): 
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Figure 4.32 A figurative example of one-to-one mapping across object using the 

common parameter space as an intermediate. 

 

By simply subdividing the common parameter space, we can establish dense 

correspondences across objects, as shown in Figure 4.33. 

 

Figure 4.33 Dense correspondence establishment. 
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5) Compactness 

A compression rate of over 90% can be achieved by our modelling approach. For 

example, the face shown in Figure 4.34(b) consists of 16,247 polygons, while all the 

information required to rendering the reconstructed face of the same person, shown 

in Figure 4.34(a), is a set of shape descriptors C with a size of 616 points. Their 

textured results are compared in Figure 4.35. Similar rendering quality can be 

achieved. The storage required for the polygon face model is 937k, compared to 20k 

for our reconstructed model. 

 
       (a)        (b) 

Figure 4.34 Comparing un-textured rendering results between our B-Spline model 

and the polygon model. (a) Our reconstructed B-Spline surface model rendered by 

616 shape descriptors. (b) Polygon model is composed of 16,247 triangles. 

 

 

(a)        (b) 

Figure 4.35 Comparing textured rendering results between our B-Spline model and 

the polygon model. (a) Our reconstructed B-Spline surface model rendered by 616 

shape descriptors. (b) Polygon model is composed of 16,247 triangles. 
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4.9 Evaluation and Analysis 

 

Performances is evaluated in this section. First, the factors affecting the surface 

reconstruction result are examined. Basically, the factors can be categorised as 

internal or external. The internal factors are related to the intrinsic characters of the 

B-Spline, including the selection of degree, parameters and knots; whilst the external 

factors are those introduced through the algorithm implementation, i.e. knot vector 

standardization. The former has direct influences on the shape of the reconstructed 

surface and is analysed in section 4.9.1. Since the knot vector standardization 

algorithm involves operations of knot insertion and knot deletion, their influences are 

evaluated separately in section 4.9.2. Comprehensive measurements on the accuracy 

of the reconstructed surface are carried out in section 4.9.3. The comparison results 

which are obtained by applying the multiple-patch B-Spline surface-fitting technique 

are also examined. Note the previous single-patch surface reconstruction algorithm 

can only deal with grid data representing objects of simple topology; it is not 

considered here. 

 

4.9.1 The Impact of Data Parameterisation, Degree and Knot Distribution 

 

The impact of data parameterisation and knot selection have been thoroughly 

discussed in section 4.5 and 4.6. In summary, if the chord length distribution is about 

the same, all three data parameterisation methods, i.e. uniform parameterisation, the 

chord length method and the centripetal method, should perform similarly. However, 

when the distribution of chord lengths changes wildly, applying uniform 

parameterisation could generate some exotic shapes, e.g. bulges, loops and peaks, 

etc.; the chord length may force the curve to wiggle too much through the data points; 

while the centripetal method provides a tighter interpolation than the chord length 
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method. In this thesis, as the data points we are using distribute unevenly but change 

slowly, it is sufficient to use the chord length method for data parameterisation. 

 

On the other hand, there are two alternatives for knot vector generation, a uniformly 

spaced knot vector, and non-uniformly spaced knot vector (i.e. the average knot 

parameterisation). It should be noted that the parameterisation of data points and the 

generation of knot sequences, i.e. U:{u0,u1,…,um} for B-Spline curves and 

U:{ u0,u1,…,um} and V:{v0,v1,…,vn} for B-Spline surfaces, are closely related. In 

general, the knot parameterisation must be consistent with the data parameterisation. 

In other words, reasonable results can always be achieved by applying the average 

knot parameterisation while uniformly spaced knots could lead to the failure of curve 

or surface fitting. This is mainly because of the following reasons: 

 

1) In most cases, the data points are sampled more densely in areas where the 

curvature is shaper. With average knots, more knots are allocated to places where 

the curve changes rapidly. 

2) With average knots, as we have proved in section 4.6.2, the Schoenberg-Whitney 

conditions are safely satisfied. This is not the case for chord length 

parameterisation paired with uniform knots, as illustrated in Figure 4.36. 

 

Figure 4.36 shows examples of degree-4 B-Spline curves fitting the same data points 

using different parameterisations. A distinction is made between data 

parameterisation and the knot parameterisation. There are five alternatives for data 

parameterisation, with the exponential values e = 0.0, 0.25, 0.5, 0.75, 1.0, where e is 

the general exponential parameterisation model defined in equation 4.30. There are 

two alternatives for knot vector generation, a uniformly spaced knot vector, and 

non-uniformly spaced knot vector (i.e. the average knot parameterisation). With 

uniform knots, only some of the parameterisation methods can achieve good results 

(first row in Figure 4.36), while with the average knots, all the parameterisation 

methods can achieve reasonably good fitting results (second row in Figure 4.36).  
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Figure 4.36 Impact of data parameterisation and knot vector generation. The 

exponential values of (a)-(e) and (f)-(j) are 0.0 (uniform), 0.25, 0.5 (centripetal), 

0.75, and 1.0 (chord length). The knot vectors of (a)-(e) are parameterised uniformly, 

and the knot vectors of (f)–(j) are parameterised non-uniformly (average approach). 

In all the examples, the same degree k=4 is applied and number of control points 

(n=11) are applied. The blue dots dedicate the location of the data points to be 

interpolated. The yellow polylines are formed by the control points (yellow dots). 

 

The impact of degree on the shape of the interpolating B-Spline curve is not easy to 

predict. But one can easily observe, from the following images (Figure 4.37), that the 

uniformly spaced method usually follows long chords very well. On the other hand, 

this method has problems with short chords. Because the parameters are equally 

spaced, the interpolating curves have to stretch a little longer for shorter chords. As a 

result, peaks and loops appear. This situation gets worse with higher degree curves 

because higher degree curves provide more freedom to wiggle.  
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Figure 4.37 The Impact of degree on the shape of interpolating curve (courtesy 
Shene [She97]). 

 

As for the chord length method, Figure 4.37 shows that it does not work very well 

for longer chords, especially those followed or preceded by a number of shorter 

chords, for which big bulges may occur. There is no significant impact of degree on 

the shape of the interpolating curves shown above.  

 

The centripetal method is an extension to the chord length method. They share the 

same characteristics. However, since the centripetal method has a tendency to even 

out the distance between two adjacent parameters, it also shares the same 

characteristics of the uniform method. For example, the generated interpolating 

curves follow the longer chords closely and loops may occur for shorter chords when 

the degree increases. 
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4.9.2 Evaluation of Knot Vector Standardization Algorithm 

 

The knot vector standardization algorithm involves two knot modification operations, 

i.e. knot insertion and knot deletion, which, in theory, would not change the curve 

shape. Equally the knot vector standardization algorithm does not change the shape. 

This section gives experimental proofs by applying each operation separately, i.e. 

knot insertion, knot deletion and knot vector standardization, on a single given 

B-Spline curve. However, in the case of surface reconstruction, the procedure of 

standardizing the knot vectors requires (h+1)́ (average(xi)+m)+(m+1)(h+n+2) 

operations (referencing the symbols used in section 4.8.1). The accumulated error 

introduced by finite-precision computing is unavoidable. Note that the nature of the 

interpolating curve and surface is to smooth off noise, and so some ‘true’ 

information might be lost. Therefore, when comparing the reconstructed B-Spline 

surface with original data, we actually measure the comprehensive influences on the 

reconstructed surface raised by both the knot vector standardisation algorithm and 

the “loss” of information. The evaluation results are presented in the second part of 

this section. 

 

4.9.2.1 Evaluation of Knot Insertion and Deletion 

 

First, the impact of knot insertion is evaluated. Figure 4.38 demonstrates the results 

before and after the knot (x=0.42) is inserted into the knot vector. Figure 4.38(c) also 

shows the difference between the control polyline of the curve before the operation 

(red) and the one after the operation (yellow), although the shape of curve does not 

change before and after the operation. The standard deviation of the shape change 

after the knot insertion is 0. 
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    (a)       (b)       (c) 

Figure 4.38 Knot insertion operation. (a) Before. (b) After adding new knot x=0.42. 

(c) Overlap view of the curves in (a) and (b), with their control polylines displayed.   

 

Next, the shape change before and after the knot deletion operation is measured. 

Figure 4.39 shows the results before and after the knot (x=0.57) is removed from its 

knot vector. The difference between the control polyline of the curve before the 

operation (red) and the one after the operation (yellow) is illustrated in Figure 

4.39(c). Similarly, we compute the standard deviation of the shape change after the 

knot deletion, which is 0.00495 in this case. 

 

 
    (a)       (b)       (c) 

Figure 4.39 Knot deletion operation. (a) Before. (b) After removing knot x=0.57. (c) 

Overlap view of the curves in (a) and (b), with their control polylines displayed. 
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4.9.2.3 Evaluation of the Knot Vector Standardization Algorithm 

 

This section evaluates the impact of the knot vector standardization algorithm. The 

simple case, i.e. its impact on the shape of the curve, as shown in Figure 4.40, is 

firstly examined. The knot vector before and after applying the algorithm is given in 

Figure 4.40(a) and (b), respectively, while the control polylines before (red) and after 

(yellow) applying the algorithm are illustrated in Figure 4.40(c). The standard 

deviation of the shape change is 0.04. 

 

 

    (a)       (b)       (c) 

Figure 4.40 Knot vector standardization. (a) Before. (b) After. (c) Overlap view of 

the curves in (a) and (b), with their control polylines displayed. 

 

Next, the correctness of the reconstructed B-Spline surface is evaluated. For 

comparison, a multiple-patches model (reconstructed by using the previous approach) 

is also measured against the original data. 

 

Figure 4.41b shows example results of fitting multiple B-Spline patches onto two 

scans of the same person. For the first scan, the reconstructed surface consists of 140 

patches, and, for the second scan 214 patches. Obviously, the uncertainty of the 

number and distributions of the patches results in the difficulty of automatically 

establishing dense correspondences across the objects. Our single-patch approach 

(Figure 4.41a) can easily achieve this goal, as discussed in section 4.8.1. 
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     (a)      (b)       (c) 

Figure 4.41 Comparisons between a single B-Spline patch fitting and multiple 

B-Spline patches fitting. (a) Original points cloud. (b) Faces reconstructed by 140 

B-Spline patches (first row) and 214 B-Spline patches (second row). (c) Faces 

reconstructed by one B-Spline patch. 

 

In Figure 4.42, both the single B-Spline patch and multiple B-Spline patch 

representations are measured against the original dataset. The greyscales are used to 

indicate the differences between the reconstructed models and the original model. 

The standard deviation of the reconstructed multiple-patch surface from the original 

data is 0.000002mm while the standard deviation of reconstructed single-patch 

surface (our approach) from the original data is 0.599312mm. More comparison 

results are given in Figure 4.43 (car seat). 
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Figure 4.42 Evaluating the accuracy of the reconstructed surface. First row: the 

comparison between the multiple-patch B-Spline surface and original polygon 

model. Second row: the comparison between the single-patch B-Spline surface and 

the original polygon model. 

 

Our single-patch B-Spline surface reconstruction approach has been tested on a 

personal computer (Pentium 4/512M RAM). To summarize, for an average data size 

of 10,000 points, it takes 0.77 second for the whole reconstruction process (Table 

4.1). The performance measured on a large dataset is given in Table 4.2. In this case, 

the process took 1.55 seconds to reconstruct the single B-Spline surface directly 

from 75,232 points. 
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Figure 4.43 Comparisons of single B-Spline patch fitting and multiple B-Spline 

patch fitting. The original data includes 75,232 vertices and 149,044 polygons. First 

row: reconstructed B-Spline surface, i.e. multiple patches (129) vs. single patch. 

Second row: the overlapping view of reconstructed model and the original polygon 

model. Third row: comparison between the reconstructed model and the original 

data. The standard deviation of the reconstructed multiple-patch surface to the 

original data is 0.005 while the standard deviation of the reconstructed single-patch 

surface (our approach) to the original data is 1.536 mm. 
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Table 4.1 Performance comparisons (measured on the average data size). 

Mode 
A single B-Spline 

surface modelling 

Multiple B-Spline 

patch modelling 

Vertices 10,490 10,490 

Triangles ---- 20,370 

Modelling time 0.77 sec. 37.05 sec. 

 

Table 4.2 Performance comparisons (measured on the large data size). 

Mode 
A single B-Spline 

surface modelling 

Multiple B-Spline 

patch modelling 

Vertices 75, 232 75, 232 

Triangles ---- 149, 044 

Modelling time 1.55 sec. 44.31 sec. 

 

 

4.10 Conclusions 

 

Recent theoretical and technical advance in three-dimensional (3D) data capture has 

led to great interest in 3D shape representation. One way of doing this is by 3D 

B-Spline surface reconstruction. Most of the previous work in this area has dealt 

with grid data only, or has split the region covered by unstructured data points into a 

set of small rectangular areas followed by separately fitting a patch onto each area 

after re-gridding the data. However, the uncertainty in patch partition makes it 

difficult to establish correspondences across objects. Some approaches use iterative 

surface fitting involving optimisation. For example, assigning parameters to data 

points, they optimize a set of knots for a fixed degree and a number of control points; 

or given the knot vectors, they look for an optimal data parameterisation to generate 

optimal fitting. In general, the efficiency is not the main concern of such approaches. 

So it is not the objective of this thesis to produce such an optimal procedure. Instead, 
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this thesis proposes a new surface reconstruction technique that has some advantages 

over other available methods. The advantages include 1) it is a very general method 

which can deal with unstructured data directly and efficiently; 2) dense 

correspondences across objects can be established automatically; 3) highly compact 

3D shape representation can be obtained. The key idea of our approach is to reduce 

the surface-fitting problem into a sequence of curve-fitting problems, with the knot 

vector standardization algorithm presented in section 4.6.3. Then a single B-Spline 

patch can be reconstructed over a common parameter space. With automatically 

established dense correspondences between reconstructed objects, this approach 

allows efficient comparison and metamorphosis of 3D objects. 
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Chapter 5 

Application in Face Recognition 

Chapter 4 describes how to effectively represent free-form surfaces in 

three-dimensional space. In this chapter, this representation is used to perform 3D 

face recognition.  

 

The face recognition scheme includes three sub-tasks, i.e. registration and 

segmentation, frontal face modelling and matching. The theories and 

implementations of the first two sub tasks have been thoroughly discussed in the 

Chapter 3 and Chapter 4 respectively. However, their performance has not yet been 

evaluated in the context of real applications. So several experiments in this chapter 

are designed to evaluate performance, using recognition rate as the measure. The 

factors affecting recognition rate, e.g. missing data points, facial expressions and 

imprecisely located nose peak point, are analysed based on case studies. Experiments 

are also conducted to quantitatively measure the impact of facial expressions. 

 

This chapter is organised according to the experimental design. It starts from the 

process of data collection (section 5.1). The framework of face recognition is 

described in section 5.2, where an overview of the experimental design is also given. 

In section 5.3, the correctness of establishing correspondences is examined. Then the 

experiments are conducted to evaluate the influence of facial expressions in section 

5.4. In section 5.5, the factors affecting the performance of registration and 

segmentation are studied and more emphasis is given to the issue of shape sensitivity. 

Experiments are then conducted to compare the two approaches, i.e. the ICP method 

and our approach. The performance of the face recognition system is evaluated in 

section 5.6. A conclusion is given in section 5.7. 
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5.1 3D Data Capture 

 

We use a scanner based on a stereo photogrammetry technique (Figure 5.1) to collect 

data.  

 

Figure 5.1 Scanner based on stereo photogrammetry 

 

Currently, 187 scans have been collected from 65 persons. Generally, each person 

has 3 scans taken but there are several people for whom we have fewer than 3 scans. 

Amongst the 65 people there were 14 females and 51 males of various ethnic 

background and ages. Additionally, there is one scan with glasses on the face. Since 

we were not strict on people’s expressions when a scan is taken, there are various 

facial expressions presented in the dataset. But at least one neutral-expression scan 

for each person was taken. No special lighting condition were demanded for data 

acquisition. In order to capture facial surfaces under the chin, the subjects were 

asked to lift up their chins, but no effort was made to enforce a precise angle of 

orientation. The size of raw data output from the scanner varied from 20,000 to 

33,000 vertices. After registration and segmentation, the data size was reduced to an 

average of 10,000 vertices since unwanted parts, e.g. neck, shoulder etc. were 

trimmed automatically. Three example scans for one person are shown below. 
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Figure 5.2 Three example-scans of one person 

 

5.2 Experimental Design 

 

Experiments were conducted on the dataset including 187 scans from 65 different 

persons, with a sampling of facial expressions for some persons. One scan was 

entered into the gallery for each person and all subsequent scans were used as probes. 

In the other words, there are 65 entries in the gallery and 122 probes available in an 

experiment. 

 

Figure 5.3 illustrates the recognition scheme. Our face recognition system is 

model-based. So all scans are registered and modelled with techniques presented in 

the preceding chapters. This is indicated as “3D model construction” in Figure 5.3. 

Once the objects are modelled, the correspondences between them are naturally 

established, as discussed in section 4.8.2. Next the probe face model is matched 

against every entry in the gallery. The sum of the Euclidean distances between 

correspondences is used as a matching metric. The gallery face having the smallest 

Euclidean distance to the probe face is identified as the best match.  
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Figure 5.3 Face recognition scheme 

 

The procedure referred to as 3D model construction in Figure 5.3 includes 

registration, segmentation and modelling subtasks. This is illustrated in more detail 

in Figure 5.4. Briefly, a scan in an unknown orientation is registered to the canonical 

position (in the world co-ordinates system) using the method presented in chapter 3. 

Facial features are detected simultaneously, which are intrinsic to each person and 

are taken as criteria for defining the area of the frontal part of the face. Then the 

frontal part of face is separated from the rest of the point cloud, e.g. shoulder, hair 

etc. The frontal part of the face is then modelled with the technique discussed in 

chapter 4.  

 

 

Figure 5.4 3D model construction 
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With the face recognition scheme presented above, there are five factors which could 

affect the recognition rate:  

·  Gallery setting up: there are some scans with facial expressions in the dataset. 

The influences of their inclusion in the gallery are to be examined.  

·  Registration error;  

·  Modelling error: this is mainly introduced by the operations on knot vectors, 

which have been evaluated in section 4.9 

·  Correspondence error: the theoretical proof on the correctness of establishing 

correspondences is given in section 4.8. Experimental evidence is still necessary. 

·  Matching metric: The sum of Euclidean distances between correspondences 

could disguise the shape differences, as illustrated in Figure 5.8.  

 

In the following sections, experiments are conducted to study these factors. The 

correspondence error is first evaluated in section 5.3. The experimental context is 

carefully set up, so the influences of other factors on the evaluation are minimised. In 

section 5.4, the influences of facial expressions are measured by setting up different 

galleries. The factors leading to registration error are analysed based on the case 

study in section 5.5. 

 

5.3 Experiment on Establishing Correspondences 

 

The method of automatically establishing dense correspondences has been proved 

theoretically in section 4.8. In this section, its correctness is examined in the 

recognition framework. The experimental context is set up as follows, where errors 

introduced by other factors are minimised. 

 

1) Gallery: ideally, the recognition rate should not be affected by gallery enrolment. 

That is, any scan of a person can be enrolled as a gallery entry. However, there 

are some scans with facial expressions in our dataset. The experimental results in 
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section 5.4 illustrate that the gallery of neutral expressions results in slightly 

higher recognition rate than that obtained by including other facial expressions. 

Therefore, the experiment in this section is carried out on the neutral-expression 

gallery.  

 

2) Registration and segmentation: to minimise registration error, this process is 

done manually. 

 

All 122 probes have been correctly recognised from the gallery of 65 persons. 100% 

recognition rate is achieved. This experiment proves the correctness of the modelling 

approach by which dense correspondences are automatically established. In other 

words, the error introduced by the processes of modelling and establishing 

correspondences can be ignored. 

 

5.4 Experiment on Setting up the Gallery 

 

In this section, three galleries are set up. Their influences on the face recognition rate 

are studied. First a gallery with 65 neutral-expression entries is denoted as DB1 and 

it has been used in the experiment in section 5.3. Another two galleries, denoted as 

DB2 and DB3 respectively, are set up from the subsequent 122 scans, including 

neutral and smiling expressions. Each has 65 face models from different persons. 

Similarly, by doing registration and segmentation manually, errors introduced by this 

process are minimised. 

 

From the experimental result in section 5.3, it is known that a 100% recognition rate 

is achieved based on DB1. When DB2 is employed in the face recognition system, 

121 out of 122 probe faces have been correctly recognised, i.e. a 99.18% recognition 

rate. For DB3, the recognition rate is 97.54%. 119 out of the 122 probe faces were 

recognised correctly. These results are listed in Table 5.1. 
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Table 5.1 The influences of using different galleries in the face recognition system 

 DB1 DB2 DB3 

Recognition rate 100% 99.18% 97.54% 

 

The experimental results show that enrolling scans with facial expressions as gallery 

entries has a negative effect on the recognition rate. A mismatching example is 

shown in Figure 5.5.  

 

Figure 5.5 Example of mismatching where the genuine gallery face model has a 

pronounced facial expression. 

 

The differences between the pairs are shown in Figure 5.6. The probe face is taken as 

a reference on which 15 colour segments are applied to illustrate its distances from 

the impostor and from its genuine gallery face. Figure 5.6a also demonstrates that the 

biggest differences appear at the cheek and mouth areas, which are the most 

influenced areas by the facial expression. Their quantitative differences are listed in 

Table 5.2 separately. 
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       (a)        (b) 

Figure 5.6 Difference visualisation. (a) The differences between the genuine pair. (b) 

The differences between the mismatched pair. 

 

Table 5.2 Differences among probe, impostor and genuine 

 
Maximum 

Distance 

Average 

Distance 

Standard 

Deviation 

Positive 10 2.51 probe  
vs 

genuine face Negative -10 -2.55 
3.02 

Positive 9.97 2.17 Probe  
vs 

 impostor 
face  

Negative -8.6 -2.7 
2.64 

 

5.5 Experiments on Registration 

 

This section examines the registration error. Three experiments were conducted. The 

first one was to test our registration method. For comparison, another two 

experiments were carried out using the ICP (Iterative Closest Point) method. From 

the previous experimental results, it is clear that only minor errors could be 

introduced into the recognition system if 1) correspondences are established through 

our modelling approach, 2) the gallery DB1 is used. So the experiments in this 

section are conducted in this context. A summary of the experimental results is given 

in Table 5.4.  
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5.5.1 Our registration approach 
 

A 91.8% recognition rate is achieved when our registration and segmentation method 

is employed in the face recognition system. That is, 112 out of 122 probe faces were 

correctly recognised from the gallery DB1. By studying the failed cases, it is clear 

that the registration errors are mainly caused by 1) noise and missing points, 2) facial 

expressions, 3) incorrectly locating the nose peak point. More detailed explanations 

are given in the following sub-sections. 

 

5.5.1.1 Noise and Holes in Point Clouds 

 

The registration and segmentation process requires facial feature detection (as 

described in chapter 3). However, when there are holes in point clouds, especially on 

the nose and eye areas, the “real” feature points are missing, which could lead to 

false feature detection and consequently to imprecise registration. An example case 

is shown in Figure 5.7.  

  

 

Figure 5.7 Registering a probe face with holes on nose and eyes areas 

 

The result shown in Figure 5.7 just “looks” correct. Its registration error in the x axis 

leads to recognition failure, which is illustrated in Figure 5.8. Compared to its 

genuine gallery face model as shown in Figure 5.8 (top row), the registered probe 
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face tilts around the x axis (in a clockwise direction). By contrast, its registration 

result is much closer to an impostor gallery face model (bottom row in Figure 5.8). 

Since the similarity is measured by the sum of the Euclidean distances between 

correspondence points, this cannot distinguish where and how the differences 

between objects are made. In this case, the registration error clearly has greater 

influence on the sum of the Euclidean distances than that made by the intrinsic shape 

differences.  

 

Figure 5.8 Comparing the registration result of a probe face with its genuine and 

impostor gallery models  

 

5.5.1.2 Facial Expressions 

 

Shape analysis plays an important role in our registration process. Since facial 

expressions change the face shape, it could lead to incorrect registration. Figure 5.9 

demonstrates the influences of facial expressions on registration. The top row is the 

result of registering a scan with facial expression (laugh) (top row). The comparative 

result of registering another scan of the same person but with a neutral expression is 

given in the bottom row. The overlapped side view in Figure 5.9 clarifies that there 

is a rotation about the x axis existing between the two registration results.  
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Figure 5.9 The impact of facial expressions on the registration. 

 

5.5.1.3 Incorrectly Locating the Nose Peak Point 

 

Currently, we manually locate the nose peak point (NPP) on point clouds. A wrongly 

located NPP could result in incorrect registration. Its impact on registration is shown 

in Figure 5.10. Generally speaking, the registration process is sensitive to the 

location of the nose peak point, when 1) there are holes or noises at the nose area, or 

2) there is no distinguished facial feature points present in the point cloud, as in the 

face scan shown in Figure 5.10, even though our approach can significantly reduce 

these influences on the registration result.  
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Figure 5.10 The influence of nose peak point location on the registration 

 

5.5.2 Registration with the ICP algorithm 
 

Two comparative experiments were conducted using ICP as the registration method 

in the recognition system. Through the experiments, the issue of shape sensitivity is 

studied. In the first experiment, probe faces were registered to a template face (ICP 

I). In the second experiment, probe faces were registered to their genuine gallery 

faces (ICP II). Both processes are semi-automatic requiring human intervention to 

make good initialisations. The frontal face segmentation was done manually. The 

two experiments were all based on the gallery DB1. 

 

In experiment ICP I, where the probe faces were registered to a template face, a 

59.84% recognition rate was achieved. In experiment ICP II, where probe faces were 

registered to the genuine gallery face, 117 out of 122 probe faces were correctly 

recognised from the gallery of 65 persons, i.e. with a recognition rate of 95.9%. The 

results are listed in Table 5.3.  
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Table 5.3 Comparisons of different registration methods based on gallery (DB1) 

Registration Method Recognition Rate Status 
Non-iterative 91.8% Automatic 

ICP I 59.84% Semi-automatic 
ICP II 95.9% Semi-automatic 

 

The experimental results illustrate the impact of shape differences between objects 

on the performance of the ICP method. In the experiment ICP I, the incorrectly 

registered cases occur when the shape of the probe face is very different from the 

template face, as shown in Figure 5.11(a). Also note the two registered probes are in 

roughly symmetric positions. This demonstrates the fact that the ICP method easily 

gets stuck on a local minimum. Alternatively, when the same probe faces are 

registered to their genuine face (ICP II), improved results can be achieved, as shown 

in Figure 5.11(b). This proves that the ICP method is sensitive to the shape 

differences. Figure 5.12 shows the visualised differences between the registered 

probes and the genuine face while the quantitative differences are listed in Table 5.4. 

 

 

Figure 5.11 Registering probe faces using ICP method. (a) Probe faces are registered 

to a template face. (b) Probe faces are registered to their genuine gallery face. 
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Figure 5.12 Visualising the differences between the registered probe faces and the 

genuine face 

 

Table 5.4 Differences between the registered probes and the genuine face 

 
Maximum 

Distance 

Average 

Distance 

Standard 

Deviation 

Positive 7.9 2.7 
ICP I 

Negative -5.92 -1.16 
2.19 

Positive 7.69 0.88 
Probe A 

ICP II 
Negative -6.62 -0.73 

1.25 

Positive 10 3.38 
ICP I 

Negative -8.44 -1.41 
2.71 

Positive 7.74 -7.18 
Probe B 

ICP II 
Negative 0.56 -0.55 

0.91 
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5.6 Performance 

 

In this section, the performance of the face recognition system is evaluated. The 

recognition system includes four major processes: registration and segmentation, 

modelling, correspondences, and matching. Results given below are all measured on 

a personal computer (Pentium 4/512M RAM).  

 

5.6.1 Registration and Segmentation 

 

A comparison is made between our non-iterative registration approach and the ICP 

algorithm. The dataset for registration included 20,288 points. The ICP algorithm is 

a local method and thus requires good initialisation. Moreover, as discussed in 

section 5.5.2, the selection of the template model is also critical to the performance 

of the ICP method. If the template face has a very different shape from the probe 

face, more time is needed to achieve convergence of the iteration. This can also lead 

to failure of the registration. So, we need to choose a template face which has a 

similar shape to the probe face. In contrast, neither initialisation nor template model 

is required for our approach. However, at present, we do need to locate the nose peak 

point manually. The performance is given in Table 5.5 while the registration results 

are compared in Figure 5.13.   

 

Table 5.5 Performances of registrations 

 Locate nose tip Initialise registration  Registration 

ICP No 94 sec. 23 sec. 

Our approach Yes ---- 0.88 sec. 
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Figure 5.13 Comparison of registration results 

 

5.6.2 Modelling 

 

In this section, our single-patch B-Spline modelling approach is compared with the 

multiple-patch B-Spline surface-fitting technique and the “Power Crust” approach. 

The Power Crust approach reconstructs a surface as a polygon model. The 

performance was measured on a dataset of 10,490 points and the results are listed in 

Table 5.6. The modelling results in Figure 5.14 show that: 

 

1) Multiple-patch surface reconstruction: this can keep fine geometric details. But 

for highly curved areas, e.g. the nose area, it could generate wiggles or other 

erratic shapes (Figure 5.14a). On the other hand, keeping the G1 continuity 

between adjacent patches is a non-trivial problem. Generally speaking, one needs 

to compromise the accuracy with the amount of time taken for modelling. 

 

2) Power crust: this is an automatic method for reconstructing polygonal surfaces. 

Its shortcomings include: 1) the reconstruction time increases rapidly with the 
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growth of the data size, and 2) the sensitivity to the holes and to noise in the 

dataset (Figure 5.14c). 

 

3) Our single B-Spline patch approach: has the fastest performance. It automatically 

fits a B-Spline patch on a dataset allowing holes and noise to exist. Most 

geometric details have also been kept (Figure 5.14b). 

 

Table 5.6 Performance comparisons 

Mode Vertices Triangles 
Modelling 

time 

Status 

A single 

B-Spline 

modelling 

10, 490 ------ 0.77 sec. Automatic 

Multiple 

B-Spline patches 
10, 490 20, 370 37.05 sec. Semi-Automatic 

Power Crust 10, 490 ------ 36 sec. Automatic 

 

 

Figure 5.14 Comparisons of modelling methods 
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5.6.3 System Performance Evaluation 

 

So far the performance of registration and modelling has been measured separately. 

As discussed in section 4.8, the correspondence between any two objects can be 

established immediately without extra cost once the objects are modelled. It takes 

1.43 seconds to establish correspondence between a probe face and the 65 gallery 

faces (DB1). That is, an average of 0.02 seconds is needed for each pair. The sum of 

Euclidean distances between correspondence points is used as matching metric. It 

takes on average 0.02 seconds to identify a probe face from 65 gallery faces.  

 

Table 5.7 System performance* 

Registration Modelling Correspondences Matching Total 

0.88 sec. 0.77 sec. 0.02 sec. 0.02 sec. 1.69 sec. 

 

5.7 Conclusions 

 

In this chapter, our surface representation has been used for 3D face recognition. 

Several experiments are conducted to separately study the impact of 1) facial 

expressions, 2) registration, 3) modelling and correspondence establishment, on the 

recognition rate. The experimental results indicate that: 

 

1) The error introduced by the modelling and correspondence-establishing processes 

has little impact on the recognition rate.  

                                                        
* The evaluation of “Registration” and “Modelling” are based on the datasets of an average size, i.e. 

20,288 points and 10,490 points, respectively. For “Correspondences”, an average of 1.43 seconds is 

required for establishing correspondence between a probe face and the 65 gallery faces (DB1), thus an 

average of 0.02 seconds for each pair. By measuring the total time needed to recognise all 122 probes 

faces from the 65 gallery faces (DB1), we obtained the average matching performance for identifying 

each probe from the gallery, i.e. 0.02 seconds. 
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2) The recognition system based on the neutral-expression gallery has better 

performances than that based on a gallery including other facial expressions. 

3) Our registration process is not shape sensitive. But factors, such as noise, missing 

data, facial expressions, the location of nose peak point, etc. do affect the 

registration performances. 

 

The system performance proves that our recognition scheme has advantages in 

real-time applications over other approaches. However, although a positive face 

recognition rate has been achieved using the sum of Euclidean distances as the 

matching metric, it is not an efficient method since there is no indication of where 

and how the differences between objects are made, as the example demonstrated in 

section 5.5.1.  

 



Chapter 6 Other Applications 

-150- 

Chapter 6 

Other Applications 

 

 

Figure 6. 1 3D metamorphosis 

 

So far a new surface reconstruction approach has been presented in chapter 4. Its 

application in 3D face recognition was examined in chapter 5. This chapter extends 

its application to other fields, including 3D metamorphosis, direct manipulation of 

free-form deformation, level of detail control (multi-resolution rendering), complex 

object modelling and synthesis of 3D faces. Generally, the pursuit of the solution for 

such applications has taken the form of a search for the ‘right’ 3D representation. 

Although a lot of work has been done before, most of it aims at one or two specific 

applications. Our reconstructed 3D shape representation can satisfy most concerns in 

those applications. Figure 6.1 shows an example application ¾  3D metamorphosis. 

 



Chapter 6 Other Applications 

151 

6.1 Introduction 

 

Recent advances in three-dimensional acquisition techniques have offered 

alternatives to the traditional 2D applications, e.g. 3D metamorphosis, 3D object 

rendering etc. Although some difficulties in the 2D context, such as viewing and 

lighting, could be overcome, others issues have been raised up due to the complexity 

of the 3D shape representation. For example, in computer graphics and the closely 

related fields of virtual reality, computer aided geometric design, and scientific 

visualization, compact storage and fast display of shape information are vital. For 

interactive applications such as video games and computer-aided design, real time 

performance and the ease of shape editing are of great concern. 

 

The answer to those concerns is closely related to the 3D shape representation. And 

in most cases, each issue has been separately considered. For example, due to the 

simplicity and the wide support from modern graphics hardware, triangular meshes 

are the commonly accepted 3D shape representation in computer graphics and 

geometric modelling. Because the large number of triangles is expensive to store, 

transmit and render, research on mesh simplification has been motivated to cope 

with this shortcoming. On the other hand, for the problem of real-time rendering 

performance, different approaches have been adopted. One of the typical approaches 

is to use re-meshing and wavelet parameterization to build a multi-resolution 

representation of the surface from which any level of display can be extracted. But 

for the application of 3D metamorphosis, the focus has been put on how to generate 

a common connectivity and to parameterize both the source and target objects onto it 

[Hut04], since the correspondences is the key issue to be addressed here. Another 

example is directly manipulated free-form deformation, where the ease of shape 

editing comes to be the core issue. Since many vertices typically must be moved to 

make a shape change happen, the traditional triangular meshes are very difficult to 

edit. The alternative approach is to use a parametric representation, to which the 

variational modelling technique is applied. 
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By contrast, our modelling technique provides a general approach to the applications 

discussed above. With the reconstructed 3D representation, a continuous family of 

resolution approximations can be quickly and easily constructed. Being a 

spline-based shape representation, it has the advantage of easy shape editing. 

Another advantage is compact storage: compared to the original data collected from 

the 3D scanner, a compression rate of over 90% can be achieved. Furthermore, our 

modelling approach establishes a one-to-one mapping from the object space to a 

common parameter space, so that the corresponding problem can be easily solved. 

 

The rest of this chapter is organised as follows. In section 6.2, the single-patch 

B-Spline surface-fitting technique is extended to the multiple-patch cases, aimed at 

reconstructing 3D object with sharp edges or of very complex shape. Since a 

continuous family of resolution approximations can be quickly and easily 

constructed, our shape representation provides a simple solution to the level-of-detail 

control problem, which is to be discussed in section 6.3. Section 6.4 illustrates the 

ease of 3D shape editing by using our reconstructed model. Its application in 3D 

metamorphosis is examined in section 6.5. Several example results and aesthetically 

pleasing 3D morphs are demonstrated. 3D face synthesis is another potential 

application, which is presented in section 6.6. A conclusion is given in section 6.7. 

 

6.2 Reconstruct 3D Object with Multiple Patches 

 

The single-patch B-Spline surface-fitting technique has been presented in chapter 4. 

The purpose is to reconstruct a smooth surface directly from unstructured data 

representing a 3D object of complex shape. However, when there are sharp edges 

present, the nature of the spline-based representation could over-smooth the sharp 

edges which animators want to keep. On the other hand, some objects have rather 

complex shapes (see Figure 6.5). To simplify the reconstruction process, it is 

necessary to partition the original surface into patches with simpler topology. In 
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summary, the single-patch B-Spline surface-fitting technique is extended to 

multiple-patch fitting, to cope with the cases where sharp edges or very complex 

shapes are presented. 

 

The fundamental difference between previous work and our multiple-patch B-Spline 

surface reconstruction technique is the purpose of the region partition process. The 

goal of previous approaches is to split the region into a set of small rectangular areas 

in order to have unstructured data re-gridded, as discussed in chapter 4. In contrast, 

our region partition method is to keep the necessary shape details or to simplify the 

topology information of the data. Examples shown in Figures 6.2, 6.3 and 6.4 

demonstrate the difference. The object in Figure 6.2(a) includes shape edges. 

Although the reconstructed B-Spline surface could use only one patch to 

approximate the original shape, some details at the shape edges are lost, as shown in 

Figure 6.2(b). 

 

 

       (a)        (b) 

Figure 6.2 Single-patch B-Spline surface fitting. (a) Original object. (b) 

Reconstructed B-Spline surface. 

 

An alternative is to use multiple patches to reconstruct the object. By dividing the 

original object into three sub-regions along the shape edges, we fit a B-Spline patch 

onto each sub-region independently. Since the shape edges are easily detected, it 

makes no difficulty to use them to guide the region partition. Moreover, the 
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consideration of continuity between adjacent patches is much simplified, since the 

continuity along the sharp edges is G0. That is, the nontrivial problem of enforcing 

G1 continuity between adjacent patches is avoided in this case. Compared to the 

single-patch approach in Figure 6.2(b), the reconstructed three patches B-Spline 

surface, shown Figure 6.3(b), has the sharp edges kept.  

 

 

       (a)        (b) 

Figure 6.3 Multiple-patch B-Spline fitting (our approach). (a) Original object. (b) 

Reconstructed multiple-patch B-Spline surface (three patches). 

 

Figure 6.4 clarifies that the different goals lead to different partition results. With the 

previous approach, the divided patches should be in the shape of a deformed 

quadrilateral. Without such a constraint on the region partition, the number of the 

sub areas can be significantly reduced by our approach. The example object in 

Figure 6.4 is divided into 263 patches when the previous approach is applied while 

only three patches are needed in our approach. 
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       (a)        (b) 

Figure 6.4 Comparison of the partition results* . (a) By applying the previous 

multiple-patch technique (263 patches). (b) By applying our multiple-patch approach 

(three patches). 

 

Another case of an object with complex shape (a rabbit) is examined in Figure 6.5. 

To simplify the modelling process, the object is divided into two patches (front and 

back parts), following the original mould structure, as shown in Figure 6.5(d). The 

reconstructed B-Spline surface is shown in Figure 6.5(e). For comparison, the 

previous multiple-patch technique is also applied on the same object. Figures 6.5(b) 

and 6.5(c) show the partition result and the reconstructed surface, respectively. 

Although the surface reconstructed by applying the previous approach keeps more 

details than ours, it is counterbalanced by the cost of fitting 227 B-Spline patches 

and enforcing G1 continuity between adjacent patches. 

 

                                                        
* The partition results are shown based on the original dataset. 
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Figure 6.5 Example of an object with complex shape. (a) Original polygonal object. 

(b) Dividing the original surface into 227 patches by applying a previous approach. 

(c) Reconstructed 227-patch B-spline surface. (d) Dividing the original surface into 2 

patches (our approach). (e) Reconstructed two-patch B-spline surface. 

 

6.3 Level of Detail (LOD) Control 

 

To obtain high rendering performance, a sequence of approximations to the original 

model at various levels of detail is required. Briefly, the crudest approximations are 

used when the viewer is far from the object, while higher detail versions are 

substituted as the viewer approaches. An example of 3D rendering at different levels 

of detail is shown in Figure 6.6. 

 

Previous work in this area can be classified into two categories. One is the classical 

multi-resolution analysis to arbitrary topology surfaces [Lou94] [LDW97] [EDD*95] 

[CPD*96]. The other is based on sequential mesh simplification to build up a 
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hierarchical representation of meshes. Multi-resolution representations support a 

level of detail (LOD) display by adding successively smaller wavelet coefficients as 

the viewer approaches the object, and by removing them as viewer recedes. The 

hierarchical representations generate different display levels by means of successive 

iterations of the decimation process, with various criteria being set. Both approaches 

build up a LOD display from the manifold surfaces directly and there is no natural 

2D parameterization of the surface. More detailed reviews are given in section 6.3.1. 

 

An alternative approach is provided by our parametric surface representation which 

is particularly efficient in 3D object rendering. With the established one-to-one 

mapping from the three-dimensional object space to the two-dimensional parameter 

space, one can convert the surface subdivision into a parameter space subdivision, 

leading to immediate access to any level of detail under user control with little effort. 

The theory and implementation of parametric surface rendering are introduced in 

section 6.3.2. 

 

 

Figure 6.6 Example of 3D object rendering at different levels of detail. The object 

on display is our reconstructed model with the LOD control applied. 
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6.3.1 Related Work 

 

In computer graphics and geometric modelling, triangular meshes have long been 

used to represent 3D surfaces, and they are widely supported by modern graphics 

hardware. However, because of their tremendous size, these meshes are awkward 

when handling some common tasks such as storage, display, editing and 

transmission. So far a lot of work has been dedicated to the topic of mesh 

simplification, i.e. the reduction of the complexity of a triangular mesh, while 

maintaining a close approximation to the original model. These meshes are 

simplified either by merging elements or by re-sampling vertices, resulting in a 

hierarchical representation or a multi-resolution representation, respectively. They 

are discussed separately in the following. A thorough survey is given in [HG97]. 

 

1. Hierarchical representation 

This approach is based on mesh decimation. The different display levels are 

generated by means of successive iterations of the decimation process, with various 

criteria being set.  

 

The basic idea of mesh decimation is to reduce the mesh complexity by applying 

multiple filtering passes over the triangle mesh and using local geometry and 

topology to remove vertices that fulfil a distance or angle criterion. The 

neighbourhood of the removed vertex is then re-triangulated. One characteristic of 

this method is that the simplified mesh has vertices that are a subset of the original 

ones. The criterion is based on local error evaluation, by computing the distance of a 

candidate vertex for elimination from the average plane [SZL92]. To address the 

shortcoming of producing an accumulated approximation error when successive 

simplification steps affect the same mesh area, Cohen et al. [CVM*96], Klein et al. 

[KLS96] and Ciampalini et al. [CCM*97] propose decimation solutions that support 

global error control. Hopper et al. [HDD*93] developed an optimization-based 

algorithm for general 3D surface simplification. Their method attempts to evaluate a 
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global energy function and to minimize such a function either by collapsing, splitting 

or swapping edges. Unlike most general surface simplification methods, this method 

does not constrain output vertices to be a subset of the original data. An enhanced 

version, progressive meshes, was developed to efficiently store a mesh hierarchy 

[Hop96]. An overview of the various techniques of mesh reduction is given in [PS97] 

[Ros97] [Sch95]. 

 

2. Multi-resolution representation 

Generally, this approach uses re-meshing and wavelet parameterization to build a 

multi-resolution representation of the surface from which any approximated 

representation can be extracted and used for LOD display. 

 

Lounsbery and co-workers [Lou94] [LDW97] developed a multi-resolution 

representation of a mesh, which consists of a simple base mesh together with a set of 

wavelet coefficients, capturing the detail present in the object at various resolutions. 

Although their approach can be applied to surface of arbitrary topology, it is 

restricted to meshes with subdivision connectivity, which derives from the 

connectivity of a base mesh by iteratively refining the triangles and applying a 4-to-1 

split (Figure 6.7). 

 

Figure 6.7 4-to-1 splitting of a triangular face. (a) the initial face. (b) after one 4-to-1 

split. (c) After two 4-to-1 splits. 

 

However, this is generally not true for data (meshes) derived from 3D scanning 

sources. To overcome the subdivision connectivity restriction, Eck et al. [EDD*95] 

proposed a re-meshing algorithm to approximate an arbitrary topology meshes 
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without the connectivity restriction (M) by a mesh with subdivision connectivity 

(MJ). Then one can use the method of Lounsbery et al. to convert MJ to a 

multi-resolution representation. Similar methods are presented in [LSS*98] [SS95] 

[CPD*96] [ZSS96] [ZSS97]. 

 

In summary, the mesh decimation approaches give good results when sharp edges 

are present. The disadvantages are that distinct meshes at different levels of detail 

needed to be stored, which increases the total amount of data significantly and 

usually only a few levels are available. On the other hand, the multi-resolution 

presentation consists of a simple base mesh and a set of wavelet coefficients. Since 

the coefficients can be added smoothly, it avoids the visual discontinuities 

encountered when switching between approximations of different resolution. 

However, this advantage is traded off by the substantial processing time required for 

re-meshing and re-sampling. Both classes basically cope with manifold surfaces*. 

Unfortunately, the data collected from a 3D scanner are not strictly manifold 

surfaces. Relatively few surface simplification algorithms can handle non-manifold 

surfaces [RB93] [GH97] [Gou97], and these are computationally expensive. 

 

In comparison, our modelling approach can overcome these shortcomings. First, it 

deals with an unstructured point cloud directly. Second, the reconstructed 

representation is very compact. Third, the 2D parameterization of object provides an 

efficient way of 3D object rendering. Consequently, immediate access to any level of 

details, under user control and with little effort, can be achieved easily. The first two 

advantages have been discussed in previous chapters. The following section 

discusses the theory and implementation of the parametric surface rendering. 

 

 

 

                                                        
* A manifold surface is, everywhere, locally homomorphic (that is, of comparable structure) to a 

two-dimensional disk. 
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6.3.2 Theory and Implementation of Parametric Surface Rendering 

 

A parametric surface can be considered as a union of a potentially infinite number of 

curves. There are many ways to form these unions of curves; but the simplest one is 

the so-called isoparametric curve. We denote our reconstructed parametric surface as 

G(u,v). If u is fixed to a value, e.g. 0.1, and we let v vary, this generates a curve on 

the surface G whose u coordinate is a constant. This is the isoparametric curve in the 

v-direction with u=0.1. Similarly, by fixing v to a given value and letting u vary, one 

obtains an isoparametric curve whose v direction is a constant. Therefore, let u be 

fixed at 0, 0.1, …, 0.9 and 1. There are then 11 isoparametric curves G(0,v), G(0.1,v), 

G(0.2,v), …, G(0.9,v) and G(1,v). These curves sweep out the surface if u changes 

from 0 to 1 continuously. Similarly, the isoparametric curves can be generated by 

varying v to cover the surface. The following figure shows a few isoparametric 

curves in both directions. 

 

Figure 6.8 Isoparametric curves 

 

These isoparametric curves help to render the surface. In many applications, a 

parametric surface is triangulated (or polygonized or tessellated) into triangles or 

polygons. Then, these triangles and polygons can be rendered very efficiently with 

existing graphics programming libraries such as OpenGL and PHIGS PLUS. 
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It is clear that for each pair of parameters (u,v), there is one and only one 

corresponding surface point, i.e. G(u,v). Thus, instead of triangulating the surface, 

one could triangulate the parameter domain. For example, the u-direction can be 

subdivided into m segments, i.e. u0=0, u1, …, ui, …, um=1; similarly, the v-direction 

is subdivided into n segments, i.e. v0=0, v1, …, vj, …, vn=1. Then the parameter 

domain is subdivided into m´ n rectangles. Consequently, the surface is subdivided 

into m´ n rectangles as well. 

 

Figure 6.9 Triangulation 

 

Each of the m´ n rectangles can be further subdivided into two triangles (Figure 6.9). 

Suppose ui and ui+1 are two consecutive division points in the u-direction and vj and 

vj+1 in the v-direction as shown in Figure 6.9. There is a rectangle in the domain with 

vertices (ui,vj), (ui+1,vj), (ui+1,vj+1) and (ui,vj+1). The first triangle is defined by (ui,vj), 

(ui+1,vj), and (ui,vj+1) and the second triangle is defined by (ui+1,vj), (ui+1,vj+1) and 

(ui,vj+1). 

 

Consider the triangle defined by (ui,vj), (ui+1,vj), and (ui,vj+1). These three points are 

mapped to three points on the surface G(ui,vj), G(ui+1,vj), and G(ui,vj+1) with normal 

vectors n(ui,vj), n(ui+1,vj), and n(ui,vj+1). Now, there are three vertices each of which 

has a normal vector. These six pieces of information are sufficient to render the 

triangle smoothly. As a result, we have a method for rendering a parametric surface. 
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Simply by varying m and n gradually, a continuous switching between 

approximations of different resolution is achieved at run time. And the immediate 

access to a required resolution can be obtained by setting the values of m and n 

directly (Figure 6.10). Since the processes of generating the LOD display costs 

almost no time, there is no need to store the triangulated surface. The example LOD 

display is shown in Figure 6.6. 

 

 

Figure 6.10 Three meshes extracted at different resolution by setting the values of m 

and n. 

 

6.3.3. Performance 

 

Since there is no benchmark available for performance evaluation, we just list the 

results of some typical approaches in the public domain, for comparison. Although 

the algorithm efficiency depends largely on the geometrical and topological structure 

of the mesh and on the outcome required, the results can still be used as a reference 

on the algorithm performances, to some extent. 
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Table 6.1 Performance comparisons among different approaches. 

Method 
Original 

representation 

Simplified 

representation 

Computation 

time 
Condition 

Multi-resolution Analysis 

Eck et al. 

[EDD*95] 
35,000 vertices 5,400 vertices 27 minutes SGI Onyx 

Mesh Decimation 

Schroeder et 

al. [SZL92] 

400,000 

vertices 
40,000 vertices 14 minutes 

R4000 

processor 

Hoppe et al. 

[HDD*93] 

16,864 points 

(taking 4,059 

vertices) 

262 vertices 46 minutes 
1-processor 

DEC Alpha 

Single B-Spline Patch Surface Fitting 

Our 

approach 

[SB061] 

75,232 vertices 

616 shape 

descriptors 

(vertices) 

1.55 sec. 

Pentium 

4/512M 

RAM 

 

6.4 3D Manipulated Deformation 

 

In the field of computer graphics, one of the greatest concerns in 3D shape 

representation is whether a given representation could make it easier for users to edit 

the objects. Previous work on 3D manipulated free-form deformation can be 

generally classified into three categories in term of shape representations, i.e. 

polygon representation (triangular meshes), parametric representation and statistical 

models. Our approach falls into the category of parametric representation. A review 

of previous work is given in section 6.4.1. Then our approach is described in section 

6.4.2. 
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6.4.1 Previous Work 

 

Generally, the 3D interactive deformation approach based on the polygon 

representation is conducted by direct transformation of some mesh regions in 

combination with the discrete fairing of the adjacent regions [ZS00] [Kob00] 

[KCV*98]. As discussed in section 6.3, the problem is of huge triangular meshes 

resulting from the great amount of data needed to describe the object; these 

approaches normally need mesh simplification. 

 

The parametric representation based, especially the spline-based free-form 

deformation has attracted a lot attention in recently years. The control mesh of a 

B-Spline or other tensor product surface provides an easy way to control a 3D shape, 

since the surface’s response to control point displacements is intuitive (more 

discussion is given in section 6.4.2). Free-form deformation (FFD) [SP86] and 

extended FFD [Coq90] are the representative approaches. Both methods embed the 

whole object into a tensor product volume. The volume can be deformed by means 

of spline control points while the embedded object is deformed accordingly. An 

alternative way is to use variational surface modelling [WW92] [GC95] [WFB87], 

which is a framework for building surfaces by constrained optimization. It allows 

users to directly operate the surface points instead of the control points, i.e. to move 

the surface points to the target position [HHK92]. The necessary displacements of 

the control points are computed under-determinedly, which actually induces a change 

of the surface points. Traditionally, constraint functions are satisfied in a 

least-squares sense to determine a particular displacement of a control point. A 

variational modelling approach can be done statically [WFB87] or dynamically 

[QT96]. Welch and Witkin [WW921] characterize a surface with a spline function 

and define an energy criterion based on a simplified expression from Terzopoulos et 

al. [TPB*87]. Then, they formulate point and curve constrains for controlling the 

surface. Frisch and Ertl [FE02] based their implementation on the work in [WW92], 

but they add various enhancements to improve the deformation behaviour. Some 
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methods have multi-resolution features [FB88] [GBS99]. The user manipulates the 

model at the desired resolution, and can precisely control the influence of the 

modifications. 

 

Some research focuses on human face deformation [DMS98] [LTW95] [MMA*89] 

[Par82]. These approaches aim to facilitate manual specification of new face 

geometry by a user. Parke [Par82] provides parameters which can control the face 

shape; and Magnenat-Thalmann [MMA*89] describes a more comprehensive set of 

localized deformation parameters. To guarantee reasonable faces being produced, 

DeCarlo et al. [DMS98] construct the best surface that satisfies the geometric 

constraints that the set of measurements imposes, using variational modelling. The 

set of measurements characterize the face, where values are computed according to 

face anthropometry, the science dedicated to the measurement of the human face. 

 

The most popular approach based on the statistical model is PCA (models based on 

principal component analysis), which is a representation derived from work in face 

recognition [VP97]. PCA describes a face shape as a weighted sum of an orthogonal 

basis of 3D shapes, i.e. principal components. This basis is constructed from a large 

bank of examples that have been placed in mutual correspondence, which is a 

considerable task. PCA typically allows faces nearly identical to those in the bank to 

be accurately represented by weighting a truncated basis that only includes a few 

hundred of the most significant components. However, careless selection of the 

weightings could easily encode implausible face shapes. Identifying which basis 

weights are reasonable is not straightforward, since the principal components bear 

little resemblance to the underlying biological structures. At the same time, there is 

no guarantee that faces considerably outside the example set will be approximated 

well. 
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6.4.2 Our Approach 

 

Obviously, our work falls into the category of the spline-based free-form 

deformation. In section 4.7 (chapter 4), we clarified that either moving the control 

points, changing the degree or editing the knot vector can change the shape of the 

B-Spline curve or surface. However, it is more intuitive to control the object shape 

by modifying the control points than modifying the other two factors. More detailed 

discussions are given in the following.  

 

1. Modifying knots 

Because a B-Spline curve is the composition of a number of curve segments, each of 

which is defined on a knot span, modifying the position of one or more knots will 

change the association between curve segments and knot spans and hence change the 

shape of the curve. 

 

The following figure depicts the effect of modifying a single knot. It is a B-Spline 

curve of degree-4 with 18 knots. The part of the knot sequence is […0.64, 0.71, 

0.78, …]. The initial curve is shown in Figure 6.11(a). If the knot 0.78 is moved to 

0.93, the shape of the curve changes and the original f(0.78) moves downward to a 

new position, as shown in Figure 6.11(b).  

 

   (a)       (b)       (c) 

Figure 6.11 Shape changing by modifying knots. The green dots indicate the knot 

points. (a) Initial curve displayed with control polylines. (b) Modified curve after 

moving knot 0.78 to 0.93. (c) Overlapping view of curves before and after the knot 

modification. 



Chapter 6 Other Applications 

168 

Practical experience shows that modifying the knot positions is neither predictable 

nor satisfactory. More precisely, because it is not clear how the shape of a B-Spline 

curve will respond to the change of the knot vector, modifying the shape of the 

B-Spline curve by changing knots is usually unsatisfactory and makes it difficult to 

achieve the desired goal. 

 

2. Modifying degree 

As the example shown in Figure 6.12, modifying the polynomial degree is a global 

change which is undesirable in this application. 

 
   (a)       (b)       (c) 

Figure 6.12 Shape changing by modifying degree. (a) Curve of degree-2. (b) Curve 

of degree-4 (c) Overlapping view. 

 

3. Modifying control points 

Moving the control points is the most obvious way of changing the shape of a 

B-Spline curve. The local modification property discussed in section 4.3 states that 

changing the position of control points Ci only affects the curve f(t) on the interval 

[ui,ui+k+1), where k is the degree of a B-Spline curve. In fact, the shape change is 

translational in the direction of the control point being moved. More precisely, if the 

control point Ci is moved in certain direction to a new position Qi, then the point f(t), 

where t is in [ui,ui+k+1), will be moved in the same direction from Ci to Qi. In Figure 

6.13, the control point C10 is moved from the position in the Figure 6.13 (a) to a new 

position in the Figure 6.13 (b). As one can see the curve shape is changed 

accordingly, i.e. moved in the same direction as the control point does. Another 

example of modifying a B-Spline surface shape by moving a control point is shown 

in Figure 6.14. 
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   (a)       (b)       (c) 

Figure 6.13 Shape changing by modifying a control point. (a) Initial curve displayed 

with control polylines. (b) Modified curve after moving the 10th control point to a 

new position. (c) Overlapping view of curves before and after the control point 

modification. 

 

The proof is given in the following. Suppose f(t) is a given B-Spline curve of degree 

k defined as follows: 
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Suppose the control point Ci is moved to a new position Qi = Ci+v. Then the new 

B-Spline curve f ¢(t) of degree k is: 
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Therefore, the new curve f¢ (t) is simply the sum of the original curve f(t) and a 

translation vector vtBk
i )( . Since )(tBk

i is non-zero on the interval [ui, ui+k+1), if t is 

not in this interval, this translation term is zero. Hence, moving a control point only 

affects the shape of a section of the given curve. This local change property is 

desirable in application of the 3D manipulated free-form deformation. 
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Figure 6.14 An example of modifying B-Spline surface shape by moving a control 

point (courtesy Shene [She97]). 

 

6.4.3 Experimental Result 

 

Our reconstructed 3D surface is represented by a set of shape descriptors (control 

points), which can be used for directly manipulated free-form deformation, as 

discussed in a preceding section. Moreover, unlike statistic models, e.g. principal 

component analysis (PCA), which describes an object as a weighted sum of principal 

components which often bear little resemblance to the underlying interdependent 

structure of biological forms, shape descriptors have clear physical information 

attached to them. Therefore, it is straightforward to change a face shape by 

modifying the shape descriptors. The underlying surface is modified in a predictable 

way, as shown in Figure 6.15 and 6.16. 

 

 
     (a)       (b)       (c) 

Figure 6.15 Changing facial attributes (cheek). (a) Losing weight (b) Normal status 

(c) Gaining weight. 
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        (a)       (b) 

Figure 6.16 Changing facial attributes (nose). (a) Before. (b) After. 

 

6.5 3D Metamorphosis (3D Morphing) 

 

Recent theoretical and technical advance in three-dimensional (3D) data capture has 

led to great interests in 3D metamorphosis. 3D metamorphosis is a smooth 

transformation from a source object to a target object. Unlike 2D image morphing, 

3D metamorphosis is independent of viewing or lighting parameters. Therefore, it is 

a powerful technique for the entertainment and animation industry and has become 

an active research area in recent years. The primary issue in 3D metamorphosis is to 

establish a surface correspondence between the source and target objects. By 

mapping each point on the source object to a point on the target object [KCP92], a 

smooth transition can be generated by interpolating corresponding points from the 

source to the target positions.  

 

As discussed in section 6.3, although triangular meshes have become a standard way 

of representing 3D shape in computer graphics and geometric modelling, the 

tremendous size of the data makes the task of establishing dense correspondences 

across objects difficult. A lot of work has so far been carried out on this task. 

Generally, the process of establishing correspondences is object-dependent. A brief 

review of previous work is given in section 6.5.1. 

 



Chapter 6 Other Applications 

172 

In contrast to this, our approach is object-independent, and solves the 

correspondence problem by using the common parameter space as the intermediate 

space. An extended discussion on the correspondence problem is presented in section 

6.5.2. Then the implementation and the performance are examined in section 6.5.3. 

 

6.5.1 Related Work 

 

There are two major categories of 3D metamorphosis techniques: a volume-based 

approach and a surface-based approach [Ale01][LV98]. Since our work falls into the 

surface-based category, in this section, the related work is briefly reviewed. 

 

Generally, two steps are needed in a surface-based 3D metamorphosis. One is to 

establish correspondences between source and target objects. Then a sequence of 

intermediate objects can be created based on interpolating corresponding points. 

Here, more attention is given to the correspondence problem. 

 

A common approach to establishing a correspondence between two given objects is 

to generate a common connectivity for both the source and target objects. This is 

generally accomplished by decomposing the objects into several corresponding 

patches, embedding the corresponding patches onto a 2D parametric domain, and 

finally merging the corresponding embeddings to form a common mesh [Hut04] 

[KSK00] [LDS*99] [LH03] [LL04]. Kanai et al. [KSK98] use harmonic mapping to 

embed both source and target objects into a two-dimensional unit circle to establish 

vertex correspondence. An extension of this work was introduced in [KSK00], for 

which a user-specified method is employed to partition polygon meshes into 

sub-meshes and then a similar scheme [KSK98] is applied on each sub-mesh. 

Gregory et al. [GSL*99] present a similar user-specified control mesh method to 

partition meshes. The surface correspondence between each sub-mesh of two objects 

is then established using a greedy area-preserving mapping. Alexa [Ale00] and Kent 



Chapter 6 Other Applications 

173 

[KCP92] embed polyhedral models onto a unit sphere. Lee et al. [LDS*99] specify 

vertex pairs on the original meshes and employ a multi-resolution parameterization 

algorithm to generate coarse models. The coarse models are then merged to establish 

correspondence with the assistance of a harmonic map. Since manually partitioning 

models or making feature pairs is not an easy task for animators, Shlafman et al. 

[STK02] propose a clustering method to automatically decompose models into 

meaningful patches. However, this approach cannot guarantee suitable 

corresponding patch generation. Parent [Par92] also presents an automatic algorithm 

which recursively finds a correspondence between the surfaces of two objects of 

equivalent topology. 

 

In a nutshell, previous 3D metamorphosis techniques built up vertex correspondence 

from the source object to the target object directly. Even with a 2D parameter space 

created as an intermediate link, as the triangular meshes are embedded into the 

parameter space, which often varies in size and structure from object to object, the 

parameterization results are object dependent. In other words, if either the source or 

target object is changed, the whole process of establishing correspondences must be 

redone. 

 

Our modelling technique offers a new approach to the corresponding problem. Two 

advantages distinguish our approach from previous work. First, by fitting a 

parametric surface to the points cloud, our 3D representation is independent of the 

original data. Second, every object is mapped onto the common parameter space 

which is defined by the domain [0,1]´ [0,1] and a pair of pre-defined knot vectors U 

and V (section 4.8). Consequently, through the common parameter space, any pair of 

objects can then have dense correspondences established automatically. The detailed 

implementation is presented in the following section. 
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6.5.2 Implementation 
 

Our work in 3D metamorphosis is an extension to the correspondence problem 

which is thoroughly discussed in the context of the face recognition (section 4.8 and 

chapter 5). A simple summary is given below. 

 

Suppose there are k objects reconstructed by following the process presented in 

section 4.8. The common parameter space is defined by the domain [0,1]´ [0,1] and a 

pair of knot vector U:{u0,u1,…,um} and V:{v0,v1,…,vn}. The reconstructed 

representation of ith object (1£ i £ k) is: 
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From the discussion in section 4.6.3, it is known that the basis functions B(s) and N(t) 

are the same for all the reconstructed objects. That is: 
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The equation clarifies two facts. First, the shape descriptor C is the only factor to 

distinguish the shape differences from each other. Second, a one-to-one mapping 

between the common parameter space and the object space has been established. 

That is: 
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Consequently, through the pair of parameter (s,t), one-to-one mapping across objects 

is obtained: 

),(),(
)()(

tsts
ji

GG �             (6.8) 

By sampling the common parameter space, a set of corresponding B-Spline surface 

points can be established. 

 

Recall the surface-based 3D metamorphosis consists of two steps: 1) establishing a 

dense correspondence from object G1 to G2 and 2) creating a series of intermediate 

objects by interpolating corresponding points from their original positions on G1 to 

the target positions on G2.  

 

To create a series of intermediate objects between G1 and G2, one simply applies 

linear interpolation between corresponding points. Supposing n intermediate objects 

Gi (1 £ i £ n) are wanted, they are created by 

)),(),((
1

),(),( 121 tsts
n

i
tstsi G-G

+
+G=G        (6.9) 

Smooth morphing result from one face to another is shown in Figure 6.17. Four 

intermediate faces were displayed between the start face (left end) and the 

destination face (right end). 

 

 

Figure 6.17 Smooth 3D metamorphosis sequences between similar objects. Top 

row: un-textured morphing sequence. Bottom row: textured morphing sequence. 
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When either the source or the target object is changed, only equation 6.9 needs to be 

re-calculated to obtain the morphing sequence. Supposing the target object is 

changed from G2 to G3 and m intermediate objects are required while the source 

object is still G1, then the intermediate objects Gj (1 £ j £ m) are computed as: 

)),(),((
1

),(),( 131 tsts
m

j
tstsj G-G

+
+G=G        (6.10) 

 

Figure 6.18 demonstrates the morphing sequence where we change the target object 

but retain the source object as being the same as the one in Figure 6.17. Another 

example is shown in Figure 6.1, where the source and target objects have very 

different sizes, scales and topologies. 

 

 

Figure 6.18 Smooth 3D metamorphosis sequences. The source and target have 

different sizes, scales and topologies. 

 

6.5.3 Performance 
 

By fitting a parametric surface to the original points cloud, our 3D representation is 

independent of the original data. Moreover, a one-to-one mapping from the object 

space to a common parameter space is obtained at this stage. Through the common 

parameter space, any pair of objects can automatically have dense correspondences 

established. Note the modelling process only needs to be done once for each object. 

Whenever either the source or the target object is changed, only a linear equation 6.9 

needs to be re-calculated to obtain a new morphing sequence, making the generation 

of 3D morphing sequence efficient. Previous approaches need to have the whole 

process of establishing correspondences repeated.  
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The performance of our 3D metamorphosis (Table 6.2) was measured on a personal 

computer, i.e. a Pentium 4/512M RAM. For the morphing sequence shown in Figure 

6.17, the source object has similar shape, scales and input data size as the target 

object. For comparison, when the source and target objects have very different sizes, 

scale and shape, the results show that the total morphing times for both cases are 

similar, i.e. all are less than 0.8 seconds, since the 3D morphing is now based on the 

compact 3D representations – i.e. on shape descriptors instead of on the original raw 

data.  

 

Table 6.2 Performance of 3D morphing. 

Morphing sequence Establishing 
correspondences 

Creating sequences of 
intermediate objects 

Face to face (Figure 6.17) 0.122 sec. 0.66 sec. 

Face to car-seat (Figure 6.18) 0.118 sec. 0.61 sec. 

 

6.6 The Synthesis of the 3D Face Model 

 

Since shape descriptors are the only factor to distinguish the shape difference 

between objects, the goal of creating an “average” face can be achieved by averaging 

the shape descriptors of our reconstructed face models. Figure 6.19 demonstrated a 

synthetic face (in the centre) by averaging 12 face models reconstructed from 

realistic human face data collected from a 3D scanner, which are shown around the 

average face. 
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Figure 6.19 The synthetic face by averaging 12 reconstructed face models. 

 

Figure 6.20 compares the two mean faces which are created by averaging different 

number of face models. One can observe that the shape of the mean face does not 

change dramatically as the number of face models in the bank increases. 

 

 

      (a)        (b) 

Figure 6.20 The comparison between two synthetic faces created by averaging 

different number of face models. (a) Synthetic face created by averaging 12 face 

models. (b) Synthetic face created by averaging 64 reconstructed face models. 
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6.7 Conclusions 

 

The brief reviews of previous work have shown that 3D shape representation plays 

an important role in computer graphics and in closely related fields such as virtual 

reality, computer aided geometric design, and scientific visualization etc. The 

triangular mesh is one of the typical forms which has long been accepted. However, 

its tremendous size makes it awkward to handle tasks such as storage, display, 

editing and transmission. Our approach can overcome the shortcomings of the 

triangular meshes. By having 3D objects parameterized on the 2D common space 

and establishing one-to-one mapping between them, the key tasks are simplified 

from three-dimensional to two-dimensional. Moreover, in contrast to the previous 

work which only addresses one or two concerns, our approach provides a general 

solution to these applications. 
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Chapter 7 

Conclusion and Future Work 

 

7.1 Conclusion 

 

Shape representation is used to structure the scanning data so that surfaces can be 

compared efficiently. Shape can be represented in many different ways. To find an 

appropriate representation for a shape that is amenable to surface matching is still an 

open research issue in computer vision [HPB*95]. Face recognition poses as an even 

harder problem for two reasons: 1) it is an intra- class comparison, and 2) the gallery 

could be very large but an efficient matching strategy is critical. So far little work 

has been undertaken in the field of geometric model-based 3D face recognition. 

 

Inspired by those unsolved issues, the research effort on this thesis has focused on 

effective model-based representation of free-form surfaces in three-dimensional 

space and its application in 3D face recognition. That is to say, we collect 3D data 

measuring the shape of the surface and transform the raw data into a representation 

that is suitable for automatic surface matching. 

 

Unlike most previous approaches working on a special data case, e.g. range image, 

this thesis explores a general solution based on real 3D data, which is in unstructured 

form without geometric and topological information attached. A novel approach of 

reconstructing a single-patch B-Spline surface to describe complex object shape in a 

comparable way has been developed. This is the principal contribution to this thesis 

(chapter 4). No pre-processing such as filling holes, smoothing of noise or finding 

the connectivity is required. The modelling approach is capable of coping with these 
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issues since it does not traverse the surface (working from polygon to neighbouring 

polygon) at any stage. The construction of parameterizations over a common 

parameter space allows automatic establishment of dense correspondences. The 

reconstructed shape representation is efficient and feasible for computation for the 

purpose of 3D face recognition, which is proved by the experimental results in 

chapter 5.  

 

This thesis also develops a non-iterative registration technique as a complement to 

the 3D face recognition system, which aims to deal with pose variations. The frontal 

part of face is then segmented from the rest of dataset, e.g. hair, shoulder, clothes etc. 

 

The applicability of the modelling approach in other fields is demonstrated in chapter 

6. The extended applications include 3D metamorphosis, direct manipulation of 

free-form deformation, level of detail control (multi-resolution rendering), complex 

object modelling and synthesis of 3D faces. 
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7.2 Future Work 

 

This thesis has presented a 3D modelling technique for creating geometric free-form 

surface representations and examined its application in relation to 3D face 

recognition. Its extended applications in the field of computer graphics have also 

been demonstrated. Although the experiments conducted in chapter 5 proved that 

positive recognition results can be achieved based solely on 3D shape information, 

we expect a better recognition rate when tested on a much larger gallery than the 

current one and where a more efficient comparison metric is employed. Therefore, 

we would like to discuss potential matching strategies in the first part of this section. 

On the other hand, the single-patch B-Spline surface-fitting technique is a general 

approach for 3D free-form object modelling, so its application in 3D computer vision 

and graphics is broad. This thesis has not explored all possible applications and uses 

of this technique. In the second part of this section, we describe its possible future 

applications. 

 

7.2.1 Future Development on Matching Strategies 
 

····  Shape Analysis in Three-Dimensions 

In the current 3D face recognition scheme, we use the sum of Euclidean distances 

between correspondence points as the similarity metric. Obviously, this matching 

scheme lacks the ability to indicate where and how the shape differences exist. A 

simplified figurative example is given in Figure 7.1. We are working in a 3D 

environment, in which the shape variations are interpreted. Ideally, the shape 

differences between objects should be quantified in three-dimensional space, in 

contrast to the distance metric which encompasses no spatial information. 
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Figure 7.1 Shape differences indicated by the sums of Euclidean distances. The 

differences between obj-1 and obj-2 in (a) is equal to the differences between obj-1 

and obj-3 in (b).  

 

····  Combining Texture Information  

As mentioned before, only shape information is employed in the current surface 

matching strategy. Since most scanning systems can acquire 2D image along with 

3D data, more surface information such as texture could be incorporated into the 

matching process to facilitate the recognition. We have achieved the work of 

mapping texture onto a 3D model. However, the study on multi-model combination 

is still unsolved. Generally speaking, multi-model combination has so far taken a 

fairly simple approach. The 3D recognition result and the 2D recognition result are 

produced without reference to each other. The overall decision is made using a 

weighted sum of the separate recognition results [BA00]. Developing a more 

sophisticated multi-model combination technique has great potential to improve the 

performance of 3D face recognition, which is the goal of our future work.  
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7.2.2. Extension of Applications 
 

····  Facial Expression Coding 

One important research issue to resolve is how to handle facial expression variation. 

Emotion is fundamental to human activities and basically displayed through facial 

expressions, which could influence cognition, perception, and everyday tasks such as 

learning, communication, and even rational decision-making. However, most 

developers have so far largely ignored the role that emotions play in computer 

systems, partly because emotions are hard to model.  

 

Recently, the increasing demands on intelligent human-computer interaction has 

inspired research on Affective Computing, which is computing related to human 

emotion. The Affective Computing Research Group at MIT led by Picard has 

contributed to several breakthroughs in affective computing in art, entertainment, 

education and in human computer interaction. Other research efforts include: 

Gokturk et al. [GTG*02] useing Support Vector Machine (SVM) and 3D monocular, 

non-marker face tracker to extract a shape vector that is demonstrated to be robust 

for classification purposes. Lien et al. [LKC*00] use feature tracking with partial 

affine transformation compensation to recognize the movement of some facial areas. 

Wang et al. [WHT03] use a 2D feature tracker for recognizing three emotional 

expressions. Sako and Smith [SS96] use colour and template matching to find 

important 2D features on the face and they use the dimension and position 

information about these features for expression recognition. Essa and Pentland 

[EP97] develop a system for observing dynamic facial motions using a model-based 

optical flow method. In summary, their system is suitable for the coding, analysis 

and recognition of facial expressions. The creation of realistic 3D expression models 

is achieved using feature points in 2D photographs and 3D shape information. 3D 

expression retrieval is a popular research topic. Typical models are 3D Morphable 

Model [BV99] and 3D Active Appearance Models [CET98]. 
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Since facial expressions are directly related to the changes of facial shape and 

considering that face models are geometric models, it is possible to use the face 

recognition framework to identify facial shape changes caused by facial expressions. 

Then the facial shape changes could be coded into the current geometric model. In 

fact, the work in section 6.4 can be extended to this purpose by describing the facial 

shape changes in some mathematical way instead of by interactive manipulations. 

The potential application domain of this research is in games. By incorporating facial 

expression of the game player into the game, the realism of the game could be 

enhanced. For example, facial impression recognition of the game player allows the 

player to be part of game, and facial expression animation can increase the 

attractiveness of interactive computer games. 
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Appendix A 

 

Schoenberg-Whitney Theorem 

 

Assume that x1<x2< …<xn. For the matrix A, given by Aij = Bk
j(xi), to be nonsingular, 

it is necessary and sufficient that there is no 0 element on its diagonal. 

 

Proof 
 

Denote a set of points to be interpolated as D1, D2, …, Dn and their parameters are 

given as x1<x2<…<xn. The interpolation matrix A given by 

),1()( njixBA i
k
jij ££=           (A.1) 

The proofs of the necessity and sufficiency of this theorem are separately considered 

as following. 

  

·  Proof of necessity 

 

Suppose that Arr=0 for some r. Then Bk
r(xr) = 0, and by the local support property 

discussed in section 4.3.1, one can conclude with xrÏ (tr, tr+k+1). Suppose first that xr£ 

tr. If i£ r£ j, then xi£ xr£ tr£ tj and xi is not in the support of Bj. Consequently, 

Aij=Bk
j(xi)=0. The first r rows in A can be interpreted as vectors in Rr-1 because Aij=0 

for j=r, r+1, …, n. This set of rows is therefore linearly dependent, and A is singular. 

 

In the other case, xr ³  tr+k+1. If i³  r³  j, then xi³  xr³  tr+k+1³  tj+k+1, and Aij = Bk
j(xi) = 0. 

The columns numbered 1 to r form a linearly dependent set because their 

components numbered r, r+1, …, n are all 0. So A is singular. 
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·  Proof of sufficiency 

 

The proof is given as induction on k. 

 

k=0 

The proof is trivial when k=0, because the condition B0
j(xi) ¹  0 is equivalent to ti£ xi 

<t i+ 1. Because the supports of the B-Splines are disjoint, B0
j(xi) = dij. 

 

k=1 

We use induction on n to establish this. If n=1, the matrix A is a 1́ 1 matrix with sole 

element A11 = B1
1(x1) ¹  0. 

 

Now suppose the sufficiency has been proved whenever the number of parameters is 

less than n. Consider then the case of n parameters, with n³  2. If there is an index r 

for which 1£ r £ n-1 and xr£ tr+1, then for any pair (i,j) satisfying i£ r£ j, we shall 

have xi£ xr£ tr+ 1£ tj and Aij = B1
j(xi) = 0. The matrix A will therefore have the form 
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DE

C
A

0
             (A.2) 

In which C is r´ r and D is (n-r)´ (n-r). The matrix A is invertible if and only if C and 

D are invertible. The matrix C and D are just like A except smaller (because r£ n and 

n-r£ n). Therefore, they are invertible by the induction hypothesis. 

 

A similar argument can be used if xr³  tr+1 for some index r in the range 2£ r£ n. In 

this case, if j<r £ i, then Aij = 0. The structure of A is 

�
�

�
�
�

�
=

D

EC
A

0
             (A.3) 

with C being (r-1)́ (r-1) and D being (n-r+1)́ (n-r+1). 
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The only case remaining is that in which xi³  ti+1 for 1£ i£ n-1 and xi<t i+1 for 2£ i£ n. 

This can occur only if n=1 (a case already considered) or if n=2. In this special case, 

n=2, k=1, x1>t2, and x2<t3. Hence, t2<x1<x2<t3. On the interval (t2,t3), we have 

B1
1(x)+ B1

2(x)=1. Thus the matrix A has the form 

�
�

�
�
�

�
-

-
=�

�

�
�
�

�

mm
ll

1

1

)()(

)()(

2
1
22

1
1

1
1
21

1
1

xBxB

xBxB
         (A.4) 

The determinant is 0)()( 2
1
11

1
1 >-º- xBxBml . 

 

Now we proceed by induction on k. Assume that the theorem has been proved for 

B-Splines of degree less than k. On the hypothesis, we prove it for splines of degree 

k. Here k ³  2 because we have proved the case of k=1. Our proof will require another 

induction on n, as the proof in the case of k=1. The point of argument is that if xr£ 

tr+ 1 for some rÎ [1,2,…,n-1] or xr³  tr+k for some rÎ [2,3,…,n], then the matrix A will 

have a block structure such as we discussed before and will be invertible by the 

induction hypothesis applied to two submatrices of A. We can therefore assume that  

ti+ 1£ xi£ xi+ 1£ ti+k+ 1 (1£ i £ n-1)         (A.5) 

Suppose that A is singular. Then Au = 0 for some u¹ 0. Let �=
n

k
jj Buf

1

. We note 

that f vanishes at the n+2 points t1, x1, x2, …, xn, tn+k+1. Since k ³  2, f¢ exists and is 

continuous. We infer the existence of n+1 zero, xi of f¢, arranged as follows: 

t1 < x1 < x1 < x2 < x2 < … < xn-1 < xn < xn < xn+1 < tn+k+1 

Now f¢ is of the form �
+

=

-
1

1

1
n

j

k
jj Bv . We also have 

�
+

=

- +££=¢=
1

1

1 )11(0)()(
n

j
ii

k
jj nifBv xx        (A.6) 

By using the equation A.5, we see that xi belongs to the support of Bk-1
i for 2 £ i £ n. 
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Now several cases arise. In case 1, assume that xi£ tk+1 and that xn+1> tn+1. Then x1 is 

in the support of Bk-1
1 and xn+1 is in the support of Bk-1

n+1. Hence, by the induction 

hypothesis, the (n+1)́ (n+1) matrix (Bk-1
j(xi)) is nonsingular. The coefficients, vj in 

equation A.6 must be therefore all be 0. Since 

)/()( 1 jkjjjj ttuukv --= +-           (A.7) 

We can use this formula for 1 £ j £ n+1 if we set u0=un+1=0. The vanishing of the 

coefficients vj implies that 

u1-u0 = u2-u1 = … = un+1-un = 0 

Since u0=un+1=0, we conclude that all ui = 0. 

 

In case 2, assume that xi³  tk+1 and xn+1> tn+1. Then Bk-1
1(xi)=0 for 1 £ i £ n+1 because 

xi is not in the support of Bk-1
1. In this case, we infer from equation A.6 that 

�
+

=

- +££=
1

2

1 )12(0)(
n

j
i

k
jj niBv x          (A.8) 

But xi is in the support of Bk-1
i for 2 £ i £ n+1, and so by the induction hypothesis we 

conclude that vj = 0 for 2 £ j £ n+1. As before, this leads to 

u2-u1 = u3-u2 = … = un+1-un = 0 

and to ui=0 for 1 £ i £ n because un+1=0. 

 

In case 3, assume that x1£ tk+1 and that xn£ tn+1. This is similar to case two. Now xi is 

in the support of Bk-1
i for 1 £ i £ n, and the same arguments as before lead to ui=0 for 

1 £ i £ n. 

 

In case 4, assume that x1³  tk+1 and that tn+1³  xn+1. Now we have Bk-1
1(xi)=0 and 

Bk-1
n+1(xi)=0 for 1 £ i £ n+1. Equation A.6 gives us 
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�
=

- ££=
n

j
i

k
jj niBv

2

1 )2(0)(x          (A.9) 

But xi is in the support of Bk-1
i for 2 £ i £ n, and by familiar reasoning, we conclude 

that 

u2-u1 = u3-u2 = … = un-un-1 = 0 

This shows that all the uj are equal to l . Hence, �=
n

k
jBf

1

l . Since Bk
j ³  0 and 

Bk
1(x1) ³  0, the equation f(x1)=0 shows that l =0. 
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