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Abstract

Handwritten word-spotting is traditionally viewed as an im age matching task be-
tween one or multiple query word-images and a set of candidate word-images in
a database. This is a typical instance of the query-by-example paradigm. In this
article, we introduce a statistical framework for the word-spotting problem which
employs hidden Markov models (HMMs) to model keywords and a Gaussian Mixture
Model (GMM) for score normalization. We explore the use of two types of HMMs for
the word modeling part: continuous HMMs (C-HMMs) and semi-continuous HMMs
(SC-HMMs), i.e.HMMs with a shared set of Gaussians. We show on a challeng-
ing multi-writer corpus that the proposed statistical fram ework is always superior
to a traditional matching system which uses Dynamic Time Warping (DTW) for
word-image distance computation. A very important �nding i s that the SC-HMM
is superior when labeled training data is scarce { as low as one sample per keyword
{ thanks to the prior information which can be incorporated i n the shared set of
Gaussians.

Key words: word-spotting, hidden Markov model, score normalization,universal
vocabulary, handwriting recognition

1 Introduction

Handwritten word-spotting is the pattern classi�cation task which consists in
detecting keywords in handwritten document images [1]. In this article, we
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Fig. 1. Examples of the detection task of the wordr�esiliation (translated as \can-
cellation") in handwritten documents.

are concerned with the detection of words in handwritten mails for document
routing purposes. Nowadays, large institutions and corporations still receive
a high volume of communications in paper form, for instance because of their
legal signi�cance, as a backlog of old documents to be archived, or as general-
purpose correspondence. The detection of keywords can be relevant for auto-
matically routing the document. For example, one might givemore priority to
documents containing the word \urgent", or one might want tore-route the
documents containing \cancellation" (Fig. 1) to the customer service depart-
ment. A signi�cant fraction of these documents (mainly post) is handwritten.
In the following, we discuss why neither traditional handwriting recognition
(HWR) systems nor traditional word-spotting systems are completely suited
to our problem. We then describe the proposed solution.

Traditional methods of handwritten word recognition (HWR) are usually too
cumbersome for such a scenario. As was revealed by the �rst works on word-
spotting, it might not be necessary to decode every single character and word
in a document in order to perform word search. Additionally,it is also a known
fact that HWR systems have not yet achieved competitive performances in
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free-style cursive handwriting [2, 3]. Another disadvantage of HWR applied to
this task is their need to be trained with a huge amount of labeled data. The
long, tedious and costly process of data collection and annotation has to be
repeated for di�erent languages when they are based on di�erent alphabets.
Finally, it was shown that word-spotting systems avoiding HWR can perform
at a higher speed.

Two main types of word-spotting approaches can be identi�ed, depending on
how the input is speci�ed: thequery-by-stringand the query-by-example.

In query-by-string approaches [4, 5], character models have been trained in
advance and at query time the models of the characters forming the string
are concatenated into a word model and the probability of each word image
is evaluated. Thus, such approaches are very similar to HWR systems. Once
trained, these approaches allow searching for any possiblekeyword. However,
they present similar drawbacks to HWR systems.

In query-by-example approaches [6, 7, 8, 9, 10, 11], the input is an image
of the word, and the output is a set of word images that are mostsimilar in
appearance to the query image. This can be seen as a content-based image
retrieval (CBIR) task. The search for a desired keyword is subject to having
an exemplary image of this keyword available. Because the result is based on a
distance measure between the query and all candidate word images, no training
is involved. However, the performance is limited. Many of the works that
belong to this category have shown acceptable performanceson datasets which
contain data from a single or few writers. However, it remains unclear how
these methods would perform in multi-writer conditions. Insome cases, the
performance can be increased by querying multiple times with di�erent images
and combining the results. While it is intuitive that a statistical model could
boost the performance by combining the di�erent queries into a single model,
to the best knowledge of the authors this option has remainedunexplored in
the handwritten word-spotting literature.

The main contribution of the present work is to overcome the drawbacks of
both approaches. Instead of querying by string or by example, we query by
"word-class": we select one or multiple examples from the desired word and
train a probabilistic model for this word. Word candidates are detected by
evaluating the posterior probability of the candidate given the model. The
statistical tools to achieve this objective are hidden Markov models (HMM)
[12] for word models and GMMs for the score normalization [13] part. We
explore the use of two types of HMMs for the word modeling part: continuous
HMMs (C-HMMs) and semi-continuous HMMs (SC-HMMs), i.e.HMMs with
a shared set of Gaussians.

We show experimentally how the proposed approach is consistently superior
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to a query-by-example system on a challenging multi-writercorpus. A very
important �nding is that the the SC-HMM is superior when labeled training
data is scarce { as low as one sample per keyword { thanks to theprior
information which can be incorporated in the shared set of Gaussians.

Compared to a traditional HWR system based on character models which
requires large amounts of labeled training samples, our approach requires a
limited number of labeled samples for a given word-class. This makes the
proposed approach extremely easy to extend for instance to new languages.

Besides the statistical framework, we also introduce some novelties in terms
of feature extraction. The rest of the article is organized as follows. Section 2
discusses the related work. Section 3 presents an overview of the entire word-
spotting system. Section 4 describes the features implemented in our system.
The main focus of the article is Section 5 describing the statistical modeling
in depth. The experimental validation of the system is reported in section 6
and �nally conclusions are drawn in section 7.

2 Related work

Originally, word-spotting was formulated for detecting words or phrases in
speech messages [14, 15, 16], and then extended to locate words in typed text
documents [17, 18, 19]. In [6] it was �rst proposed for o�-line handwritten
documents, as a way to automatically index historical document collections.
This enabled the paradigm of search engines for handwrittendocument images
[20, 21, 22].

Several works have tried to address word-spotting with strategies similar to
HWR systems. Their main idea is to work with character modelsand then
to concatenate them into word models using either HMMs [4, 5]or simpler
statistical assumptions [23]. An advantage of these systems is that they allow
to search for any keyword (or even a more general entity such as \street name"
[24]) once the character models are trained. Although theiraim is not to obtain
a complete transcript, the concept is pretty much the same asHWR systems.
Hence, the limitations discussed in the introduction also apply to this kind of
methods.

However, as discussed in the introduction, the most populartype of approach
is the query-by-example. It consists in matching an input image with one or
multiple query images to determine a distance (or, equivalently, similarity)
that might indicate a correspondence. Two main classes of approaches have
been proposed for handwritten word-spotting. The �rst typeof approaches
uses holistic techniques. This means that an image is described with a sin-
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gle feature vector and a distance between the vectors is de�ned. Manmatha
et al. [6] use directly the image pixels as features and applythe Scott and
Longuet-Higgins (SLH) distance [25], which is invariant toa�ne transfor-
mations. Zhang et al. [26] employ a set of binary features called GSC (for
gradient-structural-concavity) and match them using a correlation-like mea-
sure.

The second type of approaches describes a word image as a set of local fea-
tures. For instance, Leydier et al. [27] use the gradient angles as features and
a cohesive elastic distance. Rothfeder et al. [28] use a corner detector and an
elastic distance between corner positions. However, the state-of-the-art tech-
nique for computing the distance is dynamic time warping (DTW). A variety
of features has been proposed for DTW matching such as word pro�les [8, 7],
\eigenslits" (PCA projections of the image pixels) [11] or contours [10]. These
methods show relatively good accuracy and speed in applications such as his-
torical document retrieval. However, it is also worth mentioning that all the
previously referred works, except [26] report results on test data by a single
or few writers. Thus the generalization capability of theseapproaches to more
complex detection tasks is not clear. None of the works usingthe query-by-
example approach employs a statistical framework.

3 System overview

As mentioned in the introduction, the solved problem in thiswork is the de-
tection of a set of known keywords in an incoming 
ow of scanned letters. A
signi�cant fraction of these letters are handwritten and cannot be processed
by OCR systems. Therefore it is generally processed manually by human oper-
ators, which results in a tedious, expensive and slow task. However we should
note that, apart from mail routing, the system presented in this work could be
applied to other problems of similar nature, such as indexing historical doc-
uments, document categorization and, more generally, metadata extraction
from document images.

In the following sections we will provide the details of the proposed word-
spotting system. Although we put the focus on the crucial steps of feature
extraction and statistical modeling, an overview of the word-spotting system
is provided for completeness in this section. Fig. 2 graphically summarizes the
steps of the current system.

Segmentation. First, a set of word images is extracted from the document
image. The process identi�es the document zones and lines using common
techniques such as morphological operations and projection pro�les analysis
[29]. An example of projection pro�le is depicted in Fig. 3. To separate the
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Fig. 2. Overview of the proposed handwritten word-spotting system.
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Fig. 3. Horizontal projection pro�le for a piece of image

words in each of the obtained lines, �rst the connected components are identi-
�ed, their convex hull is computed and they are ordered from left to right. A
distance is assigned to neighboring components which equals the shortest dis-
tance between their convex hulls. This is based on [30] and [31] and illustrated
in Fig. 4. Distances larger than a threshold are likely to correspond to word
gaps. A k-means algorithm with 2 centroids is used to obtain the threshold in
an unsupervised manner.

While this segmentation method can work reasonably well in clean handwrit-
ing, segmentation is usually error-prone in noisy handwriting. For that reason,
we consider di�erent thresholds to produce several segmentation hypotheses to
ensure that the correct word separation con�guration is considered among all
the segmented elements. The same idea was used in [32]. In ourcase, the gaps
in a line are sorted according to their similarity to the threshold, and the �rst
Nhyp gaps are used to generate segmentation hypotheses. After preliminary
experiments we set the valueNhyp = 10.
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Fig. 4. Connected components convex hulls and gap distances

Fast rejection. The previous multiple hypothesis segmentation produces
about 300 word hypotheses per letter. To reduce the processing cost of the
statistical modeling, the list of word images to analyze is �rst pruned using
two simple steps. First, images whose width is unlikely to correspond to the
width of the keyword are removed, by comparing the image width with the
empirical distribution of widths in the training set. Somewhat surprisingly, the
image width was found to be more discriminative than the traditional width /
height ratio. For the remaining images, we compute a set of holistic features,
by applying the features described in section 4 to the word image globally.
This is a much rougher description of the images but it allowsvery fast clas-
si�cation using a sparse logistic regression (SLR) classi�er [33]. On a dataset
of 630 documents (see section 6) with more than 180 000 word hypotheses,
approximately, 94% of the extracted word hypotheses are pruned while falsely
rejecting 10% of the keyword images.

Normalization. The images surviving the fast rejection step are subject to
common normalization processes to reduce their variability. First, the skew is
corrected by computing the vertical projection pro�le of the image in multiple
rotations and selecting the rotation that maximizes the standard deviation of
the pro�le. The slant of the image is corrected in a similar way: for a number
of shear transforms of the image, we select the one that maximizes the hori-
zontal projection pro�le (a shear transform is illustratedin Fig. 5(a)). In the
normalization box of Fig. 2 some examples of skew and slant corrected images
are shown. After that, the size of the image is corrected. First, we determine
the upperlineand baselinelike in [34]. Then, we rescale the image so that the
distance between upperline and baseline (denoted asmain body) is a �xed
value of � = 18 pixels. This provides images of a uniform size without being
much in
uenced by the sizes of ascenders and descenders. Finally, we perform
a \silence removal" operation, inspired from speech recognition, which in our
case consists in removing the image columns that only contain background
pixels (see Fig. 5(b) for an example). We con�rmed that all these operations
increased the performance of the �nal system. We do not perform any normal-
ization of width of the words since we will employ HMMs and these can cope
with variable-length sequences. The same applies for dynamic time warping
(DTW) which is used for comparison in section 6.4.

Feature extraction. From each normalized image, a sequence of feature vec-
tors is obtained. A sliding window is shifted along the imagefrom left to right,
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(a) (b)

Fig. 5. (a) Shear transform of angle� applied to a rectangle, (b) silence removal
operation

and at each position a feature vector is extracted. Our system is independent
of the particular features computed at this step. Currently, the best perfor-
mance is obtained with the local gradient histogram (LGH) features, that we
proposed in [35], but we also consider other features. We will devote section 4
to the description of the features that are used in this work.

Statistical modeling. This is the principal focus of this work. The main
issues in the statistical modeling part are the choice of models for p(X jW)
and p(X ). In this work we have chosen HMMs and GMMs, respectively. We
see how these two components are especially linked in the case of the SC-HMM
and how the SC-HMM is able to learn from a very small set of samples. The
statistical modeling part is examined in detail in section 5.

4 Feature extraction

To show that our statistical approach is feature-independent, several features
were implemented and evaluated. We included features that had been previ-
ously employed for modeling handwritten words in a HMM framework [36, 37]
as well as our features [35]. The well-known feature set in the word-spotting
domain [8] is not considered because it is a subset of the features in [36] and
they showed poorer performance in preliminary experimentswith respect to
the superset. All the considered features follow a sliding window approach: a
�xed-width window shifts column by column from left to right and at each
position a feature vector is extracted. The sequence of vectors obtained in this
fashion can be suitably modeled with HMMs. We describe the three feature
types we evaluated.
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4.1 Column features

One of the most in
uencing works in o�ine handwriting recognition using
HMMs is probably the one by Marti & Bunke [36]. In their work and other
recent works (cf. [38]) by these authors, the features are taken columnwise.
From the set of foreground pixels in each image column, 9 geometrical features
are computed, namely: the total number of foreground pixels, the mean, sec-
ond order moment, minimum and maximum of their positions, the di�erences
between the maximum and minimum values with respect to the previous col-
umn, the number of black-white transitions, and the number of foreground
pixels between upper- and baseline.

To obtain features robust to the size variations of ascenders/descenders, the
authors of [36] scale the three main zones of an image (the ones determined by
the upperline and baseline) to a prede�ned height. This would rather belong
to the normalization step explained in Section 3. However, we prefer to have a
common image normalization step independent of the features. Therefore, we
impose a similar strategy at feature extraction time in which we consider that
the baseline corresponds to a vertical coordinate ofy = 0 and the upperline to
y = 1. A further improvement that was found experimentally is to treat each
individual feature sequence as a signal and apply a Gaussianconvolution to
smooth the signals.

4.2 Pixel count features

Contrarily to the column features, in another well-known work by Vinciarelli
et al. [37] the width of the sliding window comprises severalcolumns. At each
position, the height of the window is adjusted to the area actually containing
pixels, and then it is split into a 4 � 4 cell grid. The pixel counts in each
of these cells are concatenated to form a 16-dimensional feature vector. To
avoid boundary problems at the very �rst or very last positions of the sliding
window, we assume the area outside the image consists of background pixels.

Again, two additional improvements were found in practice:(a) to apply a
prior Gaussian smoothing to the word images, and (b) to normalize the fea-
ture vectors so that the sum of their components is 1, making the features
independent of stroke thickness.
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Fig. 6. Feature extraction process

4.3 Local gradient histogram (LGH) features

The LGH features were proposed in [35] inspired by the computer vision lit-
erature [39] and show better performance than other common features. Fig. 6
provides an overview of the process.

First a Gaussian �lter is applied to a word imageI (x; y) to obtain the smoothed
image L(x; y). From L, the horizontal and vertical gradient componentsGx

and Gy are determined as

Gx (x; y) = L(x + 1; y) � L(x � 1; y) (1)

and

Gy(x; y) = L(x; y + 1) � L(x; y � 1): (2)

Then, the gradient magnitudem and direction � are obtained for each pixel
with coordinates (x; y) as

m(x; y) =
q

G2
x + G2

y (3)

and

� (x; y) = ] (Gy; Gx); (4)
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Fig. 7. Angular bins for T=8 and angle di�erences of � (x; y) to the two closest bins

where] is a function that returns the direction of the vector (Gx ; Gy) in the
range [� �; � ] by taking into account tan� 1(Gy=Gx ) and the signs ofGx and
Gy.

A sliding window of �xed width traverses the image from left to right to
obtain a sequence of overlapping sub-images of word parts. Each sub-image
is further reduced to the region actually containing pixelsand this region is
subdivided in 4� 4 regular cells. From all the pixels in each cell, a histogram
of gradient orientations is constructed. We considerT = 8 orientations. Each
pixel contributes to the closest bin with an amountm(x; y). Alternatively,
the two closest orientations can share the amountm(x; y) as determined by a
linear interpolation to reduce the impact of aliasing noise(see Fig. 7).

The concatenation of the 4� 4 histograms of 8 bins gives rise to a 128-
dimensional feature vector for each window position. Each feature vector is
scaled to have norm 1. This operation can be related to a localcontrast nor-
malization and signi�cantly improves performance in practice.

5 Statistical modeling

The main contribution of this work is to extend the whole-word query-by
example word-spotting to a statistical modeling framework. In the traditional
query-by-example framework, a distanced between a candidate word and a
query image is computed and the candidate word is said to be the same term
if d is below a prede�ned threshold. In other cases, several query images are
considered. Individual distancesdi are computed between the candidate and
each query, and a decision rule combines the scores. In this work, instead of
using a distance, we train a statistical model using all the queries and the
score of the word image is the posterior probability of the model knowing
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the image. The main advantage with respect to the query-by-example is that
we expect superior performance. The main advantage with respect to HWR
systems is that we do not need to train subword models, which would require
a large labeled word corpus. Instead, we only need keyword samples to train
the model. One advantage of this is that the approach could bemore easily
extended to other languages that do not use the same alphabet, for instance.

In our approach, the score of a word image X on a word W is the posterior
p(WjX ). Usually, it is preferable to work with logarithms. From Bayes' rule
follows that the score (log of posterior) is:

logp(WjX ) = log p(X jW) + log p(W) � logp(X ): (5)

We should distinguish between two types of problems. In closed-world prob-
lems (as discussed in [37]), a wordW � from the lexicon is selected according
to W � = arg maxW p(WjX ). Sincep(X ) is constant across all the hypotheses
W, the relevant score is logp(X jW) + log p(W). In contrast, in veri�cation
problems, as it is our case, an imageX is said to correspond to wordWn if
p(Wn jX ) > � n , � n being a decision threshold. In this case, logp(Wn ) can be
integrated in the decision threshold and the score to be considered is

Sn (X ) = log p(X jWn) � logp(X ); (6)

The term p(X ) has to be explicitly modeled. It can be interpreted as a cor-
rection of the na•�ve scorep(X jW). This correction is known under the name
\score normalization" in the literature. In this work, p(X jWn) is modeled us-
ing a HMM and p(X ) is modeled using a GMM, as detailed in sections 5.1
and 5.2.

5.1 Hidden Markov models

Hidden Markov models are state-of-the-art in handwriting recognition [40, 41,
42, 43, 44, 45, 36, 46, 37, 38]. A key advantage in handwritingmodeling is that
HMMs can cope with variable-length data and non-linear timedeformations.
The reader is referred to [12, 47] for technical details on HMMs.

In practice, a HMM can be employed to represent a whole word or, alterna-
tively, sub-word units such as characters which can be concatenated to form
general strings. In our particular problem, the former choice is preferable since
it only requires keyword examples as training material. We adopt the common
left-to-right topology without skip-state jumps (an example is illustrated in
Fig. 8). Given a training set, the Baum-Welch algorithm [48]is employed for
optimizing the parameters of the model. A trained model can be used to score
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Fig. 8. An example of left-to-right hidden Markov model

new input images by means of the forward algorithm (or its approximation us-
ing the Viterbi algorithm) [12]. Of course, word images needto be represented
as sequences of feature vectorsX = x1x2 : : : xT , also known as sequences of
frames.

Inspired by [49], we experimented with two di�erent approaches to set the
number of states per word HMM. In the �rst case, the number of states is
proportional to the number of characters in the word. In the second case, it
is proportional to the average word length (as estimated on atraining set).
Both approaches lead to very similar detection performancein our case, and
we chose the former one as it does not rely on the training material. A number
of 10 states per letter is employed in the experiments.

In the following, we consider two HMM types, namely the continuous HMM
(C-HMM) and the semi-continuous HMM (SC-HMM), which di�er i n the
computation of the emission probabilities.

Continuous HMM

In C-HMMs, the likelihood of emitting a framext in state j is modeled using
a Gaussian mixture model (GMM)

bj (xt ) =
N jX

l=1

wj l N (xt j� j l ; � j l ); (7)

where N j denotes the number of Gaussians in statej , N (xj�; �) denotes a
normal distribution with mean � and covariance matrix �, and the weights
wj l are subject to the constraints 0� wj l and

P
l wj l = 1.
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Semi-continuous HMM

The large amount of Gaussian parameters found in a continuous HMM can be
reduced if we restrict all the state-dependent Gaussian p.d.f's to come from a
global pool of p.d.f.'s [50, 51] so that the only state-dependent parameters are
the mixture weights. This case is known assemi-continuousor tied-mixture
HMM . In this case, the observation probabilities in statej are written as

bj (xt ) =
NX

l=1

wj l N (xt j� l ; � l ): (8)

However, sometimes a large N is needed for obtaining good accuracy, and in
practice the number of parameters of the SC-HMM can be largerthan in the
C-HMM. Nevertheless, in this case the mixture weights tend to be sparse.

The pool of Gaussians is obtained by training a GMM in an unsupervised way
from a large set of frames appearing in many di�erent word samples. Here,
the Gaussians represent soft clusters of similar frames, sothey can be inter-
preted as 'codewords' of a vocabulary, like in the computer vision literature
[52]. We refer to this GMM as \universal vocabulary" of shapes, since each
codeword represents a part of a character, a connector, a whole character, etc.
In the speech recognition literature, this is known as universal background
model (UBM) [53]. Since the means and covariance matrices ofthe SC-HMM
are taken from the universal vocabulary, only the transition probabilities and
mixture weights have to be updated at training time. A weightwj l is the
frequency of the codebook shapel in state j .

The use of a universal vocabulary brings a crucial bene�t to our approach.
Usually, C-HMMs shows very poor generalization performance when the train-
ing material is scarce, due to over�tting. On the other hand,the SC-HMM
is constrained by the a priori information contained in the visual vocabulary.
Thus it will obtain reasonable performances in the case where a small amount
of training material is available, which is crucial in a word-spotting problem. In
fact, experiments in section 6.4 show that even in the case ofa single training
sample we outperform a classical DTW-based query-by-example approach.

5.2 Score normalization

The second component of the statistical model deals with thecomputation of
p(X ) in Eq. 6. First, we review existing approaches for score normalization
and then we will describe the proposed method in detail.
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Score normalization approaches

Score normalization is a well studied topic in speech/speaker recognition ap-
plications [13, 15]. More recently, several works in the �eld of HWR have used
score normalization for writer veri�cation [54] or rejection strategies [55].

In the speech and handwriting recognition literature, two main score normal-
ization approaches can be identi�ed. The �rst score normalization approach
consists in splitting the evidencep(X ) into:

p(X ) = p(W)p(X jW) + p( �W)p(X j �W) (9)

where p( �W) = 1 � p(W) and p(X j �W) is an anti-model of word W. The
posterior then becomes

p(WjX ) =
p(W)p(WjX )

p(W)p(X jW) + p( �W)p(X j �W)
(10)

=
1

1 + p( �W )
p(W )

p(X j �W )
p(X jW )

: (11)

and the following likelihood ratio can be used for scoring:

p(X jW)
p(X j �W)

: (12)

The most widely used approach to computingp(X j �W) is the so-called cohort
models [56].X is scored against a set of alternative models, the cohorts, and
the scores are then combined by taking the average or the max for instance.
However, in a small vocabulary word-spotting application there is generally
no available set of cohorts and this approach cannot be applied.

The second approach, which is more suited to the word-spotting problem,
consists in modeling directly the distributionp(X ) of all the words that might
be encountered by the system [15]. This model is generally referred to as�ller
model, garbage model, world model or background model. It is trained on a
su�ciently large set of representative sample images. The traditional approach
is to use for the �ller model the same topology as for the word model. This
means that if the word model is a HMM with e.g. 100 states, thenthe �ller
model will be a HMM with 100 states.
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Fig. 9. A summary of the training and test procedure

Proposed score normalization

To model p(X ), we follow the philosophy of �ller models but we propose
to use a di�erent topology and use instead a GMM. Indeed, we propose to
estimate a universal vocabulary, as explained in section 5.1 and score a sample
X = x1x2 : : : xT using the log-likelihood on the vocabulary GMM:

logp(X ) =
TX

t=1

logp(xt j� GMM ); (13)

where � GMM denotes the parameters of the universal vocabulary. Note how
this score normalization is especially convenient for the SC-HMM case since
the universal vocabulary is already available from the previous step. In this
case, the only extra cost induced by the score normalizationis the evaluation
of Eq. 13. In the C-HMM case, however, the universal vocabulary has to be
explicitly estimated at training time. A summary of the scoring procedure is
given in Fig. 9.

Despite the fact that a GMM does not take into account the ordering of the
frames, contrarily to a HMM, experimental results in section 6.3 show that
the proposed approach is on par in terms of detection accuracy with respect
to the �ller model based normalization. But more importantly, thanks to its
simpler structure, it has a signi�cantly lower computational cost at test time.
Also, there is only one GMM model for score normalization forall keywords.
In the case of �ller models, if the di�erent keywords have di�erent topologies,
di�erent �ller models must be used. This increases even morethe di�erence
in computational cost.
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Interpretation of score normalization

The need for score normalization can be understood using an illustrative ex-
ample. Let us imagine the image of a word written with a writing style that
does not appear in the training set. Even if the image corresponds to key-
word W, the log-likelihood p(X jW) might be low. In contrast, when score
normalization is considered, the frames will also score lowon the universal vo-
cabulary (i.e.p(X ) will be low), thus keeping the ratiop(X jW)=p(X ) approx-
imately constant. The same e�ect is found in the opposite case. When a word
contains frames that are very frequent in the vocabulary, the log-likelihood
p(X jW) will be high, but in this casep(X ) is also large and score normaliza-
tion counter-balances this e�ect. In general, score normalization compensates
for mismatches between training and test conditions and words with frequent
patterns (i.e.frequent letters).

6 Experiments

The proposed statistical framework for word-spotting is evaluated in a series
of experiments. First, the experimental conditions are described. Then, we
evaluate the system performance and the e�ect of score normalization. Finally,
we compare our framework with the traditional image matching approach and
study the in
uence of the amount of training material.

6.1 Experimental setup

Keyword-spotting experiments are carried out on real mailroom data. We use
a dataset containing 630 scanned letters written in French submitted to the
customer department of a company. Because we consider the �rst page of
individual letters, it is assumed that each letter is from a di�erent writer.
The writing is unconstrained and the letters contain artifacts such as stricken
words and spelling mistakes.

Word hypotheses are segmented from the page images as explained in section 3
and the sub-images corresponding to speci�c keywords are manually labelled.
The 10 most frequent word classes (e.g. \Monsieur", \Madame", \r�esilier",
\contrat", etc.) are used in the experiments. The number of labeled positive
samples for the di�erent keywords ranges from 208 to 750. This does not mean
that these words are easy to detect. Actually, these values have to be compared
to the 180,000 word hypotheses generated by the segmentation process (as
commented in section 3). For instance, the most frequent word (750 samples)
corresponds to 0.4% of the word hypotheses. Thus the probability that these
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samples appear by chance among the top retrieved results is very small. We
chose the most frequent words to ensure that we have enough positive samples
to estimate robustly the retrieval accuracy.

The letters are split into 6 folds, numbered from 0 to 5. Samples from fold 0
will be used exclusively for training the universal vocabulary. The other folds
will remain for the training and evaluation of keyword models, which is done
on a 5-fold cross validation basis.

The numeric results reported in this section refer to the setof samples not
eliminated by the fast rejection step. As mentioned above, about 180,000 word
hypotheses are extracted from the 630 documents. In the current setting, the
fast rejection step eliminates on average 94% of them for each keyword class
(by falsely rejecting 10% of the real positives keywords). This is just an exem-
plary setting which is application-dependent but we have observed the general-
ity of the approach for other settings in separate experiments. Approximately
25 word images per keyword and per document survive the fast rejection step.

For evaluation, we plot traditional precision-recall curves. To summarize the
performance of a system with a single �gure, we measure the Average Preci-
sions (AP) for the 10 keywords and report the mean (later referred to as mean
AP or mAP).

6.2 System performance

In the �rst round of experiments, we compare the C-HMM and SC-HMM using
the three di�erent feature types described in section 4. Forthese experiments
we use all the available training data (the in
uence of the amount of training
data is studied in section 6.4).

In Table 1 we compare the LGH features to the Marti & Bunke and Vinciarelli
features for the C-HMM case, in terms of mAP values. This is done for a
number of NG = 1; 2; 4; 8; 16 Gaussians per state. For eachNG we also have
to evaluate the optimal number of Gaussians of the GMM used for score
normalization. This is one disadvantage of the C-HMM. The optimal number
of GaussiansN of the GMM for each case is given in brackets in Table 1. The
precision-recall curve for the wordr�esiliation is shown on Fig. 10.

The best performance (mAP = 0.870) is obtained using the LGH features, with
a HMM of 16 Gaussians per state and a universal vocabulary of 512 Gaussians.
In practical systems we might prefer to use a reduced number of Gaussians,
e.g. 8 since the cost of training and testing is reduced approximately by half
and the di�erence in mAP is less than 0.01. The obtained results show very
robust performance. For illustration, in Fig. 11 we plot the25 samples with
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Table 1
Comparison of mAP values of the LGH features with those of theVinciarelli and

Marti & Bunke features, as a function of the number of Gaussians in the HMMs.
In each case, the universal vocabulary leading to best performance is used. The
number of Gaussians of the best universal vocabulary is given in brackets.

NG Marti & Bunke Vinciarelli LGH

1 0.670 (32) 0.687 (8) 0.807 (8)

2 0.692 (16) 0.745 (16) 0.836 (32)

4 0.694 (64) 0.783 (32) 0.857 (128)

8 0.700 (64) 0.803 (64) 0.867 (256)

16 0.697 (64) 0.810 (128) 0.870 (512)
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Fig. 10. Precision-recall curve for the di�erent feature types for the keyword
r�esiliation using C-HMM

highest score in the model of the wordr�esiliation . All samples are actually
a correct instance of the keyword. Indeed, the �rst incorrect sample comes
at position 196, despite the variability in the writing. For the other words, a
similar behaviour is obtained. The �rst negative sample occurs, in average, at
position 156 (min is 37 and max 321).

In table 2 we report the same results for the SC-HMM. The precision-recall
curve for the keywordr�esiliation are shown on Fig. 12. In this case, the best
performance (mAP = 0.82) is again obtained by the LGH features and is
below the performance shown by the C-HMM. It is achieved by a model with
1024 Gaussians. Clearly the number of Gaussian components in the visual
vocabulary is the main parameter which governs the performance of the SC-
HMM. Since such a HMM is described by 1024 weights per state (and 10 states
per character), the e�ective number of parameters is large,but inspection of
these values reveals that the weight vectors are very sparse.
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Fig. 11. Best ranked samples by the model of the keywordr�esiliation

Table 2
mAP values for the Mart & Bunke, Vinciarelli and LGH features in the SC-HMM

case.
N Marti & Bunke Vinciarelli LGH

128 0.727 0.741 0.758

256 0.748 0.767 0.766

512 0.755 0.780 0.793

1024 0.759 0.791 0.815
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Fig. 12. Precision/recall plots obtained for the di�erent f eature types for the keyword
r�esiliation using SC-HMM

6.3 Score normalization

Although the experiments in previous section have considered score normal-
ization, we would like to provide some more experiments to understand their
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e�ect. In the current round of experiments we compare the performance of
three settings: 1) without score normalization 2) with a �ller model, 3) with
the proposed GMM-based score normalization. We provide results for the LGH
features but experiments (not shown here) have shown the generality of the
approach for the other feature types.

For the system without score normalization, experiments show that training
the HMMs with more than 1 Gaussian per mixture does not give a signi�cant
performance improvement. This is surprising when comparing with the results
found in the literature, which use a larger number of Gaussians, and also given
the large number of training samples. Hence, we keep 1 Gaussian per mixture
for the sake of computational e�ciency.

When using a �ller model, the best performance is obtained when both the
word HMM and the �ller HMM have 16 Gaussians per mixture. Finally, for the
proposed system, the best performance is obtained for a HMM with 16 Gaus-
sians per mixture and the normalizing GMM of 512 Gaussians per mixture,
as reported in the previous section.

Table 3 provides the mAP values for the three noralization schemes. We can
observe a signi�cant improvement in terms of mAP when score normalization
is considered. Also, it can be observed that the �ller model approach and the
proposed GMM approach are on par in terms of detection accuracy.

Table 3
Mean average precision (mAP) values of (i) the system without score normaliza-
tion, (ii) the �ller model based normalization, and (iii) th e proposed GMM score
normalization, using LGH features and C-HMMs.

Score norm. mAP

None 0.771

GMM 0.870

Filler 0.868

However, the training process of the GMM with 512 Gaussians takes 2.5 less
time than training a �ller model with 16 Gaussians. And at test time, the
scoring on the GMM is 4.6 times faster than on the �ller model on average.
On top of that, if word dependent �ller models are employed { as in our case
{, the computational cost must be multiplied by the number ofdi�erent �ller
models. Thus it is clear that the proposed GMM-based normalization provides
an advantage in terms of computational cost with respect to the traditional
�ller model approach.

In SC-HMM experiments, we found that the SC-HMM without score normal-
ization performed very poorly for our particular problem. Our best explanation
is the dimensionality of the LGH features. It is a known fact that in HMMs
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Table 4
Mean average precision (mAP) values of (i) the system without score normaliza-
tion, (ii) the �ller model based normalization, and (iii) th e proposed GMM score
normalization, using SC-HMMs.

Score norm mAP

None 0.074

Filler 0.816

GMM 0.815

with continuous emission probabilities, mixture weights play a less and less
important role as the dimensionality of the feature vectorsincreases. For in-
stance, in the case of a model with 512 Gaussians, mixture weights have values
on the order of 1=512 = 2:10e� 3. This is to be compared with the Gaussian
likelihoods which are on the order of 10� 50. As the mixture weights are the
only word-dependent parameters of the emission probabilities of an SC-HMM
and as their in
uence is very small compared to the Gaussian likelihoods,
the poor performance of the SC-HMM is not completely surprising. However,
when applying the score normalization based on the same poolof Gaussians
underlying the SC-HMM, the performance dramatically increases. This is ap-
preciated from the mAP values reported in Table 4.

Note also that the GMM normalization performs essentially as well as the
�ller-based normalization. However the important point is that the GMM is
already available from the training phase of the SC-HMM. In contrast, the
�ller model must be explicitly constructed. Thus the cost saved by using the
GMM is very high.

In the previous section we stated that an advantage of our score normaliza-
tion approach in the SC-HMM case is that it reduces the mismatch between
training and test conditions due to the fact that both p(X jW) and p(X ) use
the same pool of Gaussians. Let us analyze this statement using an additional
experiment. In Table 5 we show the performances for SC-HMM with a SC-
HMM of N Gaussians but using a universal vocabulary ofN 0 Gaussians for
score normalization. One can appreciate that in the cases where N 6= N 0 the
performance decreases compared to the cases where the same pool is used
(N=N'). In preliminary experiments [57] we observed the same behavior for
the two other features, although the performance drop is less exaggerated.
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Table 5
mAP values for SC-HMM using di�erent pools of Gaussians, forthe LGH features. N
is the number of Gaussians in the SC-HMM pool and N' is the number of Gaussians
in the universal vocabulary used for score normalization. Of course, in the case N=N'
the same pool is used and this reduces to the results shown in Table 2.

N / N' 128 G 256 G 512 G 1024 G

128 G 0.758 0.104 0.078 0.070

256 G 0.203 0.766 0.178 0.120

512 G 0.243 0.390 0.793 0.338

1024 G 0.289 0.407 0.549 0.815

6.4 Comparison with DTW and evaluation of the in
uence of training sam-
ples

It is useful to compare the performance of the two proposed systems based
on C-HMMs and SC-HMMs to a state-of-the-art query-by-example approach
which uses dynamic time warping (DTW) to compute the distance between
word-images. We especially study the in
uence of the numberof querying
samples on the accuracy of the three methods.

For the DTW baseline, we use the Euclidean distance for the individual vector-
to-vector distance and divide the score by the length of the warping path, to
conform to [8]. When querying with multiple images, we compute the distance
between the query images and the candidate image and use as score for the
candidate the minimum distance.

The experimental protocol is as follows. We select randomlya set ofM sam-
ples for querying. We repeat this procedure 10 times to reduce the e�ects of
randomness and report the average. Of course, this reduced set of training
images is the same for DTW, SC-HMM and C-HMM. We report experiments
with M = 1; 5; 10; 25; 50; 100. In the case of DTW,M = 50; 100 are not consid-
ered due to the fact that the computational cost at test time increases linearly
with the number of training samples and thus very high even for a few tens of
samples. In contrast, this is not a problem for the C-HMM and the SC-HMM
since the evaluation time of a model is �xed, independent of the number of
training samples.

The results of the described experiments are shown in Fig. 13. Let us analyze
this important result:

(1) For a high amount of training samples (N > 50), the C-HMM gives
the best performance. This is compatible with the results obtained in
section 6.3, where we already observed this fact when training with all
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Fig. 13. Mean average precision (mAP) of the DTW, SC-HMM and HMM in their
best settings as a function of the number of training samples.

the available samples. This result is also not surprising because the C-
HMM does not have any constraint and should be able to increase the
accuracy with increasing number of training samples.

(2) More interestingly, when the training material is scarce (N < 50) the SC-
HMM is superior to the C-HMM, the latter obtaining poor performance.
This result can be explained by the fact that the SC-HMM is constrained
to the UBM and therefore incorporates prior information that comple-
ments the model in lack of training data. In contrast, because the C-HMM
does not include this constraint, it over�ts to the training data and does
not generalize well.

(3) SC-HMM is consistently superior to DTW. This fact shows the advantage
of combining samples into a statistical model as opposed to computing
individual distances. But surprisingly, also in the case ofa single training
sample. Although we would expect a model to be incapable of learning
relevant information from a single training sample, again the SC-HMM
incorporates prior information and is capable of building acompetitive
model just from the initial GMM and a single training sample.To the
best of the author's knowledge, this advantage of the SC-HMMhad not
been reported before.
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7 Conclusions

We presented a robust handwritten word-spotting system formail documents
using a statistical framework. One property of mail document analysis is the
complexity of the data due to the large variety of writing styles and because
of the spontaneous writing. The presented approach is signi�cantly more ac-
curate than a traditional query-by-example approach, while being fast and
requiring a moderate amount of labeled training data. It incorporates some
elements new in the handwriting modeling domain, such as theGMM-based
score normalization.

Apart from the robust performance shown by the system, an important �nd-
ing of this work is that a SC-HMM does not over�t when trained with few
samples. Even with a single training sample, it retrieves correct words more
e�ciently than the traditional DTW-based approach. This is thanks to the
a priori information incorporated in the SC-HMM. To the bestknowledge of
the authors, this advantage had not been reported previously.

The aforementioned �nding opens a set of new perspectives inproblems where
it is not possible/desirable to have more than one or a coupleof training
examples, for instance incremental systems: initially, the system is trained
with one or few manually collected examples and then it can incorporate more
training samples by means of user feedback or active learning techniques.

A current limitation of the proposed system is that it uses a generative ap-
proach for classi�cation, although, in general, discriminative approaches are
superior. This is a general problem of the HMM that we will address in future
work.

Acknowledgements

The work of Jos�e A. Rodr��guez is partially supported by theSpanish projects
TIN2006-15694-C02-02 and CONSOLIDER-INGENIO 2010 (CSD2007-00018).
The authors would like to thank M. Bressan (XRCE), J. Llad�os (CVC) and
G. S�anchez (CVC) for their helpful comments.

References

[1] T. M. Rath, R. Manmatha, Word spotting for historical doc uments, Int. J.
Doc. Anal. Recognit. 9 (2007) 139{152.

25



[2] R. Plamondon, S. N. Srihari, On-line and o�-line handwri ting recognition: a
comprehensive survey, IEEE Trans. Pattern Anal. Mach. Intell. 22 (2000) 63{
82.

[3] H. Bunke, Recognition of cursive Roman handwriting - past, present and future,
in: Proc. of the 7th Int. Conf. on Document Analysis and Recognition, Vol. 1,
2003, pp. 448{459.

[4] J. Edwards, Y. W. Teh, D. A. Forsyth, R. Bock, M. Maire, G. V esom, Making
Latin manuscripts searchable using gHMMs, in: Neural Information Processing
Systems, 2004.

[5] J. Chan, C. Ziftci, D. Forsyth, Searching o�-line Arabic documents, in: Proc.
of the 2006 IEEE Computer Society Conf. on Computer Vision and Pattern
Recognition, 2006, pp. 1455{1462.

[6] R. Manmatha, C. Han, E. M. Riseman, Word spotting: A new approach to
indexing handwriting, in: Proc. of the 1996 IEEE Conf. on Computer Vision
and Pattern Recognition, 1996, p. 631.

[7] A. Kolcz, J. Alspector, M. Augusteijn, R. Carlson, G. V. P opescu, A line-
oriented approach to word spotting in handwritten documents., Pattern Anal-
ysis and Applications 3 (2) (2000) 153{168.

[8] T. M. Rath, R. Manmatha, Word image matching using dynamic time warping.,
in: Proc. of the 2003 IEEE Conf. on Computer Vision and Pattern Recognition,
2003, pp. 521{527.

[9] B. Zhang, S. N. Srihari, C. Huang, Word image retrieval using binary features,
in: Document Recognition and Retrieval XI, 2004.

[10] T. Adamek, N. E. Connor, A. F. Smeaton, Word matching using single closed
contours for indexing handwritten historical documents, Int. J. Doc. Anal.
Recognit. 9 (2) (2007) 153{165.

[11] K. Terasawa, T. Nagasaki, T. Kawashima, Eigenspace method for text retrieval
in historical document images, in: Proc. of the 8th Int. Conf. on Document
Analysis and Recognition, 2005, pp. 436{441.

[12] L. R. Rabiner, A tutorial on hidden Markov models and selected applications
in speech recognition, Proc. of the IEEE 77 (1989) 257{286.

[13] H. Jiang, Con�dence measures for speech recognition: Asurvey., Speech Com-
munication 45 (4) (2005) 455{470.

[14] C. S. Myers, L. R. Rabiner, A. E. Rosenberg, On the use of dynamic time
warping for word spotting and connected word recognition, Bell System Tech.
Journ. 60 (1981) 303{325.

[15] R. C. Rose, D. B. Paul, A hidden Markov model based keyword recognition
system, in: Int. Conf. on Acoustics, Speech, and Signal Processing, 1990, pp.
129{132.

[16] K. Knill, S. Young, Speaker dependent keyword spottingfor accessing stored
speech, Tech. Rep. CUED/F-INFENG/TR 193, Cambridge Univer sity Engi-
neering Department (1994).

[17] S. S. Kuo, O. E. Agazzi, Keyword spotting in poorly printed documents using
pseudo 2-D hidden Markov models, IEEE Trans. Pattern Anal. Mach. Intell.
16 (8) (1994) 842{848.

[18] B.-J. Cho, J. H. Kim, Print keyword spotting with dynami cally synthesized
pseudo 2d HMMs, Pattern Recognition Lett. 25 (9) (2004) 999{1011.

26



[19] F. R. Chen, L. D. Wilcox, D. S. Bloomberg, Word spotting in scanned images
using hidden Markov models, in: IEEE Conf. on Audio, Speech and Signal
Processing, Vol. 5, 1993, pp. 1{4o.5.

[20] E. Saykol, A. Sinop, U. Gudukbay, O. Ulusoy, A. Cetin, Content-based retrieval
of historical ottoman documents stored as textual images, IEEE Transactions
on Image Processing 13 (3) (March 2004) 314{325.

[21] T. Rath, V. Lavrenko, R. Manmatha, A statistical approa ch to retrieving his-
torical manuscript images, CIIR Technical Report MM-42 (2003).

[22] S. N. Srihari, C. Huang, H. Srinivasan, A search engine for handwritten docu-
ments, in: Document Recognition and Retrieval XIII, 2005, pp. 66{75.

[23] H. Cao, V. Govindaraju, Template-free word spotting in low-quality
manuscripts, in: Sixth Int. Conf. on Advances in Pattern Recognition, 2007.

[24] M. A. El-Yacoubi, M. Gilloux, J.-M. Bertille, A statist ical approach for phrase
location and recognition within a text line: An application to street name
recognition, IEEE Trans. Pattern Anal. Mach. Intell. 24 (2) (2002) 172{188.

[25] G. L. Scott, H. C. Longuet-Higgins, Proceedings: Biological Sciences 244 (1991)
21{26.

[26] B. Zhang, S. N. Srihari, Binary vector dissimilarity measures for handwriting
identi�cation, in: Document Recognition and Retrieval X, 2 003, pp. 28{38.

[27] Y. Leydier, F. L. Bourgeois, H. Emptoz, Omnilingual segmentation-free word
spotting for ancient manuscripts indexation, in: Proc. of the 8th Int. Conf. on
Document Analysis and Recognition, 2005, pp. 533{537.

[28] J. Rothfeder, S. Feng, T. Rath, Using corner feature correspondences to rank
word images by similarity, in: Workshop on Document Image Analysis and
Retrieval, 2003.

[29] L. Likforman-Sulem, A. Zahour, B. Taconet, Text line segmentation of histor-
ical documents: a survey, Int.J.Doc.Anal.Recognit. 9 (2) (2007) 123{138.

[30] U. Mahadevan, R. C. Nagabushnam, Gap metrics for word separation in hand-
written lines, in: Proc of the 3rd Int. Conf. on Document Anal ysis and Recog-
nition, Vol. 01, 1995, p. 124.

[31] S. Kim, S. Jeong, G.-S. Lee, C. Suen, Word segmentation in handwritten korean
text lines based on gap clustering techniques, in: Proc. of the Sixth Int. Conf.
on Document Analysis and Recognition, 2001, p. 189.

[32] C. I. Tomai, B. Zhang, V. Govindaraju, Transcript mappi ng for historic hand-
written document images, in: Int. Workshop on Frontiers in Handwriting
Recognition, 2002, p. 413.

[33] B. Krishnapuram, A. J. Hartemink, Sparse multinomial l ogistic regression: Fast
algorithms and generalization bounds, IEEE Trans. Pattern Anal. Mach. Intell.
27 (6) (2005) 957{968, fellow-Lawrence Carin and Senior Member-Mario A. T.
Figueiredo.

[34] A. Vinciarelli, J. Luettin, A new normalization techni que for cursive handwrit-
ten words, Pattern Recognition Lett. 22 (9) (2001) 1043{1050.

[35] J. A. Rodr��guez, F. Perronnin, Local gradient histogram features for word
spotting in unconstrained handwritten documents, in: Int. Conf. on Frontiers
in Handwriting Recognition, 2008.

[36] U.-V. Marti, H. Bunke, Using a statistical language model to improve the
performance of an HMM-based cursive handwriting recognition system, Int. J.

27



Patt. Recog. Art. Intell. 15 (2001) 65{90.
[37] A. Vinciarelli, S. Bengio, H. Bunke, O�ine recognition of unconstrained hand-

written texts using HMMs and statistical language models., IEEE Trans. Pat-
tern Anal. Mach. Intell. 26 (6) (2004) 709{720.

[38] M. Zimmermann, J. C. Chappelier, H. Bunke, O�ine gramma r-based recogni-
tion of handwritten sentences, IEEE Trans. Pattern Anal. Mach. Intell. 28 (5)
(2006) 818{821.

[39] D. G. Lowe, Distinctive image features from scale-invariant keypoints, Int. J.
Comput. Vision 60 (2) (2004) 91{110.

[40] M. Y. Chen, A. Kundu, J. Zhou, O�-line handwritten word r ecognition using
a hidden Markov model type stochastic network, IEEE Trans. Pattern Anal.
Mach. Intell. 16 (5) (1994) 481{496.

[41] H. Bunke, M. Roth, E. G. Schukat-Talamazzini, O�-line c ursive handwriting
recognition using hidden Markov models., Pattern Recognition 28 (9) (1995)
1399{1413.

[42] M. A. Mohamed, P. D. Gader, Handwritten word recognition using
segmentation-free hidden Markov modeling and segmentation-based dynamic
programming techniques, IEEE Trans. Pattern Anal. Mach. Intell. 18 (5) (1996)
548{554.

[43] A. W. Senior, A. J. Robinson, An o�-line cursive handwri ting recognition sys-
tem, IEEE Trans. Pattern Anal. Mach. Intell. 20 (3) (1998) 30 9{321.

[44] S. Knerr, E. Augustin, O. Baret, D. Price, Hidden Markov model based word
recognition and its application to legal amount reading on French checks.,
Computer Vision and Image Understanding 70 (3) (1998) 404{419.

[45] A. El-Yacoubi, R. Sabourin, C. Y. Suen, M. Gilloux, An HM M-based approach
for o�-line unconstrained handwritten word modeling and recognition, IEEE
Trans. Pattern Anal. Mach. Intell. 21 (8) (1999) 752{760.

[46] A. Brakensiek, G. Rigoll, Handwritten Address Recognition Using Hidden
Markov Models, Reading and Learning, Springer Berlin / Heidelberg, 2004,
pp. 103{122.

[47] G. A. Fink, Markov Models for Pattern Recognition, From Theory to Applica-
tions, Springer, 2008.

[48] L. E. Baum, T. Petrie, G. Soules, N. Weiss, A maximization technique occur-
ring in the statistical analysis of probabilistic function s of Markov chains, The
Annals of Mathematical Statistics 41 (1) (1970) 164{171.

[49] S. G•unter, H. Bunke, Optimizing the number of states, training iterations and
Gaussians in an HMM-based handwritten word recognizer, in:Proc. of the 7th
Int. Conf. on Document Analysis and Recognition, 2003, p. 472.

[50] X. D. Huang, M. A. Jack, Semi-continuous hidden Markov models for speech
signals, in: Readings in speech recognition, Morgan Kaufmann Publishers Inc.,
San Francisco, CA, USA, 1990, pp. 340{346.

[51] J. R. Bellegarda, D. Nahamoo, Tied mixture continuous parameter modeling
for speech recognition, IEEE Transactions on Acoustics, Speech and Signal
Processing 38 (1990) 2033{2045.

[52] J. Sivic, A. Zisserman, Video google: A text retrieval approach to object match-
ing in videos, in: Int. Conf. on Computer Vision, Vol. 2, 2003, pp. 1470{1477.

[53] D. A. Reynolds, T. F. Quatieri, R. B. Dunn, Speaker veri� cation using adapted

28



Gaussian mixture models, Digital Signal Processing 10 (2000) 19{41.
[54] A. Schlapbach, H. Bunke, O�-line writer veri�cation: A comparison of a hidden

Markov model (HMM) and a Gaussian mixture model (GMM) based system,
in: 10th Int. Workshop on Frontiers in Handwriting Recognit ion, 2006.

[55] A. Brakensiek, J. Rottland, G. Rigoll, Con�dence measures for an address
reading system, in: Proc. of the 7th Int. Conf. on Document Analysis and
Recognition, 2003, p. 294.

[56] A. Rosenberg, J. DeLong, C. Lee, B. Juang, F. Soong, The use of cohort nor-
malized scores for speaker veri�cation, in: Proc. Int. Conf. on Spoken Language
Processing, Vol. 1, 1992, pp. 599{602.

[57] J. A. Rodr��guez, F. Perronnin, Score normalization for HMM-based handwrit-
ten word spotting using a universal background model, in: Int. Conf. on Fron-
tiers in Handwriting Recognition, 2008.

29


