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1 OVERVIEW

We report results for the 2008 design contest obtained using a novel
approach to visualization development. Our `visualization system'
is implemented as adomain speci�c language(DSL) [1] embedded
within the purely functional language Haskell. A DSL, or `little lan-
guage', provides a simple set of primitives, and combinators for glu-
ing these elements into larger structures. In our case the primitives are
simple visualization techniques such as isosurfacing, contouring, and
probing, and the combinators allow us to assemble multi-variate visu-
alizations both as static compositions and animations. As an example:

Anim [Draw [ Slice mgreens (zslice 124 t Hp)
, Contour mreds (Sampled 0 0.04 0.4)

(zslice 124 t H2xD)
]

| t <- [5,10..195] ]

As the language isembedded, we can use Haskell's rich expressiveness
to exercise �ne-grained control over display generation.

For the contest, we augmented our Haskell visualization tools with
a small utility to manage slicing, downsampling and derivation of data
from the contest �les. A further small DSL describes the desired slice;
a high-level planner (written in Haskell) then decides the cheapest way
to generate that slice from other slices already in existence; the actual
work of slicing, downsampling, and derivation is performed by a small
fast loop written in C.

We implemented exploration via a two-stage process. Once we had
determined the variables, time slices and resolutions to be inspected,
we �rst used the downsampling utility to generate the required �les.
These were then used to synthesise images and animations expressed
within the DSL.

From the outset, we were concerned with the wide range of values
found in the data, and implications for numerical accuracy once we
started to derive new values by calculation. We implemented a Haskell
library to provide �xed-precision arithmetic, and subjected this to thor-
ough testing using the SmallCheck test case generator [2]. A C version
of the library was also implemented, with the Haskell code providing
a reference implementation for testing. This attention to the details of
numerical computation extended to us identifying a �aw in the code
for curl computation distributed via the contest web site.

Our entire system is remarkably compact, consisting of 620 lines
of C code (the downsampler, and the C implementation of �xed-
precision arithmetic), and ¡ 4K lines of Haskell. The latter includes the
downsampling planner, the implementation of the visualization DSL,
a module for rendering and mouse-based interaction, and code for
visualization techniques including generic 3D isosurfacing, pseudo-
volume rendering, 2D contour mapping, probing and slicing, and two
versions of a 3D scatterplot.

Finally, our entry demonstrates that progress can be made with
modest human and machine resources; much of the experimental work

� Rita Borgo, University of Leeds, E-mail: rborgo@@comp.leeds.ac.uk.
� David Duke, University of Leeds, E-mail: djd@@comp.leeds.ac.uk.
� Colin Runciman, University of York, E-mail: colin@@cs.york.ac.uk.
� Malcolm Wallace, University of York, E-mail: malcolm@@cs.york.ac.uk.

Manuscript submitted August 1 2008 for IEEE Visualization Design Contest.

was carried out on a pair of modest laptops, with the dataset held on
an external 500GB drive.

2 VISUALIZATION TASKS

Question 1: “The shadow instability forms in the ionization
front when it encounters a spherical bump in the gas that is centered
on the X axis. Is the instability symmetric around this axis? If not, how
is the symmetry broken?”

Fig. 1. Artifacts or assymmetries? Red arrows highlight some of the
asymmetries that appear in the turbulence of (left) original species (here
G and H2), and (right) the derived turbulence �eld.

We animated a cutting plane running along the x axis, contouring
each of the main species within the dataset along the entire timeline
downsampled at �fth time step. The process revealed no overt asym-
metry, however we did notice some very smallartifacts which give
rise to a potential asymmetric behaviour. We use the termpotential
since the artifacts could be the result of faulty arithmetic precision
rather than real data asymmetry. A similar behaviour can be noticed in
the velocity data which appears largely symmetric. Our tool however
shows some minor asymmetries in the calculated turbulence values.
As previously mentioned we believe those artifacts being more likely
the result of limited arithmetic precision rather than real asymmetries.
Figures 1 shows examples of the potentialasymmetriesfor the velocity
and multi�eld dataset respectively. Velocity artifacts are more evident
as the �eld visualized is the result of further numerical computation.

We believe the instability is rotationally symmetric around the X-
axis, certainly for the multi�eld data. The velocity data also appears
to be largely symmetric, although in both cases further study of the
artifact's origin could give rise to a more detailed answer.

Question 2: Over 100 chemical reactions occur in primordial H
and He (many of which are driven by radiation in the I-front) but what
most interests those studying �rst structure formation in the universe
is H2. It allowed primeval gas clouds to collapse and form the �rst
stars before galaxies later coalesced. Where is H2 most prevalent in
the simulation?

Taking the product of relative H2 density and total gas density D
as a derived �eld, we observe that the highest prevalence of H2xD is
located at the front of the shockwave: both near the tips of the pro-
truding �ngers of the shock instability and at the forward surface of
the main shock. In regions behind protruding �ngers high presence of
H2xD is revealed to be located within folds of the advancing front or
pocket-like regions. At timestep 160 we noticed a notable “explosion”
of H2xD concentration throughout the �ngers of instability, which
quickly dies away. Our video shows a simulation of the H2xD dis-
tribution along the entire timeline downsampled every �fth timestep.



It also shows a close-up of the interval between timesteps 150 and 170
where where the peak in the H2xD values appears. We animated a
contour map of H2xD, superimposed over a colour-mapped slice of G.

Question 3: How thick are the �rst �ngers of radiation that
break through cracks in the shock? Radiation is present wherever
there is ionized gas (H+ or 20,000K temperatures) while shocked gas
is nearly neutral and at temperatures of a only few thousand K (the
ambient undisturbed gas is at 72 K)

We were unsure which features of the visualization corresponded to
“ �ngers” of radiation. To explore the data, we generated two visualiza-
tions animated along the entire timeline: (i) an isosurfaces relative to
the ionized and shocked fronts, and (ii) the respective contours through
a cutting plane at Z=124. There are notable radiation hot spots at ap-
proximately one �fth of the way up the instability protrusion, and their
temperature seems to peak at about timestep 60. However, although
these hotspots resemble “�nger”-like structures in the 2D cross sec-
tions (contours), in the 3D visualization (isosurfaces) they are revealed
to be part of a single toroidal ring of radiation which almost intersect
the edge of the shock corona. We are unsure if this ring can be said to
“break through cracks in the shock”.

Consistent with the visualizations used to answer Question 2, at
around timestep 160 the radiational ring seems to shoot out �nger-
like protrusions in the positive X direction. (This corresponds with
the peak of H2 concentration in the same location). However these
“ �ngers” are fully contained within the shock. We estimate each �nger
to have a width of approximately 4 to 5 units on our axes; each unit in
our scale corresponds to 0.001 parsec, so the �nger width is between
0.004 and 0.005 parsec.

Question 4: It has recently been suggested that dynamical in-
stabilities in the ionization fronts of massive stars in the clouds stir up
turbulence. Is there any evidence of this in the shadow instability?

We animated turbulence (Figure on the
right, blue contours), against the ioniza-
tion front represented by the H+ frac-
tion (green volume slice), and it appears
that the turbulence almost always sig-
ni�cantly precedes the ionisation front
in the shockwave. Hence, we believe
the ionization doesnot cause the turbu-
lence.

Question 5: Turbulent �ows by themselves do not form H2, only
the presence of free electrons can. However, if free electrons are
present (as signi�ed by H+ fractions) can turbulence enhance H2 for-
mation? If so, is it because turbulent eddies create overdensities in
which reactions occur more rapidly? If not, is it that even though free
electrons are present that the turbulence disrupts H- and H2

+ forma-
tion (the key precursors of H2)?

Free electrons in the ionized front appear to trail uniformly be-
hind the spatial regions of H2 production. Overdense regions seems
to be concentrated within a ribbon-like layer between the advancing
H+ front and the advancing turbulent front. Turbulence seems to con-
strain the overdense region within the ribbon layer, and within those
overdense regions, when creases and pockets in the front appear,H2
formation is enhanced. However region where the feature is high tur-
bulence do not exhibit any enhancement of H2 formation or disruption.
Figure 3a shows the relation between turbulence and H2 relative con-
centration, while Figure 3b shows the relation between turbulence and
H2xD concentration.

Question 6: The broader question of interest, and the one for
which visualization offers the most promise of displaying something
unexpected, is “What is causing the turbulence?” Can you do an
open-ended visualization of all variables to try and help answer this
question? This is the “seeing the unexpected” question that will hope-
fully provide new hypotheses.

Although we have not had time to construct a richer visualization
showing more than three variables, we have some possible insight into
the cause of turbulence. There appears to be a correspondence between

Fig. 2. Relation between turbulence and H2, in (a) relative, and (b)
absolute concentrations. Turbulence values are visualized through con-
tours coloured by a white-blue Brewer palette (more saturated blues are
higher levels of turbulence. H2 concentrations are shown in a black-red
spectrum.

turbulence and gas temperature. Figure 3 shows two images relating
turbulence contours (blue) with gas temperature (red). Where there is
a region of hot moving gas very close to a cool region (i.e. the contours
are steep), high turbulence (blue) seems to result, which then “eddies”
away in a trail behind the main shock front, being guided backwards
by the sharp temperature gradient. There may be other factors as well,
because there is a small turbulent front ahead of the gas-temperature
front, in the early timesteps. However, there does seem to be a strong
effect related to gas temperature gradient.

Fig. 3. Relation between gas temperature (red) and turbulence (blue),
showing relationship between temperature gradient and regions of high
turbulence.

3 OUTLOOK

Our primary motivation for entering this contest was to explore the use
of functional programming within a signi�cant case study. In some re-
spects our presentation is rudimentary; for example, our displays cur-
rently contain no keys and labelling. However, we feel that thedistinc-
tiveelements of our approach performed well, in particular staging the
generation of displays through sub-sampling and then picture synthe-
sis, and the use of a simple but powerfulpicture languageto express
the desired visualization. Using a small number of display primitives
(e.g. probing, contouring, scatterplot) we were able to tease out what
we believe to be interesting features of the contest dataset. With little
dif�culty the DSL could be extended to include further visualization
techniques (e.g. parallel coordinates) and/or multiple linked concur-
rent views. Using the DSL, rather than a pipeline editor, allows con-
siderable �exibility in constructing picture speci�cations and applying
these to selected elements of the dataset. However, it would also be
quite straightforward to implement a GUI wrapper providing a visual
front-end to a set of standard techniques.
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