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Introduction
We report on an experiment to explore the variety of English used in the Arab world; specifically to decide whether British English or American English predominates.  Previous studies of English language in this region have been based on somewhat subjective observations; we have tried to find objective evidence in English-language web-pages in this region, and applied Data-Mining to derive empirical evidence to support our classification. To investigate the question, we collected a WWW corpus of English from Arab countries, and used this as a basis for comparison with UK and US English WWW-corpora. We used the CRISP-DM Data-Mining methodology (Chapman et al 2000) and the WEKA Data-Mining toolkit (Witten and Frank 2005) to derive experimental classification evidence.  We present a range of results found, and possible explanations for the results. This leads us to conclude that data-mining can provide empirical evidence to help language researchers.

Computing degree courses in Arab Universities are routinely taught in English – most up-to-date textbooks are in English, imported from USA, UK, and other English-speaking countries.  The Arab Open University even directly re-uses English teaching materials provided by the British Open University.  In the inaugural issue of the Arab Computing Journal, the editorial urged authors to submit Arabic papers – but this editorial was in English! Arab researchers have carried out and reported on their research in English: English is widely accepted as the international language of science and technology, education, and business; so Arab academics (along with the rest of the world) must publish in English-language journals and conference proceedings to gain international credibility. Little formal research has been done on the English used in the Arab world. Is it dominated by British or American English influences? Or is it a recognisable regional variant, on a footing with Indian English or Singapore English? This paper will be of interest to academic researchers in Middle Eastern Studies, for example the British Journal of Middle Eastern Studies “aims to maintain a balance in the journal's coverage between the modern social sciences and the more traditional disciplines associated with Middle Eastern and Islamic Studies. They welcome scholarly contributions on all aspects of the Middle East ... including articles on language, literature, history, politics, …”. This paper will also be of interest to language and communication researchers; for example, the Journal of International Communication has included papers on language and communication in the Arab world, eg (ElGhul-Bebawi, 2007), (Dakroury, 2008).   
We decided to examine English use in a representative subset of Arab states, by gathering web-page data from 8 Arab countries: United Arab Emirates, Bahrain, Egypt, Jordan, Kuwait, Lebanon, Morocco, and Saudi Arabia.  Our initial assumption (or informed guess) was that the Arab countries around the Arabian Gulf (United Arab Emirates, Bahrain, Kuwait, Saudi Arabia) would tend to favour American English, while the Arab countries around the Mediterranean Sea would tend to favour British English.  
This initial assumption seemed justifiable given recent large-scale US military and economic involvement in the Gulf region: Gulf English-language web-pages would be at least partly aimed to cater for American readers as well as locals. There has been less marked recent American intervention in the Mediterranean Arab states (Egypt, Jordan, Lebanon, Morocco), and so the older colonial ties with Britain may still have an influence on the variety of English predominating in these countries.
To investigate the English used in the Arab World, we used a corpus of Arab English. (Al-Sulaiti and Atwell 2006) used WWW sources to gather a representative selection of contemporary Arabic texts. We organised a group of Leeds students to use WWW sources to gather selections of contemporary English texts from a wide range of individual countries (Atwell et al 2007), (Atwell and Abu Shawar 2008). We collected a World Wide English Corpus, analogous to the International Corpus of English used to study national and regional varieties of English. Each student chose one national WWW Top Level Domain, and then used WebBootCat (now part of SketchEngine) to collect approximately 200,000 words of web-page text from a specific country, by restricting the search to the specified national domain. The World Wide Web is divided into national domains, which makes it possible to collect a corpus of English-language web-pages from a specific country. Google has Advanced Search options to restrict results to a specified domain and language. Our web-corpus was collected using WWW-BootCat (Baroni et al 2006), a web-based interface to BootCat (Baroni and Bernardini 2004). This used the Google API to find web-pages matching a list of English seed-terms, typical English words (Sharoff 2006). WWW-BootCat is a web-based tool which uses Google to search for web-pages, and then downloads and “cleans” them, leaving just the English text. English is not the only language on the WWW, in that a large proportion of web-pages world-wide are in languages other than English; however, most national domains do include a large amount of English, showing that English is a truly international language. Our survey was not restricted to countries where English is a native language. We tried to include a wide variety of countries, and we succeeded in collecting 200,000-word samples from most national domains. The exceptions were either very small national domains (e.g. South Georgia Island), or countries with legislation favouring a language other than English (e.g. Algeria has laws promoting publication in Arabic over ex-colonial French, and as a side-effect these have also curtailed the use of English). For the research in this paper, larger 2-million-word web-corpora were collected for UK and US domains as “gold standards” representing British and American English; and a separate 200,000-word web-corpus was collected for the national web-domain.
The resulting World Wide English Corpus is back on the World Wide Web, available for other researchers at  http://www.comp.leeds.ac.uk/eric/wwe.shtml  

Note that these are “raw” corpus files with no tagging or markup, and some files are formatted idiosyncratically, since not all students followed instructions to the letter ... From the full corpus of over 20 million words, we extracted a sub-corpus of Arab English: 200K+ word samples from 8 Arab countries: .ae .bh .eg .jo .kw .lb .ma .sa  (United Arab Emirates, Bahrain, Egypt, Jordan, Kuwait, Lebanon, Morocco, Saudi Arabia). The full student collection did include web-text samples from some other Arab countries, but on further investigation we found problems in their format and/or content. 
The gathering of the World Wide English Corpus was actually part of a coursework exercise for Computing students. An up-coming approach in Artificial Intelligence and Biological Systems research is agent-based computing: each agent performs a relatively simple task, but many agents combined can achieve complex results. An analogy is a bee-hive: the Queen Bee guides the hive of many simple Workers, and the combined result is a complex, successful system. For this student exercise, the Lecturer (Atwell) was the “Queen Bee” QB, and the students were the “workers”. The exercise followed a pseudo-algorithm, with a complex target outcome: QB+ student co-author a research paper.

Methods
Data preparation  includes cleansing and “filtering” the websites, to extract the English text. This was in fact done automatically by the WebBootCat tool: this downloaded web-pages, and also cleansed them of HTML markup, images, etc.  There are many known differ ences between British English and American English (e.g. Bickerton 1071,Crystal 2003, Trudgill and Hannah 2008); we aim to identify key differentiating features which can be detected by Data-Mining, and then use these features to classify the given national English as “closer” to British or American English. We found that overall profiles of word-frequencies were “noisy”, and not clear indicators of US v UK English.  Given our sample size of 200,000 words was quite small for lexical frequency studies (compared, for example, to the 100-million-word British National Corpus), we realised we could only rely on different UK/US spellings or words with high frequency in one or other of UK/US samples.  Fawcet/tap turned out to be unhelpful, as fawcet is rare even in US texts; and furthermore tap is acceptable in US as well as UK as it has other senses than fawcet. We found that the most fruitful approach was to examine the word-frequency lists of UK and US samples, and seek “known variants” where the UK variant was high in the UK word-frequency list, and the US variant was high in the US frequency list.  This led to the choice of centre/center and colour/color as the most clearly productive contrasts. We realised that the key information was the relative frequency of indicative words like color, colour, center, centre; so the raw text had to be converted into a word-frequency list, to make it easier to extract frequencies of selected words.  This was done by a pipeline of unix tools:

sort corpus | uniq -c | sort -n -r > wordFrequencyList

Then features were extracted from the word-frequency lists, and encoded in an ARFF file as required by WEKA – see Appendix for ARFF files.

Results
We extracted frequencies of these key indicators from our UK and US training samples, to create a training file for the WEKA Data-Mining tool.  We separately extracted equivalent counts from our region English web-corpora, to test the model and classify these as UK or US.  The figures in the Appendix illustrate the analysis provided using the WEKA toolkit.

(Expand this section to present your  evidence, including figures showing WEKA output.  Cut and paste lots of figures!  Use Print Screen to copy figure to clipboard, then paste to your word.doc file.  Add a title to each figure)

Conclusions
At the end of the exercise, we had a collection of Data Mining analyses, with evidence about the status of English used in each country. For the 8 Arab countries representing Arab English, the results indicate:

English in.eg .jo (Egypt, Jordan) is more like .uk British English
English in .kw .lb .sa (Kuwait, Lebanon, Saudi Arabia) is more like .us American English
English in .bh .ae .ma (Bahrain, United Arab Emirates, Morocco) is indeterminate between .us and .uk, showing signs of both British and American English influences.
This is somewhat different from our initial assumption. We had thought that American English would dominate in the Gulf states, and this seems true of Kuwait and Saudi Arabia, but less clear for Bahrain and the United Arab Emirates. We had thought that British English would be dominant in the Mediterranean Arab area, and this was found to be correct for Egypt and Jordan, but indeterminate for Morocco. The result for Lebanon was most unexpected, as it is a Mediterranean Arab country but appears to favour American English. Overall, neither American nor British English is clearly dominant across the Arab region, but there is at last some tendency to prefer British English around the Mediterranean and American English around the Gulf.  

Finally, as an additional exercise, we collated all 8 national Arab English samples into a single .ARAB Arab English corpus, and used corpus-comparison software tools to compare .ARAB against UK and US English standards, in a consistent way. Our Log-Likelihood corpus comparison tool produced lists of words markedly more frequent in Arab English.  NOTE that a WWW-corpus can only give us lexical differences; differences in accent or pronunciation don’t show up on WWW texts.

Most words with high Log-Likelihood scores were names of places, people etc, locally significant – not really a purely LINGUISTIC feature.  For example: Bahrain, Saudi, Islamic. However, we did find a few words which were markedly more common in the ARAB corpus and which had linguistic explanations. Al signifies a possible tokenisation problem in the WWW-trawling program which collected the texts initially; probably many cases of “Al” should be part of a longer word, eg Al-Sulaiti. the and of are slightly overused (misused?). s  and t : Arab web-pages tend to use more contractions/enclitics, for example he’s v he is, can’t v can not. One possible explanation is that Arabs are more relaxed and informal, like chatting more? Another possible explanation is in the English language education system: perhaps Arab English learners are not taught the way to differentiate between formal and informal usage in their writing in English? Another common cause of learner English characteristics is L1 influence. Arabic uses clitics much more than English, so it may be that Arabic L1 learners of English carry this tendency over to L2, and naturally use clitics more in their English.

We found no clear overall preference for British v American spelling, eg color v colour, centre v center – this is consistent with our overall conclusion that neither UK nor US English predominates in the region overall.

Our collection of World Wide English www-corpus samples is online: http://www.comp.leeds.ac.uk/eric/wwe.shtml  

We have shown that Data-Mining can be used by linguists to produce objective empirical evidence to complement theoretical linguistic analysis of language preferences. We welcome suggestions applications of these resources in Arab English research, and/or suggestions for extensions to our corpus which might be useful. We want to document the contemporary use of Arab English across the Arab world; and to raise the status of both Arab English and Arabic, so they are recognised as different but equal alongside American English and British English in the Arab world and beyond.
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Appendix
Appendix with evidence of learnt models, eg showing WEKA output

Evidence of classification of national samples from learnt models, eg WEKA confusion matrix
