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Abstract. Colour consistency in light microscopy based histology is an
increasingly important problem with the advent of Gigapixe l digital slide
scanners and automatic image analysis. This paper presentsan evalua-
tion of two novel colour normalisation approaches against t he previously
utilised method of linear normalisation in l�� colourspace. These ap-
proaches map the colour distribution of an over/under stain ed image to
that of a well stained target image. The �rst novel approach p resented is
a multi-modal extension to linear normalisation in l�� colourspace using
an automatic image segmentation method and de�ning separat e trans-
forms for each class. The second approach normalises in a representation
space obtained using stain speci�c colour deconvolution. A dditionally,
we present a method for estimation of the required colour deconvolution
vectors directly from the image data. Our evaluation demons trates the
inherent variability in the original data, the known theore tical problems
with linear normalisation in l�� colourspace, and that a multi-modal
colour deconvolution based approach overcomes these problems. The seg-
mentation based approach, while producing good results on the majority
of images, is less successful than the colour deconvolutionmethod for a
signi�cant minority of images as robust segmentation is req uired to avoid
introducing artifacts.

1 Introduction

Histopathology involves the diagnosis of disease by examination of tissue samples
prepared using coloured chemical stains that bind selectively to proteins. Colour
constancy is a problem in histology based on light microscopy due to; variable
chemical colouring/reactivity from di�erent manufacture rs/batches, colouring
being dependent on staining procedure (timing, concentrations etc.), and light
transmission being a function of section thickness. [1] outlines the need for stan-
dardisation of reagents and procedures in histological practice. However, such
rigorous standardisation is not practised in the majority of laboratories and com-
plete standardisation is not possible without purer (and less variable) reagents
(requiring input from chemical manufacturers, and associated increase in cost).

With the advent of digital imaging and automatic image analysis this has be-
come more of an issue. For example, many commercial automatic image analysis
algorithms (e.g. the cell nucleus counting algorithm from Aperio www.aperio.com)



require parameters de�ning the expected colour distribution of anatomy of in-
terest and fail if these parameters are incorrect. Conventional colour constancy
ideas (see [2] for a good overview) are inappropriate as theyare typically based
on a Lambertion (re
ective) model of image formation, whereas light microscopy
images are formed via light transmission through the sample. Consequently, the
majority of works in the area of automatic image analysis of colour histology
images bypass the problem of colour constancy by transforming the images to
greyscale (for example [3, 4]). This is successful in cases where greyscale inten-
sity is the primary cue (e.g. many types of cell nuclei are much darker under
certain stains than surrounding anatomy). However, this ignores the wealth of
information in the colour representation used routinely by histologists. Typically,
multiple (2 or 3) di�erent coloured stains are used to indicate the presence of
di�erent proteins. The intensity of each colour is related to the concentration of
the corresponding protein. Additionally, more than one protein may be present
in a given area (resulting in a mix of colours). Converting to images to greyscale
results in an image representing total concentration of allproteins.

One work that has explicitly utilised colour (rather than co nverting to greyscale)
is the recent work of Wang et al. [5] in which a colour normalisation method is
applied prior to colour based analysis. The method of Reinhard et al. [6] is
used, in which a set of images are mapped to the colour distribution of a tar-
get image on a per-pixel basis by equalising the mean and standard deviations
separately for each dimension of a perceptual (l�� ) colourspace. The drawback
is that this ignores the inherent multimodality of this data . There is no reason
why foreground and background and areas stained by di�erentstains should be
normalised by the same transform, as many of the causes of variation are a func-
tion of the chemical stain and process used (each stain beingapplied separately
in sequence). The approach works for the images in [5] as single stain (Eosin)
dominates in terms of area, and their second stain (Haematoxylin) is su�ciently
low in intensity for such images (in comparison to Eosin) that poor normalisa-
tion of these pixels does not detract from classi�cation performance. However,
this does not hold in the general case. Later we show that linear normalisation
in l�� colourspace can result in background areas being mapped as coloured
regions, and foreground being incorrectly mapped. In the original paper [6] the
problem of multimodality was highlighted and a solution suggested based on
manual segmentation and separate application of the methodto di�erent areas.

In this paper a number of novel colour normalisation algorithms for digital
histology images based on mapping images to a target are evaluated against
linear normalisation in l�� colourspace. The �rst novel method is based on
the linear normalisation in l�� colourspace method, extended to multiple pixel
classes using a probabilistic (Gaussian Mixture Model based) colour segmen-
tation method. Linear normalisation is applied separately for each pixel class
(where class membership is de�ned by a pixel being coloured by a particular
chemical stain, or being uncoloured i.e. background). Thisapproach assumes an
additive colour model (which is a reasonably poor model of the physics of light
microscopy image formation [7]).

The second novel method presented is based on normalisationin a stain-
speci�c colour deconvolution representation [7]. In this representation each di-



mension represents the amount by which a pixel is stained by aparticular chemi-
cal stain. In one variant a linear normalisation is applied in this representation. In
a second variant separate transforms are de�ned for foreground and background.

2 Methods and Materials

2.1 Data Preparation and Collection

Two data sets were acquired from our existing digital slide repository. Tissue
was formalin �xed, para�n embedded, and cut in � 5 micron sections. The �rst
set (\H&E") was 48 slides of cirrhotic liver from 4 sub-sets (12 images/sub-
sets) stained with Mayers Haematoxylin and Eosin counterstain. Each sub-set
was prepared by the same technician using the same protocol.However, techni-
cian and chemical stain batch varied between sub-sets. The second set (\DAB")
was 12 images of colorectal carcinoma stained with antibodies against CD34
(Dako Envision detection system www.dako.co.uk). These were all prepared by
the same technician using the same protocol. Virtual slideswere obtained by
scanning glass slides at 100,000 dpi using an Aperio XT scanner (Aperio, San
Diego). Representative 1000� 1000 sections at native zoom were extracted from
these gigapixel images via the ImageServer http interface (JPEG quality=100%).

2.2 \Reinhard's Method"

Reinhard et al. present a method [6] for matching the colour distribution of an
image to that of a target image by use of a linear transform in aperceptual
colourspace (the l�� colourspace of Ruderman et al. [8]) so as to match the
means and standard deviations of each colour channel in the two images in
that colourspace. It has recently been applied to digital histology images stained
with the Haemotoxin and Eosin (H&E) stains by Wang et al. [5] (among others)
using a single linear transform for all pixels (i.e. not per class as suggested in
[6]). Equations 1-3 describe this process, and are applied at each pixel.

lmapped =
loriginal � �loriginal

l̂original
l̂ target + �l target (1)

� mapped =
� original � �� original

�̂ original
�̂ target + �� target (2)

� mapped =
� original � �� original

�̂ original
�̂ target + �� target (3)

Where �l , �� , and �� are the channel means and̂l ,�̂ , and �̂ are the channel
standard deviations (calculated over all pixels in the image).



2.3 An Automatic Segmentation Extension to Reinhard's Meth od

Reinhard et al. [6] suggest manually segmenting di�erent pixel classes (e.g. sky,
trees, etc.) in both the image to be modi�ed and the target image, and applying
linear normalisation in l�� colourspace separately for each pixel class (although
results of this are not presented in [6]). However, it is not feasible to manually
segment large (typically � 100K� 80K pixel) digital histology images into areas of
di�erent staining purely for the purposes of colour normalisation. Additionally, it
is likely that some pixels are stained with multiple stains (so cannot be assigned
to a single class). However, automatic colour based segmentation is a well studied
area within image analysis. The problem with this is (by de�nition) we do not
have colour constancy. This makes segmentation a harder problem. Our solution
is per-pixel colour segmentation using a probabilistic prior and a Variational-
Bayesian Gaussian Mixture model (see [9], Chapter 10). Priors are estimated for
the colour of pixels belonging to each of the 2 stains used in aparticular image,
plus pixels belonging to the background, and this information is incorporated
into the estimation of the mixture model using a variational (EM-like) estimation
process (�gure 1) [9]. Our method of calculating these priors is to hand segment
areas of a small selection of images of a particular stain andcalculate the mean
colour of each pixel class (Pmean k ). Other elements of the prior (Pcov k , � 0,� 0
and vk ) are set to sensible values de�ned by hand by cross validation against a
small training set of images (separate from the set used in the evaluation later).
Ad-hoc tests suggest this approach works for many examples where a mixture
model estimated using the EM algorithm or K-means clustering fails.

Initialisation step 1 step 2
Mixture Precision ln pnk = E� k � 0:5E� k � 0:5E� k � k = � 0 + Nk

Matrices E� k =  (� k ) +  (
P

k � k ) � k = � 0 + Nk

W � 1
0 = Pcov k Np E� k = mk = 1

� k
(� 0m0 + Nk �xk )

W � 1
k = W � 1

0

P D
i =1  ( vk +1 � i
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0 + Nk Sk +
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k + � 0 N k
� 0 + N k
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Fig. 1. Estimation of a 3 colour Gaussian Mixture Model (2 stains plu s background,
one mixture per colour) in an image using a Variational Bayes ian approach. Steps 1 &
2 (taken directly from [9]), are repeated until convergence . For a derivation of steps 1
& 2 see [9], chapter 10.2.Np is the number of pixels used.

Reinhard's method is applied by either assigning each pixelto the class with
the largest probability ( rnk , from �gure 1) and applying Reinhards method sep-
arately for each class (suggested in [6]); \VB-Reinhard-Hard", or weighting the
colour mean estimation, standard deviation estimation, and transform calcula-
tion by rnk (equations 4, 5 and 6 respectively); \VB-Reinhard-Weighted".
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=
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X̂ l�� n
=

3X

k=1

rnk (X l�� n
� �X l�� k

(image)) � l�� k
(target)=� l�� k

(image)+ �X l�� k
(target)

(6)
Where X l�� n

is the colour of pixel n in l�� colourspace, �X l�� k
is the mean

l�� value of componentk (background, stain 1, or stain 2), � l�� k
is the standard

deviations of the l�� channels of componentk, and X̂ l�� n
is the normalisedl��

colourspace values of pixeln. N.B. �X l�� k
and � l�� k

are calculated for both the
target image and the image to be normalised (as required by equation 6).

2.4 A Colour Deconvolution Based Method for Colour
Normalisation

The method described in the previous section assumes an additive colour model
i.e. a pixel is a weighted sum of 3 colours (2 stains plus background). Ruifrok [7]
presents a physics based argument (based on Lambert- Beers law) for the colour
formation process in microscopy being a subtractive process (equation 7).

I = I 0exp(� Ac) (7)

Where I 0 is the intensity of light entering the specimen (RGB colourspace), I
is the light detected (RGB colourspace),A is the amount of stain(s) and c is
a matrix related the absorption factor(s) of the stain(s) (see [7] for details).
The exp() operator is a vector operator in this case, applying the exponential
function to each RGB channel separately.A may be estimated, and used as
a new representation (A = [ a1; a2; a3]), for up to 3 stains (or 2 stains and a
\complement') from a single observation I if c is known for the set of stains.

We have implemented two novel colour mapping/normalisation approaches
based on colour deconvolution and target image matching in deconvolution space.
Normalised RGB values can be recovered using equation 7. We use our own im-
plementation of [7] working with 
oating point representat ions and applying an
upper limit to the channel values of 500 rather than 255, unlike other implemen-
tations (seewww.dentistry.bham.ac.uk/landinig/software/cdeconv/cdeconv.html)
that work with 8 bit integer data. This is important for �deli ty when recombin-
ing colour channels to generate an RGB image. Deconvolving and re-combining
using an 8 bit integer representation (with no normalisation) results in a sig-
ni�cantly changed image. However, with our implementation images may be
reconstructed with high accuracy.

The �rst approach (\CDV-L") uses a linear transform to match means and
standard deviations in each dimension of this representation (as in section 2.2).
The disadvantage with the linear approach is that the same transform is ap-
plied to both foreground and background pixels, which can e�ect the distinction



between these (i.e. background can take on the colour of the stain). We imple-
mented a multi-modal version of this method (\CDV-MM"). Thi s uses a two
component 1D Gaussian mixture model (estimated using a Variational Bayesian
approach - see previous section) in each dimension to separate foreground from
background. To increase the appropriateness of this mixture of two Gaussian
model near chemically saturated pixels (any channel value< 25) and any com-
pletely white pixels (channel value > 300) are excluded from this estimation
process (these would otherwise bias the means downwards, and upwards respec-
tively away from the peaks of the distributions). The output value is a weighted
combination of linear corrections based on foreground meanand standard devi-
ation matching (Â fg ), background mean and standard deviation matching (Âbg)
and the original value (A), as in equation 8. The original value is used to ensure
large values (near-pure white pixels) are not modi�ed.

Â =
1

wfg + wbg + wid

�
wfg Â fg + wbgÂbg + wid A

�
(8)

Weights are calculated by a combination of linear and Gaussian interpolation.
The reason is most pixels clearly belong to either foreground or the background.
Thus, interpolation based on Gaussian probabilities is sensible (linear interpola-
tion gives undue in
uence to the `wrong' transform). However, the Gaussian ap-
proach introduces artifacts near pixels that lie on the class boundary (transition
can be abrupt). Combining Gaussian and linear interpolation gives a function
that exhibits both no class-transition artifacts and approximates well to Â fg ,
Âbg or A for pixels that clearly belong to the corresponding class (equation 9).

[wfg ; wbg; wid ] =

8
><

>:

[1; 0; 0] if A< �A fg
[Gav Gfg + (1 � Gav )Dbg;
Gav Gbg + (1 � Gav )D fg ; 0] if A> �A fg and A< �Abg

[0; 1 � Pwhite ; Pwhite ] if A > �Abg

(9)

Where Gfg and Gbg are [0:1] normalised Gaussian functions using foreground
and background mixture parameters respectively,Gav = Gfg + Gbg, and D fg and
Dbg is the [0:1] normalised distance betweenA and the mean of the foreground
and background mixtures respectively.Pwhite is the probability the pixel is white
(a [0:1] normalised Gaussian in RGB space with mean [255,255,255] and equal
diagonal covariance of 25). Relative contributions are weighted by Gtot so the
interpolation is Gaussian (roughly nearest neighbour) if the P(pixel jmixture ) is
high (for either mixture), reverting to linear interpolati on otherwise.

Estimation of Image Speci�c Colour Deconvolution Vectors Estimation
of colour deconvolution vectors (c) for each stain from (the mean of) a small
number of manually selected pixels in samples stained with asingle stain is
the approach suggested in [7]. This has the disadvantage that such a sample
set must be prepared for each batch at the same time as the images using the
same protocol (precluding retrospective analysis). Even if this is possible, we
have observed signi�cant variation within a single batch of images in our data



(see later). One solution is to use standard vectors for particular stains provided
with freely available implementations of [7]. However, we have found estimating
vectors on a per-image basis (based on manually selected areas from the images
themselves) produces visually better stain separation than using these standard
values. Annotation of (approximately 500) pixels for each of the two stains takes
around 2 minutes per image using our in-house tool. An alternative is to use
the output of the segmentation method described in section 2.3. Selecting pixels
where rnk > T r for a particular stain (where Tr used is 0.95) produces usable
vectors in the majority of cases. Instances where this doesn't work well relate to
images where the colour distributions of the channels overlap signi�cantly (i.e.
poor quality staining) and thus the presented segmentationapproach fails badly.
However, Reasonable quality vectors may be estimated by this process even if a
segmentation based onrnk is of visually imperfect quality.

2.5 Evaluation Methodology

The image data sets described in section 2.1 were processed (using a single tar-
get image per data set) using the 5 di�erent colour normalisation algorithms
described previously; Reinhards method (section 2.2), thetwo segmentation-
based variants of Reinhards method (section 2.3), and the two methods based
on colour deconvolution (section 2.4). For the H&E set colour deconvolution vec-
tors were estimated automatically using the approach described in the previous
section, with 5/48 vectors replaced by vectors based on a manual segmentation
(on the basis of inspection of the deconvolved images). For the (smaller) H-DAB
data set the vectors were all estimated based on manual segmentation.

Areas corresponding to Haematoxylin, either Eosin or DAB (depending on
the data set) and background were identi�ed using an interactive segmentation
tool developed in our lab. Around 1000-2000 pixels were identi�ed for each pixel
type per image. The mean and covariance matrix of each regionin the RGB
representation was calculated and the Hotelling's T-square statistic (T 2 - a mul-
tivariate version of the T-test) calculated against the target distribution.

3 Results

Boxplots of T 2 values for each method are shown in �gures 2 and 3. To give
context; a pair of distributions calculated from sample size of 1000 with equal
diagonal covariance displaced by 1 standard deviation in each direction results in
a T 2 value of 1500. Values around, or below, this would indicate good agreement.
Example normalised images are presented in �gures 4 and 5.

4 Discussion

For the H&E set noticeable modes of failure were; i) Completefailure (e.g.
�gure 4 row6, column 2); VB-Reinhard-H (16 images), CDV-L (4 images), ii)
Overstained/saturated nuclei; VB-Reinhard-H (20 images), and iii) signi�cant
staining of the background; Reinhard (6 images), CDV-L (2 images). In the
quantitative evaluation the CDV-MM method shows the best consistency be-
tween normalised images and the target over all area types (improved from the
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Fig. 2. H&E-Dataset: Consistency of RGB Colouring in manually sele cted areas of
Haematoxylin staining, Eosin staining and background w.r. t. the target image for orig-
inal images and images normalised using di�erent colour normalisation methods; a)
Haematoxylin, b) Eosin, c) Background. d) Scatterplot of me an background colour for
original and Reinhard-corrected images with Mean Eosin colour.
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Fig. 3. DAB-Dataset: Consistency of RGB Colouring in manually sele cted areas w.r.t.
the target image for original images and images normalised using di�erent colour nor-
malisation methods; a) Haematoxylin, b) DAB, c) Background . d) Scatterplot of mean
background colour for original and Reinhard-corrected ima ges with Mean Haema-
toxylin colour.
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Fig. 4. Results of the di�erent methods applied to 3 images of Haemat oxylin and Eosin
stained liver tissue. The �rst row contains the target image .
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Fig. 5. Results of the di�erent methods applied to 3 images of Haemat oxylin and DAB
stained liver tissue. The �rst row contains the target image .



original in the case of the stained areas). Reinhard's method showed reason-
able consistency in the stained areas, but poor consistencyin the background
(correlating with our qualitative observations of background staining); Figure
2.d shows a worrying overlap between the normalised background means and
the original Eosin means. Put simply, the background goes pink in some images
making it hard to tell the di�erence between the Eosin and unstained stained
areas. This is due to Eosin dominating the statistics of the linear transform
as it covers the largest area. The VB-Reinhard-H fails badlyon some images
due to segmentation errors. VB-Reinhard-W appears less susceptible to such er-
rors. For the DAB set failure modes were; i) Saturated Nuclei; VB-Reinhard-W
(4 images), ii) Un-natural/non-uniform colouring of DAB st ained areas; VB-
Reinhard-W (1 image), VB-Reinhard-H (1 image), CDV-L (4 images), and iii)
signi�cant staining of the background; Reinhard (4 images), CDV-L (2 images).
Background staining introduced by the Reinhard method shows minimal over-
lap with the Haematoxylin (However, this data set was 12 images from a single
batch). In the quantitative evaluation the CDV-MM method sh own the best
consistency between the normalised images and the target over all area types
(improved from the original in the case of Haematoxylin stained areas, although
initial DAB consistency was reasonable for this data set). All other methods
actually decreased the consistency of at least one area type. The second best
methods appears to be the VB-Reinhard-H method that failed quite badly on
the H&E data. This is likely to be due to the fact that the DAB da ta does not
exhibit the low colour saturation seen in some examples in the H&E set, making
the segmentation problem easier. However, at least one image normalised by
the VB-Reinhard-H method exhibits artifacts clearly resulting from erroneous
segmentation. In conclusion we have demonstrated the inconsistencies in colour
in data prepared in the same lab. All methods, except the CDV-MM method,
exhibit undesirable failure modes. A useful additional result is that colour decon-
volution vectors can often be estimated based on automatic segmentations, even
if the segmentation is imperfect. This has scope for application beyond colour
normalisation. A summary of the methods evaluated is presented in table 1.

We believe the main problem with the segmentation approach presented in
section 2.3 is the unimodal prior for the stain colours used.Di�erent slides can
have a wide range of colour values for the same set of stains due to various factors
(see section 1) and the distribution of this variation is not well modelled by a
unimodal prior. In ongoing work we are working on a Support Vector Machine
based method using a Radial Basis Function kernel to performsegmentation.
With this approach the multi-modal nature of the data can be modelled. Initial
results suggest this gives superior segmentation results to the approach presented
in section 2.3, with > 95% accuracy (even on images with poor contrast). This
is certainly high enough accuracy to calculate colour deconvolution vectors from
(and thus perform Colour deconvolution based normalisation). It remains to be
seen if this approach is accurate enough not to introduce artifacts when used
with the methods in section 2.3. Results of this will be presented at a later date.
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