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Abstract.  This paper describes a method for building visual \maps"
from video data using quantized descriptions of motion. This enables
unsupervised classi cation of scene regions based upon the motion pat-
terns observed within them. Our aim is to recognise generic places wsing
a qualitative representation of the spatial layout of regions with com-
mon motion patterns. Such places are characterised by the distributi on
of these motion patterns as opposed to static appearance patterns, and
could include locations such as train platforms, bus stops, and park
benches. Motion descriptions are obtained by tracking image features
over a temporal window, and are then subjected to normalisation and
thresholding to provide a quantized representation of that feature 's gross
motion. Input video is quantized spatially into N N pixel blocks, and
a histogram of the frequency of occurrence of each vector is then built
for each of these small areas of scene. Within these we can therefore
characterise the dominant patterns of motion, and then group our spa-
tial regions based upon both proximity and local motion similarity to
de ne areas or regions with particular motion characteristics. Moving u p
a level we then consider the relationship between the motion in adjacent
spatial areas, and can characterise the dominant patterns of motion ex-
pected in a particular part of the scene over time. The current pape r
di ers from previous work which has largely been based on the paths of
moving agents, and therefore restricted to scenes in which such paths are
identi able. We demonstrate our method in three very di erent sc enes:
an indoor room scenario with multiple chairs and unpredictable uncon -
strained motion, an underground station featuring regions where motion
is constrained (train tracks) and regions with complicated motion and
di cult occlusion relationships (platform), and an outdoor scene wit h
challenging camera motion and partially overlapping video streams.
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1 Introduction and Motivation

The ability to reason about the things we see in video streams is in uenced
by our ability to break down the spatial structure of such scenes into semanti-



cally meaningful regions. In our day-to-day talk about behaviour (\The chicken
crossed the road", for example) we discuss regions (roads) which might be us
ally determined by clear kerb stones and line markings. However, these regions
could also be functionally determined: it is easy to imagine some dirt path which
has no clear visible boundaries, but which is still a road by virtue of the cars
driven along it regularly (much to the peril of chickens). In this sense, roads ad
paths can be identi ed as much by typical patterns of motion as by physical
structures. There are certain things we can nd out from motion patterns which
would be very di cult to discover through the analysis of static scene structures.
For example, whilst it is possible to imagine a hypothetical scene analysisystem
that could identify roads and roundabouts from static images, determining what
side of the road people drive on or which way around the roundabout people
travel would require analysis of motion.

Within the eld of Computer Vision there is a body of work concerning
the modelling of scene structure through tracking visible agents, and this work
identi es such emergent, functional paths. In scenes with limited behavioural
repertoires (Fernyhough et al. [1] call theséstrongly stylised domains") and in
which the behaviour of interest is detectable from trajectories alone, such sysims
work well. In scenes where ner grained ideas of motion are of interest (such as
around chairs and benches, which we might be interested in detecting as the loci
of sitting and standing activities) trajectory based systems have di culties. In
areas where behaviour is not as constrained (such as on a train platform, where
paths have little meaning) the trajectory based systems also have di culties.
Strong occlusion is also a problem for trajectory based systems, and much work
considers the problem of maintaining tracks through occlusion. In this paper we
sidestep this di cult problem by using what we call \tracklets" , which are short
indicative bursts of motion, and by working at the level of image features raher
than tracked unitary objects.

The current paper makes two contributions: we apply feature based track-
ing (as used in the activity modelling community, e.g. in [2]) to the problem
of modelling scene geography, and we do this within a qualitative framework
to extract descriptions that can be used within Qualitative Spatial Reasoning
(QSR) systems. This allows us to label regions of unconstrained scenes, some of
which are di cult for computer vision systems to handle.

2 Related Work

Whilst there is a large literature on modelling spatial regions using a priof ideas
about space and motion, or previously crafted maps, the current paper falls in
the category of scene modellindrom automated analysis of videoWork in scene
modelling has thus far concentrated on the analysis of gross patterns of motig
such as the trajectories of tracked people (or other moving objects) or on ojital
ow patterns.

Systems which work at the level of the entire trajectory are able to construct
models of the way in which agents move through the scene. Johnson and Hogg



in [3] create models of activity within an environment for prediction and clas-

si cation of human behaviour by learning behaviour vectors describing typical
motion. Stau er and Grimson [4] take trajectories and perform a hierarchicad
clustering, which brings similar motion patterns together (activity near a lo ad-
ing bay, pedestrians on a lawn). Makris and Ellis in e.g. [5] learn scene models
including entrances and exits, and paths through the scene, and use these for
tracker initialisation and anomaly detection; a similar approach is used n [6].
The rich scene models obtained from trajectory modelling have been used to
inform either about the observed behaviour (e.g., typicality detection as in [3])
or about the scene (e.g., using models of trajectory to determine the layout of
cameras in a multi camera system as in [7]), or to detect speci ¢ behaviour pat-
terns of interest (e.g., elderly people falling down [6]). These systems allety
upon tracking moving objects through the scene and upon having entire tracks,
which means that they are susceptible to tracker errors (such as those caused by
occlusion). Because of the underlying reliance on background subtraction these
systems are also very susceptible to camera shake. In many of these systems
several hours of training data is required.

Xiang and Gong, in [8], use pixel change history combined with dynamic
probabilistic networks (speci cally, various types of hidden Markov model (HM M))
to learn temporal and causal relationships between observed image patterns.
Their work di ers from ours in that they aim to detect and model events and
the relationships between them directly and statistically. We are interested in
modelling the spatial structure of a scene symbolically. A related approach cen-
tred more upon scene modelling is that presented in [9], working directly from
image data using a forest of HMMs, and learning activity patterns (regions of
scene in which there is increased activity).

Activity discovery or recognition, however, generally works on a smaller scad,
dealing with features or patterns of motion rather than trajectories, and is con-
cerned with determining whether a particular video sequence contains an exam-
ple of a learned activity (running, jumping, or more ne grained activities such
as particular tennis shots). Efros et al., in [10], present early work on advity
modelling using ow where they determine motion type and pose for \30 pixel
man", in which database data is labelled and then matched to input video us-
ing normalised optical ow. Laptev, in [2], describes his \Space-Time Interest
Points", which are spatio-temporal features developed from the 2D spatiabonly
Harris interest points, and with Rerez [11] more recently extends this to ded with
the classi cation of even ner grained actions (smoking and drinking). Dalal et
al. in [12] use similar techniques (based upon histograms of gradients) fdhe
detection of humans in video; their trained detector uses both appearance and
motion cues so can be seen as using activity to aid detection.

Gryn et al. in [13] use hand-crafted direction maps to detect particular pat-
terns of interest (using a particular door, or making an illegal left turn at an
intersection). These direction maps are regularly spaced vector elds representing
the direction of motion at locations of interest, and are scene speci ¢, detecting
motion in a particular image plane location. Colombo et al. in [14] take a di er-



ent tack, modelling regular scene changes on a smaller temporal scale (escalato
movement, cyclic advertising hoardings) as part of the background model using
Markov models { modelling scene motion in order to be able to ignore it.

Our work is related to many of these approaches: we learn histograms from
feature data, and use these to build models of activity within the scene. The
method characterises scene projections by patterns of accumulated motion over
an extended period as opposed to short-term motion patterns used in most earlier
work (e.g. motion history templates). The aim of this paper is to show that these
techniques can be used to move towardgualitative scene representations, which
will facilitate qualitative reasoning about scene activities.

3 Feature Detection and Tracking

The \KLT" tracker is suggested in [15] building upon work from [16, 17] and is
based upon the insight that feature selection for tracking should be guided by
the tracker itself: the features we should be tracking are precisely those feates
which are easy to track. Whilst in general the KLT feature tracker is good
at following features across the image, there is a trade-o between longevity
and reliability. This trade-o provides a practical bound on the length of our
descriptors, or tracklets: by reinitialising the tracker every M frames (in the
current implementation, M = 50) we have tracks which are reliable but long
enough to provide a descriptive representation of feature motion. Thes& frame
tracks are then split into two, which gives us a pair of temporally linked short
(yet reliable and descriptive) tracklets which with M = 50 last one second each.

Fig.1. A frame of video showing two sets of tracklets: most recent (just com pleted)
in blue; previous in green. These give a robust indication of motion in t he image plane
without committing to any object segmentation or scale.



We believe these tracklets comprise a promising representational level, but in
the current work we do not exploit this fully, and consider just the displacement
between start and end points using the tracklet as a robust means of getting
to this. In order to do this, we look at the gross motion within each tracklet
thresholding on angle from the vertical and distance travelledd between rst
and last points. This descriptor is one ofup, up-right, right, down right . .. or still.
Tracklets are classi ed asstill if their total movement d is below a threshold
in the current implementation = 2 pixels, which we nd allows for considerable
camera shake whilst still detecting most signi cant motion. This calculation is
set out in Table 1.

This directional quantization is similar to the system described in [13], &
though they work with optical ow rather than tracked features and match their
motion descriptors to hand-crafted templates.

Label Short label|lllustration |Classi cation Criteria
Still S o d<

Up U f - < < B
Up-right |[UR / 5 < 3

Right R \ < =
Down-right DR < =

Upleft  |UL N - >

Table 1. An illustration of the direction calculations with associated thresh olds.
is the angle between start and end points of the tracklet; d is the total displacement
between start and end points (in pixels).  has been set to two pixels in the current
implementation.

4 Spatial Quantization: Histograms of Features

In order to characterise patterns of motion across the scene, we collect frequency
counts for each of these directional quanta in di erent image regions. We do this
by dividing the scene into N N pixel bins and by accumulating a histogram
of each directional relation in each bin based upon the start of the tracklet.
In the current implementation, N is 16 - this works well in the scenes under
consideration allowing us to avoid a large proportion of empty bins, yet geneate
regions detailed enough to capture the structure of the scene. A gure illustrating
the types of histogram we observe is shown in Figure 2. These histogramsea
learned through observation over a period of time: the scenes in our experiments
are all over 10 minutes long, with the longest being about 30 minutes.
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Fig. 2. A screenshot from the chair dataset with grid overlayed, showing histograms

calculated from di erent scene cells. Cell A near the top of the door does not see much
movement, and the movement that is observed is R and L corresponding to the opening
and closing motion of the door. Cell B is at a medium height on the wall behind the

chairs and sees motion both to the left and the right due to people movin g backwards
and forwards behind the row of chairs. C, in the door region, has a major peak in its
histogram corresponding to motion to the left, due to people opening th e door and
going out through it, and a less pronounced peak at R, presumably corresponding to
the door closing again.



We have applied these processes (feature tracking and then spatial histogram-
ming) to three video datasets. The datasets are: a 30 minute video taken in a
university common room, featuring chairs in which people occasionally sit ad
drink tea or co ee; a 30 minute video from the UK Home O ce \i-LIDS" ( Im-
agery library for intelligent detection systems[18]) dataset of an underground
station, including platform, train track region and a bench where passengers oc-
casionally sit and wait for trains; and a 14 minute video of a busy roundabout
intersection, taken from the top of a 20 metre pole using an experimental 2
camera setup (containing considerable camera shake as a result). We have not
attempted to correct any issues with these datasets by pre-processing. These will
be called the chair, i-LIDS and roundabout scenes. Figure 3 shows the gener-
ated histogram information presented as a bitmap for each scene and for each
direction.

5 Dominant Patterns of Motion

Having calculated the motion histograms for each cell of the input video, the
next stage is to use these to segment the visual scene into regions characterised
by similar patterns of motion. This section describes two methods for achieving
this: the rst uses one direction alone (the signi cant direction) as a basis for
clustering, and the second uses unsupervised learning techniques (K-means) to
determine which prototypical direction histograms best partition the space.

5.1 Using Dominant Direction to Categorise Regions

The simplest means of categorising motion within a square is just to consider
each direction independently: essentially treating each directional histogram bin
as a separate \image". A small amount of standard image pre-processing is
carried out on each channel (normalisation to scale each direction so frequency
counts fall in the range [Q 1], median ltering to smooth, and morphological
opening to create coherent regions). The results are then thresholded at the
median value for that direction. This results in a binary image for each direction
showing those parts of the scene where the amount of motion in that direction
is signi cant.

To create a single segmentation based upon principal direction of motion, we
use Markov Random Fields (MRFs) [19{21] in the place of simple thresholding.
MRFs provide a graph-based formalism for segmentation through energy min-
imisation: in this case we de ne energy as a function of both the input frequency
histogram (the data term) and the cost of labelling adjacent squares di erently
(the smoothness term).

C(f) = Caata (f) + Csmootn (f) (1)

We use a smoothness term which penalises adjacent labels which are di erent
and does not penalise adjacent labels which are the same (thus encouraging



Chair i-LIDS Roundabout

Thumbnails of input videos. From left to

right: Chair, within a busy room, i-Lids

underground station dataset, Roundabout
featuring experimental multi camera setup
and extraneous metadata.

With the frequency maps associated with
\still", you see a representation of where
features are generally found.

Up: here we see the chairs in the chair
scene, movement on the platform and the
bench underground, and an artifact of the
split screen in the roundabout scene.

Up left: here we see the chairs in the chair
scene, movement around the bench in the
underground scene and the exit to the
roundabout at the left of the image.

Left: we see some movement behind the
chairs, some movement in the train area
of the underground scene, and the near-
ground side of the roundabout.

Down left: Here we see movement asso-
ciated with the chairs, the platform edge
(this is an artifact of the feature tracker),
and the relevant portion of the round-
about.

Down: here we see movement associated
with the chairs (again), the platform of the
tube scene, and a small amount of move-
ment in the far ground of the roundabout
scene.

Down right: here we see the chairs, the far
part of the platform and the bench, and
the far entrance onto the roundabout.

Right: here we see the area behind the
chairs, the far platform of the tube scene,
and the upper part of the roundabout (far-
thest from the camera).

Up right: here we see the chairs in the chair
scene, the edge of the platform in the tube
scenario (see Up left), and the right en-
trance of the roundabout scene.

Fig. 3. Histogrammed direction data (one row per bin) showing evident patte rns of
motion within each input scene.



uniform regions). We have a smaller penalty for labels which are \one out",
which has the e ect of lowering the penalty for adjacent regions with adjacent
directions (right and up-right, for example). This can be thought of as decreasing
the penalty term for labels which are conceptual neighbours as well as physical
neighbours. Equation 2 provides details of the smoothness term for two adjacent
squaresi and j ; k is a constant set in these experiments to be 0.5.

Csmooth (I;j ) = k if i andj have di erent labels (2)
Csmooth (I;j ) = k=2if i and j are conceptual neighbours
Csmooth (I;j ) =0if i andj have the same label

The advantage of the MRF framework is that it provides a means of creating
smooth segmentations which preserve sharp boundaries where they exist; the
main disadvantage when used in this context is that it does not allow multiple
labels per element. Figure 4 shows the binary images generated by thresholding
for each direction for each scene, and the MRF generated joint segmentation.

5.2 Region Classi cation Using Unsupervised Learning

Whilst considering individual directions provides an informative segmentation
of the scene region it requires areas to be characterised by movement jinst one
direction. This is not, in many cases, a valid assumption.

Rather than consider each direction independently, this section describes
the use of unsupervised clustering of the histograms themselves, to provide a
single label for each bin. We cluster the motion histograms using the K-means
algorithm, and then we use these clusters as the basis for our segmentation. As
before, we use a Markov random eld to smooth the segmentation. We use a
smoothness term which does not consider conceptual neighbours, as it is more
di cult to determine an ordering on the 8-dimensional ' input vectors. Thus
the smoothness term has a penalty for neighbouring squares which dier in
category, and no penalty for neighbouring squares which are the same. The
distance measure used is Euclidean distance between histograms. Figure 5 shows
the partitioning of each scene given by the use of K-means clustering, and the
same partitioning after application of an MRF.

The images in Figure 5 illustrate segmentations obtained by training on
each scene individually. The motivation for this is that we might expect the
motion patterns of vehicles at a roundabout to be di erent to those of people
in an underground station, or in a university common room. However we might
also expect there to be a certain amount of similarity in motion between the
scenes. Applying K-means to all three datasets at once provides us with motion
descriptors which are not individually tailored to each scene but which capture
similarities between motion in each, and the results of this are shown in Fjure 6.

! The dimensions being: up; up left; left; down left; down; down r ight; right; and up
right.
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The Up Reft and Up Right directions high-
light the exit to the roundabout and the
tra c passing the exit.
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Left motion and right motion both high-
light the \train" area of the i-LIDS dataset,
and the foreground and background sec-
tions of the roundabout.
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Markov Random Field segmentation

Fig. 4. Considering each direction independently. Final row shows the result of using
an MRF to combine these to form an overall segmentation, rather than usin g a set
threshold on each direction alone.



Chair i-LIDS Roundabout
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K-means (K=9) as a raw scene partition.

K-means followed by MRF smoothing.

Fig.5. Learned motion patterns used for scene partitioning, with clusters | earned for
each scene. Colour coding in this gure is chosen within each scene:darker regions in
one scene are not necessary related to darker regions in another

Figure 6 includes diagrams drawn with di erent values of K (the number of
clusters). In each of these, similar patterns appear.

Figure 7 shows cluster centres learned across all scenes when K=10, corre-
sponding to the second column in Figure 6. This gure shows quite clearly that
the observed patterns do not correspond to single dominant directions, but often
to pairs of opposites.

6 Evaluation

Informally, various scene elements can be identi ed { in the i-LIDS scene, the
track region is clear, in the chair scene, the chairs are clear, and in the roundahu
there is an obvious structure in the right place.

More formal evaluation is dicult as the generation of ground truth for
motion segmentation is not a trivial matter. We are concerned not with the
way in which the scene is super cially structured, but the way in which people
interact with the scene as they move around. For example, whilst theoundabout
dataset is indeed a roundabout, the majority of tra ¢ goes straight across and
turning tra c is fairly uncommon. In the i-LIDS dataset, the platform has a
number of associated motion patterns, which dier from region to region (in
some areas, hardly anybody waits, but in others there are often people milig
around). Despite these acknowledged di culties we believe that comparison with
a hand-marked-up ground truth is the best way to evaluate this work and have
generated a simple region based segmentation against which to compare out
output. This is shown in Figure 8, alongside various outputs.

From Figure 8 we can see that many of the identi ed ground truth image
regions have parallels in the segmentations. The MRF based upon dominant



Input K=10 K=12 K=14

Fig. 6. Learned motion patterns used for scene partitioning, with clusters | earned
across all scenes. Despite diferent values of K, the bench in thei-LIDS scene has
been identi ed as similar in motion pattern to the chairs in the chair scene. In this
Figure, the colour coding changes between values of K but is consisten across scenes.
For example, in the K=10 column the dark grey region which makes up the ma jority
of the column corresponds to a vector representing very little moti on.

o
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Fig. 7. lllustrations of the learned cluster centres. The size of the arrow is proportional

to the frequency with which that direction was observed. These il lustrations are clusters
learned across all scenes when K=10.



Screen shot from video.

Rough \ground-truth".

MRF based on dominant direction

K-means followed by MRF smooth-
ing learned individually from each
scene.

K-means across all three scenes fol-
lowed by MRF smoothing.

Fig. 8. Ground truth with various segmentations: dominant direction, motion pat terns
learned per scene and motion patterns learned across all scenes.



direction alone is the least like the ground truth segmentations; whilst it is
possible to nd similarities it would be generous to say that these segmentdabns
were clear.

With the segmentations learned for each scene individually the scene struc-
ture is more evident. The chair scene in particular has clearly highlighted the
chairs as regions of heightened motion (although not the door). Within thei-
LIDS dataset there is an unexpected distinction between regions of the train
platform; the middle area where most people chose to wait is associated whit
a dierent cluster centre to the far and nearground, and there appears to be
some form of emergent \path" heading to and from the bench. The edge of the
platform and the train region have both emerged from the observed data. In the
roundabout scene the near and far sections stand out very well, as does the left
hand feeder branch to the roundabout.

Finally considering the segmentations created by learning over all scenes
simultaneously (the nal line of images in Figure 8) we can begin to detect
similarities betweenthe regions de ned in each scene. Whilst we cannot claim to
have constructed something that can detect chairs and benches it is however fair
to say that the clusters associated with the chairs in thechair scene (marked
as pale grey in the ground truth) also seem to be associated with the bench in
the i-LIDS scene (marked as black in the ground truth). Theroundabout scene
is not segmented as clearly in the combined segmentations as in the individual
segmentations, presumably as this scene contains strongly directional motion
(each section e ectively being a one-way street).

7 Conclusions and Future Directions

This paper has presented a novel approach for the unsupervised learning of spa-
tial regions from motion patterns. Our aim is to create segmentations of input
video which correspond to semantically meaningful regions in an unsupervised
fashion, and then to use these semantically meaningful regions within a quali-
tative spatial reasoning (QSR) framework. We have made considerable progress
towards this aim, and have generated segmentations which correspond in part to
ground truth segmentations of three experimental scenes. Our method is robust
to camera shake and background changes in a way that the existing path based
systems are not (due to their reliance on some form of background model).
Further investigation is required to determine which varieties of input are
most useful to this type of system: the directional histograms used here could be
augmented by information about speed, for example, and we are investigating
ways to further exploit the tracklet representation. We have carried out informal
investigations in the variation of histogram bin size (resulting in the 16 by 16
bins reported here) but a more thorough study could be useful, and the opti-
mal size will almost certainly be scene dependent. The use of overlapping bins
or pyramidical representations is also something we wish to pursue. Perhaps
more interestingly, further investigation is needed into the detection of commam
patterns across di erent scenes, perhaps within a supervised or semi-supervised



machine learning framework. The similarity between segmentation of the berit
in the i-LIDS dataset and the chairs in thechair dataset is a promising sign, and
it would be an interesting experiment to collect video of many scenes containing
chairs or benches and see if we can learn their associated motion patterns from
observation.

The scenes under consideration in this paper contain various types of mo-
tion constrained in various ways, and perhaps because of this the two broad
approaches outlined in this paper (dominant direction vs. K-means clustering)
perform di erently in each scene. The dominant direction thresholding results in
clear images of theroundabout scene, which is an example of what Fernyhough
called astrongly stylised domain As such we should expect strong directions to
emerge. There are certain aspects of a roundabout which cannot be modelled in
terms of dominant direction alone; what we have are a sequence of observations
caused by motion of objects in the real world subject to certain spatial and tem
poral constraints. Incorporating temporal information in some way might also
detect patterns in the i-LIDS scene such as those caused by trains entering and
passengers leaving the station.
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